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ABSTRACT 

To study of the emotional state reflection in the voice and speech of 6-12 years old children with autism 

spectrum disorders (ASD), Down syndrome (DS) and typical development (TD), the automatic classification 

of children’s emotional speech on the states “comfort – neutral – discomfort” were conducted. Child speech 

was recorded in model situations a dialogue with the experimenter and playing with a standard set of toys and 

annotated by three experts. Automatic classification of children’s speech on three states was performed using 

automatically extracted sets of acoustic features GeMAPS and extended eGeMAPS. As classifiers, we used 

classifiers based on Gaussian Mixture Models (GMM) and Support Vector Machine (SVM). The state of 

discomfort is classified better for children with ASD (0.523; 0.305 – precision and recall) and DS (0.504; 

0.564); the state of comfort – for TD children (0.546; 0.241). The minimal GeMAPS feature set gives better 

results (accuracy - 0.687, 0.725, 0.641 – for ASD, DS, TD children) than the extended eGeMAPS feature set 

(0.671, 0.717, 0.631), that indicates the importance of low-level features. A comparison with the data of an 

auditory perceptual experiment (100 listeners) was made. Listeners better recognized discomfort in children 

with ASD and DS (78%) and comfort state in TD children (58%). 

 

Keywords: Emotions, Speech, Children with Atypical development, Perceptual Experiment, Automatic 

Classification 

1. INTRODUCTION 

In the past ten to fifteen years, affective computing or emotion artificial intelligence became a 

focus of intense research. Since 2009, the Interspeech Computational Paralinguistics ChallengE 

(ComParE) is held annually, and the IEEE Transactions on Affective Computing journal is issued since 

2015. Reviewing the results coming from the ComParE challenge, we can note some of the more 

common approaches to solving emotion-related tasks (1):  

The machine learning techniques based on the extraction of common handicraft features 

empirically figured out in the recent 20 to 30 years and the application of the established stochastic  

models such as Gaussian mixture models (GMM) or classifiers such as Support-vector machine (SVM) 

are employed to detect emotional states. These methods are still highly relevant, which is proven by 

the performances of some of the participants in the ComParE challenge. 

The machine learning techniques based on the deep neural networks (DNN) which, in recent years, 

became massively popular for detection and recognition of objects of various natures, including 

emotional states, often outperform the traditional approaches but require significantly larger amounts 

of training data to learn the deep features truly representing the essence of the process, which is not 

always available for the emotion-related problems. Additionally, comparing to other areas such as 

object detection or automatic speech recognition, the potential of deep learning in emotion recognition 

is not yet fully developed. Partially, it emerges from the higher level of abstraction of the concept and 

vagueness of expression of emotions in speech and voice: though many modern databases now have 

annotations from multiple experts, the labels are often conflicting or unreliable. Also, since some 

emotions are more socially acceptable and often expressed, when collected in the wild, the datasets are 
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often unbalanced. Nevertheless, the main obstacle is the volume of data in the annotated datasets. 

Research shows that the lack of data is the bottleneck for efficiency for most of the deep learning 

methods. Eventually, with the growth of the volume of the available for training data, the deep learning 

models would become accessible for feature extraction similar to the expert feature extractors, 

however, at this moment, even with augmentation and transfer learning, the issue of the lack of data is 

not yet overcome. 

The aim of the study is exploring the possibility of automatic recognition of “comfort – neutral – 

discomfort” states in speech of 6-12 years old children with autism spectrum disorders (ASD), Down 

syndrome (DS) and typical development (TD). 

2. METHODS 

2.1 Auditory perceptual evaluation 

For the auditory perceptual evaluation by adult listeners, 3 test sequences containing a speech 

material of TD children (test-1), children with DS (test-2), and children with ASD (test-3) were 

created. Each test sequence included 30 samples from 10 children annotated with comfort, neutral, or 

discomfort labels. Tests were presented individually to each listener.  

The listeners were 100 adults (age 17-32 years, 19.3±2.3 years; 81 women, 19 men): pediatric 

students (n=50) and biology students (n=50). The task for listeners was to determine the state of the 

children as comfort, neutral, or discomfort when listening to the test material.  

2.2 Automatic Classification 

For automatic classification of "comfort-neutral–discomfort" states in children’s speech, two 

models are used: Gaussian Mixture Models (GMM) and Support Vector Machine (SVM) models. 

2.2.1 Dataset 
The speech material was obtained by database “AD_CHILD.RU” (2). The “AD_CHILD.RU” 

database (Atypical Development_Child.Ru) contains the speech material of 392 children (265 children 

with different diagnoses): 96 children with autism spectrum disorders (ASD, F84 - according to 

ICD-10), 49 children with Down syndrome (DS, Q90), 52 children with mixed specific developmental 

disorders (MSDD, F83), 49 children with intellectual disabilities – mental retardation (ID, F70, 71), 7 

children with cerebral palsy (CP, G80), 12 children with mild neurological disorders (F80, 90), 127 

typically developing (TD) children (control). The database size is 1.5 Tb. The speech material is 

represented by long original files; recordings in model situations (dialogue with parents , dialogue with 

an experimenter, retelling of a fairy tale or cartoon, story based on a picture), emotional speech. 

Speech files are presented in the WAV format, video files are in AVI. The files are annotated 

(phonemic description, and phonetic description for a part of the material). The speech material is 

accompanied by information about the psychophysiological and psychoneurological state of the 

children, and includes the results of tests and questionnaires.  

We selected 6594 audio files for 6 to 12 years old children (n=73) with ASD, DS, and TD. All 

speech files were stored in .wav format, 48,100 Hz, 16 bits per sample. 

Annotation of the child’s emotional speech was made on three categories (based on video recording 

and protocol of the recording situation) “comfort - neutral – discomfort” by two experts. The speech 

samples were assigned to the corresponding emotional category when there was an agreement between 

the two annotators. 

2.2.2 Feature sets 
The research in the field of speech technologies in the recent decades produced a bevy of different 

expert acoustic feature sets, which are used arbitrary and often defined and extracted inconsistently. 

Since there are many independent research groups working on different problems in the field, to have 

a shared standard is to guarantee the ability to objectively compare the research results and to enable 

an integration between various feature extraction and recognition systems.   

The most popular is the ComParE set, which consists of more than 6,000 features from the 

openSMILE library (3) extracted on three levels (4):  

 Low-level descriptors (LDD); 

 Low-level descriptors with deltas (LLD deltas); 

 Functionals of LDD. 

The success of ComParE features can be attributed to several factors: they are easy to calculate, 



 

 

widely known in the community, and well designed for specific applications of voice -based affect 

recognition. 

The authors of (5) introduced a baseline acoustic feature set Geneva Minimalistic Acoustic 

Parameter Set (GeMAPS) applicable to miscellaneous speech analysis problems, including a 

paralinguistic speech analysis. Unlike for the amalgamated ComParE acoustic feature set, it is 

suggested to employ a minimalistic voice feature set.  

The features are selected based on: a) their capability to reflect the affective physiological 

processes in speech formation, b) their proven in previous works eff iciency and the accessibility of 

methods of their automatic extraction, and c) their theoretical value. 

The authors of (5) demonstrate the comparison of efficiencies between GeMAPS and the large 

baseline feature set ComParE_2016 for paralinguistic tasks. The results show the advantages of the 

GeMAPS feature set in recognition accuracy relative to the sizes of the feature sets. There is a tool to 

extract GeMAPS features which helps to ensure the features are obtained according to the standard: 

openSmile library v. 2.0. There are three standard feature sets available: ComParE_2016 with more 

than 6 thousand parameters, and GeMAPS and eGeMAPS (extended GeMAPS). The number of  

features for each level is listed in Table 1.  

The GeMAPS feature set with 62 parameters is often used in different paralinguistic challenges due 

to the variety of acoustic and prosodic features contained in this set. In our experiments we used 

version 2 of the extended Geneva Minimalistic Acoustic Parameter Set (eGeMAPS) with 26 extra 

parameters, and in total, eGeMAPSv02 contains 88 parameters.  

Table 1 – Number of features in datasets on each of three levels 

Feature sets Number of features for each of three levels 

ComParE_2016 65 / 65 / 6373 

GeMAPSv01b 62 / 13 / 62 

eGeMAPSv01b 10 / 13 / 88 

 

2.2.3 Classification based on Gaussian Mixture Models 
Since we have a dataset of small size and solve a close-set identification task with a small number 

of classes, we build a recognition system based on a simple state-of-the-art scheme: extracting 

Mel-Frequency Cepstral Coefficients (MFCC) from audio recordings, training class -depended 

Gaussian Mixture Models (GMM) on these features and performing the classification using the 

Maximum Likelihood Estimation (MLE) method. To extract MFCC from audio recordings we used a 

standard schema with a frame of 25 ms length, 10 ms overlap between frames, 1024-point Fourier 

transform, 13-component MFCC vector. All MFCC vectors extracted from the recordings of the same 

speaker are concatenated.  

To perform the classification, we calculate the log-likelihood scores for each frame of each 

speaker’s recording belonging for each emotional state. The likelihood of the frame originating from a 

speech sample of the speaker belonging to a specific class is calculated using the class -depended 

GMMs. This procedure is performed for each of the Gaussian components of the GMMs, and the 

weighted sum of these likelihoods from the components is calculated. The logarithm of the sum 

obtained gives the logarithmic probability value for the frame. This is repeated for all frames of the 

recording, and the probabilities of all frames are summed. We predict the speaker to belong to the cla ss 

with the highest total likelihood. 

Training and testing. For each generated collection split into a training and a testing parts, we 

perform the following process: 

1. Extract 13 component MFCC vectors from each audio recording. 

2. Train 8 component GMMs based on extracted MFCC vectors for each emotion state. 

3. For each recording and for each MFCC vector on each frame calculate log-likelihood for each 

GMM (each class), sum them up, and predict the class with the highest total likelihood. Repeat  20 

times and concatenate the results. 



 

 

2.2.4 Classification based on Support Vector Machine 
We conducted experiments for automatic recognition of three emotional states: comfort, neutral, 

and discomfort based on automatically extracted GeMAPS and eGeMAPS acoustic feature sets. 

For training, we used 6594 audio records with speech material of 73 children six to twelve years old 

with TD, ASD, and DS. 

We split the data into the collections for training (80%) and testing (20%) and employed C-Support 

Vector Classification from sklearn library (6) for classification. 

2.3 Classification performance metrics 

To evaluate the performance of the automatic classification of emotional states and ages, we utilize 

the performance metrics commonly accepted in international challenges for the evaluation of the 

automatic paralinguistic and biometric recognition systems: 

1) Overall accuracy: the ratio of the correctly identified samples. 

2) Per class precision: the ratio of the correctly identified samples to the total number of positive 

predictions. 

3) Per class recall: the ratio of the correctly identified samples to the total number of predictions 

of that class. 

3. EXPERIMENTAL RESULTS 

3.1 Results of the auditory perceptual evaluation 

The results of the auditory perceptual evaluation showed that in the analyzed groups of children, 

emotional states are worse determined in the speech of TD children. The state of comfort is recognized 

better by speech of children with DS (70% of correct answers), worse – by the speech of TD children 

(58% of correct answers). Discomfort state is recognized better by speech of children with DS and 

ASD (78%) than by speech of TD children (56%), neutral state - by the speech of children with ASD 

than by speech of TD children (54%) and children with DS (52%), Tables 2, 3, 4. 

Table 2 – Confusion matrixes for emotion classification by the speech of children with ASD 

 

comfort neutral discomfort 

comfort 67 17 16 

neutral 17 67 16 

discomfort 15 7 78 

 

Accuracy 0.78 0.81 0.82 

Recall 0.67 0.67 0.78 

Precision 0.68 0.74 0.71 

 

Table 3 – Confusion matrixes for emotion classification by the speech of children with DS 

 

comfort neutral discomfort 

comfort 70 22 8 

neutral 27 52 21 

discomfort 9 13 78 

 

Accuracy 0.78 0.72 0.83 

Recall 0.70 0.52 0.78 

Precision 0.66 0.60 0.73 

 

https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVC.html
https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVC.html


 

 

Table 4 – Confusion matrixes for emotion classification by the speech of TD children  

 

comfort neutral discomfort 

comfort 58 26 16 

neutral 30 54 16 

discomfort 14 30 56 

 

Accuracy 0.71 0.66 0.75 

Recall 0.58 0.54 0.56 

Precision 0.57 0.49 0.64 

 

In children with ASD and DS, listeners recognize the state of discomfort (78% of answers) better 

than the comfort state (70% and 67% - for children with DS and ASD, correspondingly). 

The average accuracy of automatic classification of children’s emotional speech for ASD Children 

is 0.795. 

The average accuracy of automatic classification of children’s emotional speech for DS children is 

0.750. 

The average accuracy of automatic classification of children’s emotional speech for TD children is 

0.685. 

The average accuracy of automatic classification of children’s emotional speech for all diagnoses 

is 0.743. 

3.2 Results of the automatic classification based on GMM model 

Table 5 demonstrates the results of the experiments on automatic classification of children’s 

emotional speech into three states: comfort, neutral, and discomfort  based on Gaussian Mixture 

Models. 

Table 5 – Precision and recall of the automatic classification of children’s emotional speech into three states: 

comfort, neutral, and discomfort 

Diagnosis Ground truth emotional state precision recall 

ASD Comfort 0.476 0.529 

Discomfort 0.523 0.305 

Neutral 0.539 0.652 

DS Comfort 0.325 0.348 

Discomfort 0.504 0.564 

Neutral 0.459 0.394 

TD Comfort 0.546 0.241 

Discomfort 0.361 0.718 

Neutral 0.472 0.423 

 

For ASD, the accuracy is 0.675, the total precision is 0.512, and the total recall is 0.495. 

For DS, the accuracy is 0.617, the total precision is 0.429, and the total recall is 0.435. 

For TD, the accuracy is 0.617, the total precision is 0.459, and the total recall is 0.461. 

The average accuracy of automatic classification of children’s emotional speech for all diagnoses 

is 0.636. 

Overall, the precision and the recall are higher for ASD children, and the difference between DS 

and TD children is insignificant. 



 

 

3.3 Results of the automatic classification based on SVM model 

The results of the experiments on automatic classification of comfort, neutral, and discomfort states 

in children’s emotional speech based on GeMAPS and eGeMAPS feature sets. We calculated only the 

overall accuracy across all classes to discover comparative efficiency of the feature sets.  

1. The average accuracy of automatic classification of comfort, neutral, and discomfort states in 

children’s emotional speech for ASD Children: 

GeMAPSv01b accuracy = 0.687; 

eGeMAPSv01b accuracy = 0.671; 

2. The average accuracy of automatic classification of comfort, neutral, and discomfort states in 

children’s emotional speech for DS children: 

GeMAPSv01b accuracy = 0.725; 

eGeMAPSv01b accuracy = 0.717. 

3. The average accuracy of automatic classification of comfort, neutral, and discomfort states in 

children’s emotional speech for TD children: 

GeMAPSv01b accuracy = 0.641; 

eGeMAPSv01b accuracy = 0.631. 

4. The average accuracy of automatic classification of comfort, neutral, and discomfort states in 

children’s emotional speech for all diagnoses: 

GeMAPSv01b accuracy = 0.694; 

eGeMAPSv01b accuracy = 0.686. 

 

The results show that the minimalistic feature set GeMAPS produces slightly better accuracy than 

the extended feature set eGeMAPS. One reason for that might be that low-level features are highly 

representative for our task. It also highlights the importance of not simply collecting all available 

features but approaching the feature selection process with an expert understanding of the underlying 

meaning of those features and choosing the ones that are representative for the specific domain.   

4. DISCUSSION AND CONCLUSIONS 

Our first experiments on the recognition of “comfort-neutral–discomfort” states in children’s 

speech on the EmoChildRu dataset (7) showed that the performance of automatic classification based 

on the SVM classifier is very similar to the human perception, and both are higher than chance level, 

i.e. 50% for the three-class problem (8). During these experiments it was observed better 

classification performance with IS 2010 features compared to IS 2013 features, both are subsets of 

the ComParE_2016 feature set. The features were extracted with the same openSMILE toolkit, where 

the IS 2010 feature set (1582 acoustic features) (9) is smaller than the IS 2013 feature set (6373 

features) (10).  

Based on this finding, in our experiments based on the SVM classifier we used even smaller 

feature sets GeMAPS (62 features) и eGeMAPS (88 features) (5). Our experimental results 

confirmed the trend, for the smaller feature set GeMAPS we observed slightly better classification 

performance compared to the eGeMAPS feature set. Moreover, the classification performance for 

both feature sets is much higher than chance level.  

In addition, we observed that the classification performance for different diagnosis (ASD, DS, 

and TD) separately remains approximately at the same high level. However, we have found that the 

state of comfort is recognized better than for TD children, the state of discomfort is recognized 

better for ASD children, and the neutral state is recognized better for ASD children.  

Our experiments with another feature set (MFCC) and classifier (GMM) showed worse results 

compared to GeMAPS feature set and SVM classifier for all emotion states. 

The algorithms for the automatic detection of the age, gender, and emotional state of a child in 

combination with the algorithms for the generation of emotional speech can be utilized for building 

edutainment systems (11), and systems for assisted or alternative communication for children with 

development disorders. 
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ABSTRACT 

The goal of this cross-linguistic study is to analyze the speech of children in the age group of 8-12 years and 

automatic classification of children's emotions from various speech data in Russian and Tamil languages. A 

standardized approach for the collection of speech (spontaneous and acting speech - emotional words, 

phrases, and meaningless texts) was used. Two emotional child speech corpora include the emotional speech 

of 95 Russian children and 40 Indian children were created. Annotation of the emotional speech was carried 

out in four categories “joy - neutral - sadness – anger” by two speech specialists of the same nationality of the 

child. The set of 2505 labeled audio files of Russian children and 418 labeled audio files of Tamil children 

were used. The SVM classifier shows slightly better results in Russian language, and the MLP classifier in 

Tamil. Inter-Cultural approach (mixed dataset of Russian and Indian speech) revealed that the accuracy of 

recognition of all emotions remains higher. In Cross-Cultural approach, on samples of Tamil speech, anger 

state is recognized better, and in samples of Russian speech – sad state. Using 5 Layered CNN Model, the 

accuracy was revealed for Russian speech is higher than for Indian children. 

 

Keywords: Child Speech, Emotion Detection, Cross-Linguistic Study  

1. INTRODUCTION 

In recent decades, the problem of automatic emotions recognition in speech has been widely 

studied, which is associated with a practical focus on the fields of social sphere, medicine, and 

education. Most of the work on automatic recognition of emotional speech has been carried out on the 

speech of adults (1-4). The reason for lower number of works on automatic recognition of children’s 

emotional speech is primarily due to (5): difficulties in recording children’s acting speech and the fact 

that systems trained to recognize emotions from adult speech show rather low efficiency when used to 

recognize emotional children’s speech (6). There are fewer child speech databases available to the 

scientific community, for example, (7-14). Works on the recognition of emotional children’s speech 

for Russian children are rare (7), as well as for Indian children (15). No cross-cultural data on 

automatic speech recognition of Russian and Tamil children are available.   

The aim of the study is automatic recognition of the emotional state of children aged 8-12 years by 
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speech in Russian and Tamil. 

2. METHODS 

2.1 Dataset 

To study the cross-linguistic recognition of the emotional state of Indian and Russian children of 

8-12 years of age via their speech by humans and machine, two language-specific corpora of emotional 

speech were created. Each corpus contains records of spontaneous and acting speech of 8-12 years old 

children. Russian corpus includes emotional speech of 95 children; Indian corpus contains speech data 

of 40 children (17). Speech recording was performed according to a standardized protocol. Each 

recording session for every child included a dialogue with the experimenter with a standard set of 

questions (16) and the acting speech – words and phrases reflecting the emotional state, and 

meaningless texts.  

Acting speech: Russian and Tamil children pronounced words and phrases in their native language, 

reflecting different emotional states. The emotional state was reflected in the lexical meaning of words 

and phrases (17). The children pronounced the speech, manifesting the emotional state. Russian 

children pronounced a meaningless text – the first quatrain of “Jabberwocky”, the poem by Lewis 

Carroll (18), and the meaningless (sentence) by L.V. Shcherba “glokaya kuzdra” , 1930 (19); Indian 

children spoke the meaningless text about Grandpa (20) and Tamil meaningless phrases. 

The recording time varied from 30 min to 60 min and included a training session for pronouncing 

meaningless texts. The place of recording of child’s speech and behavior was a laboratory condition 

without special soundproofing. The recordings of speech of children were made by the “Marantz 

PMD660” recorder with an external microphone “SENNHEIZER e835S” with the following settings: 

the sampling rate was set to 16,000 Hz and the mono audio channel was used in all the recording 

sessions. Parallel with the recording of the speech, the child's behavior and facial expression were 

recorded using a video camera “SONY HDR-CX560E”. The distance from the child’s face to the 

microphone was 30 – 50 cm. All speech files were stored in .wav format, 44.100 Hz, 16 bits per 

sample. 

The child’s emotional speech was annotated into four categories (based on video recording and 

protocol of the recording situation) “joy - neutral - sad – anger” by two speech experts for each 

language. The speech samples were assigned to the corresponding emotional category when there was 

an agreement between the two annotators. 

2.2 Experiment 1: Automatic Classification 

To train and test our automatic emotion recognition system we used the set of 2505 labeled audio 

files with acting emotional speech of Russian speaking children and 418 labeled audio files with acting 

emotional speech of Tamil speaking children. 

2.2.1 Features and Classifiers  
In experiments on automatic recognition, we used the DisVoice python framework (21) designed to 

compute features from speech files and the openSMILE (22). Dis Voice computes glottal, phonation, 

articulation, prosody and phonological features, and contains 103 features, computed based on pitch, 

energy and duration. Extended Geneva Minimalistic Acoustic Parameter Set (eGeMAPS) (23) 

designed for speech emotion recognition was used. The eGeMAPSv02 feature set contains 88 

parameters. 

To implement SVM and MPLP classifiers we have used the scikit-learn machine learning library 

(24, 25) SVM is a deterministic and MLP is a non-deterministic supervised classification learning 

algorithm that are efficient in emotion recognition tasks, see e.g. (26, 27).  

Total 2505 Russian data were used. We separated the data into 80% (2004 samples) for training and 

20% (501 samples) for testing our classification models. Total 417 Indian data were used. We 

separated the data into 80% (323 samples) for training and 20% (84 samples) for testing our 

classification models. 

2.2.2 Validation procedure  
The K-fold cross-validation method was used. Experiments with K=6-fold cross-validation (5:1 

ratio of training dataset to test dataset size), as well as cross-validation on individual objects 
(Leave-One-Out, LOO or Leave-One-Subject-Out, LOSO) were conducted. For К=6-fold 

cross-validation we have used Stratified K-Folds cross-validator from scikit-learn library (28), which 

provides a good balance of classes, especially for datasets of small size. For cross-validation by 



 

 

individual objects Leave-One-Out cross-validator from scikit-learn library was used (29). 

2.2.3 Evaluation setup  
In our experiments, we used evaluation metrics per class Accuracy, Precision, Recall, F1 -score, and 

Unweighted Average Precision (UAP). 

2.2.4 Design  
1. Classifiers are trained and tested on data of the same language/culture – Intra-lingual 

/Intra-Cultural (30). The goal is to evaluate the quality of training on each of the datasets used in the 

experiments and adjust the parameters of the selected classifiers in cross-validation procedures, etc.  

2. Evaluation of the effectiveness of emotion recognition when training classifiers on a combined 

dataset of Russian and Tamil speech. A framework in which classifiers are trained and tested on data 

from different languages/cultures is called Inter - Lingual /Inter - Cultural (30). 

3. Evaluation of the effectiveness of emotion recognition in a framework in which classifiers are 

trained on one set of language/culture data and tested on another set of language/culture data, the 

so-called Cross-Lingual/Cross-Cultural (31). 

2.3 Experiment 2: Automatic Recognition Using Deep Learning Algorithms 

For Automatic recognition, we have used popular deep learning algorithms i.e. CNN 

(Convolutional Neural Network) 1D layer Architecture to build the network model. Convolutional 

Neural Network (CNN) is a Deep Learning based technology that has the capabilities to achieve high 

precision in recognition. CNN has multiple layers where each layer performs a specific transformation 

function. Convolutional is the first layer to extract features from the input audio. The convolutional 

will then preserves the relationship between pitch and stress by learning audio feature using small 

squares of input data. Convolution of an audio with different filters can perform operations such as 

edge detection, blur and sharpen by applying filters. The purpose of an activation layer is to introduce 

non-linearity in ConvNet. The real data would want our ConvNet to learn would be non-negative linear 

values. Next, the pooling layer functions to reduce the number of parameters when the audio is too 

large. Spatial pooling also called subsampling or down sampling which reduces the dimensionally of 

each map but retains important information. Spatial pooling can be of different types which are max 

pooling, average pooling or sum pooling. Full connected layer is flattened the matrix into vector and 

feed it into a fully connected layer like a neural network. Figure 1 shows CNN architecture.  

 

 

Figure 1– CNN Architecture 

 

2.3.1 Pre-processing 
Pre-processing is an important part of preparing data to achieve model accuracy and efficiency. In 

this phase, we clean the audio signals to remove the background noises, silent portion and other 

irrelevant information from speech signal using the adaptive threshold-based pre-processing. In this 

method, we find the relationship of energy with amplitude in speech signal using direct relation policy. 

The energy amplitude relationship is that the amount of energy passed by a wave is correlated to the 

amplitude of the wave. A high energy wave is considered by high amplitude; a low energy wave is 

considered by low amplitude. The amplitude of a wave mentions the extreme amount of displacement 



 

 

of an element in the middle from its rest location. The logic underlying the energy-amplitude 

relationship is as follows to remove the silent and unnecessary particle from speech signals. Three 

steps are included in this process; first, read the audio file step by step with 1600 sampling rates. In the 

last step, we reconstruct a new audio file with the same sample rates without any noise and silent 

signals. 

2.3.2. Implementation of CNN model 
In this model, we have used Adam optimizer, to change the attributes of the neural network i.e. to 

reduce the loss value. And we used the Sigmoid Activation function, it returns value of Sigmoid 

Function is mostly in the range of values between 0 and 1 or -1 and 1. 2505 speech samples of Russian 

children were used. 70% of the data (1753 samples) were used for training and 30% (752 samples) for 

testing classification models: 80% a (334 samples) and 20 % (84 samples) - of Indian data for training 

and testing. Machine learning used XG Boost Classifier. XG Boost is a decision-tree-based ensemble 

Machine Learning algorithm that uses a gradient boosting framework. 

3. RESULTS 

3.1 Experiment 1 

3.1.1 Intra-Cultural approach  
Separate experiments were conducted for the SVM classifier on datasets of Russian and Tamil 

speech. Similar results were obtained for the MLP classifier. The results of experiments for the SVM 

classifier trained on the set of prosodic features of the DisVoice library, which expands the set of 

features used in expert testing (17), showed that all emotions are recognized in Russian with a 

probability of more than 50%, with better recognition of the state of anger, in Tamil - the state of anger 

(52%) only. Confusion matrices for emotion classification separately for Russian and Indian children, 

SVM and MLP classifiers, eGeMAPS feature set, cross-validation method Leave-One-Out, LOO or 

Leave-One-Subject-Out (LOSO) presented in Table 1. 

Table 1 – Confusion matrices for emotion classification separately for Russian and Tamil children, SVM and 

MLP classifiers, eGeMAPS feature set, LOO cross-validation method: % automatic system responses  

Classifier Language  Actual  

emotion state 

Predicted emotion state 

Anger Joy Neutral Sadness 

SVM Russian Anger 77.62 11.58 4.85 5.95 

Joy 15.03 71.28 6.08 7.60 

Neutral 6.37 5.57 64.65 23.41 

Sadness 5.88 6.35 16.25 71.52 

Tamil  Anger 52.63 22.81 16.67 7.89 

Joy 36.84 28.42 14.74 20.00 

Neutral 20.19 25.96 31.73 22.12 

Sadness 9.52 21.90 24.76 43.81 

MLP Russian Anger 74.96 12.52 6.73 5.79 

Joy 14.02 70.27 7.77 7.94 

Neutral 6.53 6.69 66.08 20.70 

Sadness 4.64 6.35 19.97 69.04 

Tamil  Anger 52.63 21.93 16.67 8.77 

Joy 24.21 28.42 25.26 22.11 

Neutral 11.54 30.77 33.65 24.04 

Sadness 10.48 21.90 20.00 47.62 



 

 

 

In Tamil, both the SVM and MLP classifiers have prediction accuracy above 50% for the emotional 

state of anger only (52.63% - SVM & MLP). 

Table 2 – Per-class performance of multi-class classification, eGeMAPS feature set 

Classifier SVM 

Language Russian Tamil 

Class  Anger Joy Neutral Sad Anger Joy Neutral Sad 

Accuracy 0.876 0.869 0.844 0.836 0.715 0.644 0.689 0.734 

Recall  0.776 0.713 0.646 0.715 0.526 0.284 0.317 0.438 

Precision 0.740 0.752 0.704 0.659 0.442 0.287 0.361 0.467 

Classifier MLP 

Accuracy 0.874 0.862 0.829 0.837 0.766 0.635 0.679 0.732 

Recall  0.750 0.703 0.661 0.690 0.526 0.284 0.337 0.476 

Precision 0.748 0.733 0.657 0.667 0.532 0.276 0.352 0.464 

 

Average performance of multiclass classification, eGeMAPS feature set: Overall Accuracy (SVM – 

0.856 - for Russian, 0.696 – for Tamil; MLP - 0.850 & 0.703 – correspondently), UAR (SVM – 0.713 

- for Russian, 0.391 – for Tamil; MLP - 0.701 & 0.406 – correspondently).  

The worst performance of emotion recognition in Tamil speech on all feature sets and on all 

classifiers can be explained by the fact that there are almost six times fewer data available for training 

automatic classifiers in Tamil than in Russian - 418 and 2505, respectively. The SVM classifier shows 

slightly better results in Russian, and the MLP classifier in Tamil.  

3.1.2 Inter-Cultural approach  
Automatic recognition of emotions by the SVM and MLP classifiers is approximately the same in 

terms of accuracy. Therefore, further experimental results are presented only for the SVM classifier. 

The recognition performance of the mixed dataset of Russian and Indian speech decreases in 

proportion to the proportion of Indian speech samples in the mixed dataset, but the accuracy of 

recognition of all emotions remains above chance (Table 3).  

Average performance of multi-class classification, SVM classifier, eGeMAPS feature set, bilingual 

dataset: Overall Accuracy - 0.820 (0.842 –for Russian, 0.691 – for Tamil); UAR - 0.641 (0.683 – for 

Russian, 0.383 – for Tamil); UAP - 0.642 (0.686, 0.385 – for Russian &Tamil). The accuracy for 

recognizing emotions does not differ significantly between intracultural and intercul tural approaches, 

which is consistent with the results of studies by other authors (32). 

Table 3 – Per-class performance of multi-class classification, SVM classifier, eGeMAPS feature set, 

bilingual dataset 

Classifier SVM 

Language Russian + Tamil 

Class  Anger Joy Neutral Sad 

Accuracy 0.832 0.838 0.808 0.804 

Recall  0.717 0.632 0.578 0.636 

Precision 0.649 0.693 0.625 0.601 

 

3.1.3 Cross-Cultural approach  
The task of cross-lingual/cross-cultural emotion recognition is one of the most difficult tasks when 

creating SER systems due to differences in emotion expression in different languages and cultures. 

When training SER on samples of Russian speech and recognizing emotions on Tamil speech samples, 

only one emotion - Anger (0.69-SVM; 0.57-MLP) is recognized with a probability above 50%, but it is 



 

 

often confused with the emotion that reflects the state of joy (0.6-SVM). When training SER on Tamil 

speech samples and emotion recognition on Russian speech samples, only the state of sadness (0.778- 

SVM; 0.797 – MLP) is recognized with a probability higher than 50%, but it is also mixed with the 

neutral state (0.82-MLP) (Table 4). 

Table 4 – Per-class performance of multi-class classification, eGeMAPS feature set, bilingual dataset 

Classifier SVM 

Language Russian -Tamil Tamil-Russian 

Class  Anger Joy Neutral Sad Anger Joy Neutral Sad 

Accuracy 0.515 0.683 0.652 0.743 0.701 0.743 0.698 0.701 

Recall  0.693 0.232 0.221 0.038 0.279 0.162 0.045 0.279 

Precision 0.298 0.317 0.264 0.361 0.370 0.461 0.149 0.370 

Classifier MLP 

Accuracy 0.612 0.672 0.647 0.745 0.714 0.749 0.699 0.571 

Recall  0.570 0.253 0.375 0.152 0.399 0.186 0.083 0.797 

Precision 0.337 0.309 0.323 0.466 0.423 0.495 0.224 0.345 

 

Experiments with the cross-cultural approach showed low recognition accuracy results, although in 

experiments with training and testing separately by language the recognition accuracy of all emotions 

was above 50%. This indicates that there is a difference in the expression of emotions in the speech of 

Russian and Tamil speaking children, correlated with cultural characteristics . 

3.2 Experiment 2: CNN based Emotion Detection 

Automatic recognition of the Russian children’s emotion includes four classes: anger, joy, neutral, 

sad. Total 2505 Russian data into 70% (1753 samples) for training and 30% (752 samples) for testing 

the classification models were separated. For automatic recognition of emotions by speech of Indian 

children by Tamil speech was separated the data into 80% (334 samples) for training and 20% (84 

samples) for testing the classification models (Table 5).  

Table 5 - Testing: Confusion matrix for 5 Layered CNN Model, Russian language 

Language Russian Tamil 

 Anger Joy Neutral Sad Anger Joy Neutral Sad 

Anger 126 28 24 14 10 2 5 6 

Joy 25 113 22 17 4 8 4 3 

Neutral 5 8 136 41 0 4 9 8 

Sad 8 6 31 148 1 4 2 14 

 

Table 6 - Classification Report for CNN model 

 Russian Tamil 

 Anger Joy Neutral Sad Anger Joy Neutral Sad 

Recall 0.66 0.64 0.72 0.77 0.43 0.42 0.43 0.67 

Precision 0.77 0.73 0.64 0.67 0.67 0.44 0.45 0.45 

F1-Score 0.71 0.68 0.67 0.72 0.53 0.43 0.44 0.54 

Accuracy 0.70 0.49 

 



 

 

In separation of the Russian data into 70:30 for training and testing have approximately the 

accuracy of 70% for testing and 91% of training. In separation of the Indian data into 80:20 for training 

and testing have approximately the accuracy of 49% for testing and 68% of training. 

4. CONCLUSIONS  

The results of automatic classification of emotional acting speech of Russian and Tamil children 

(Intra-Cultural approach) were obtained using modern algorithms/classifiers of machine learning 

methods on the collected data sets. The best accuracy of emotion recognition for the Russian speech 

vs Tamil speech on all sets and classifiers is obtained. The SVM classifier shows slightly better 

results in Russian language, and the MLP classifier in Tamil. The Inter-Cultural approach revealed 

that the recognition performance of the mixed dataset of Russian and Indian speech falls 

corresponding to the proportion of Indian speech samples in the mixed dataset, but the accuracy of 

recognition of all emotions remains above chance. In the Cross-Cultural approach, on samples of 

Tamil speech, anger state is recognized above chance, on samples of Russian speech – the sad state. 

It indicates that there is a difference in the expression of emotions in the speech of Russian - and 

Tamil-speaking children, associated with cultural characteristics. The accuracy of emotion 

recognition using CNN for the speech of Russian children is higher than for Indian children. 
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Phonetic variation in final consonants in Thai:  
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ABSTRACT 
Children's and adults' pronunciations are somewhat different. Previous studies indicated that children’s 
pronunciation is unclear at an early age. This article aims at examining phonetic variation in final consonants 
pronounced by Thai preschool children. The data elicited are from sixteen video-recorded episodes of a Thai 
variety show named SUPER 10 Season 1-5 which participants are under-three-year-old preschool children. 
The findings reveal that there are three patterns of phonetic variations in final consonant pronunciation, 
namely 1) correct pronunciation (94.61%), 2) deletion (3.06%), which usually occur with closed syllables, 
especially syllables with  in the final position, and 3) substitution (2.33%), which usually occur with final 
phonemes that have the same manner of articulation, but a different place of articulation. The results indicate 
that manner of articulation might affect the phonetic variations in the final consonant pronunciation of Thai 
preschool children. 
 
Keywords: Phonetic variation, Final consonant, Thai 

1. INTRODUCTION 
Children's and adults' pronunciations are somewhat different. Previous studies indicated that 

children’s pronunciation is still unclear at an early age, in prekindergarten and kindergarten. Preschool 
children are in the process of developing their speech production organs, such as the tongue, teeth, 
and palate, hence poor pronunciation is common in this age group. (3).  

According to a study of phonological development of young Thai children, the tone system, the 
vowel sound system, and the consonant sound system would develop respectively (5). 

In terms of the Thai consonant sound system, Thai syllables can end with a long vowel sound (open 
syllable), or one of the nine final consonants sounds as shown in Table 1. 

 
Table 1 - Thai final consonant sound system 

 Labial Alveolar Palatal Velar Glottal 

Stop      

Nasal      

Semivowel      
 

Table 1 shows the Thai final consonant sound system. According to Table 1, there are nine 
consonantal phonemes in the final position in Thai, namely , , , , , , , , . 

SUPER 10 is a Thai variety show broadcasting on Workpoint Entertainment Television Channel 
and WorkpointOfficial YouTube Channel. The main content is letting children under fifteen years old 
show their talents such as sports, music, and special interests. The children would receive some 
missions they have to complete. There will be two or three commentators who judge whether the 
children can pass the mission or not. If the children can do the mission, they will receive what they 
desired. There are various talented children of various ages who participate in this program. According 
to these characteristics of the program, the children have many opportunities to interact with the 
moderator and the commentators. Consequently, SUPER 10 can be a good database for collecting data 
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about the pronunciation of Thai children.         
Although there are some studies on Thai children’s pronunciation (1, 2, 4), studies on phonetic 

variation may be quite not much. Therefore, this article aims to examine phonetic variation in final 
consonants pronounced by Thai preschool children. 

2. METHODS 
The samples of this study consist of under-three-year-old Thai preschool children who participate 

in SUPER 10 Season 1-5 as shown in Table 2.  
 

Table 2 - Samples of the study 
Age 

(years) 

Sex 
Number of samples 

Male Female 

2 7 2 9 

3 6 1 7 

Total 16 
 

According to the qualification of the samples, sixteen video-recorded episodes of SUPER 10 were 
conducted. The samples’ utterances were then transcribed into Thai according to the Thai phonetic 
system. Error analysis was adopted to examine differences between standard pronunciation and the 
pronunciation that the samples pronounced. 

3. RESULTS 
According to the data elicited, there are 3,431 syllables in total that all of the samples pronounced. 

The findings reveal three patterns of phonetic variations in final consonant pronunciation, namely 
correct pronunciation, deletion, and substitution as shown in Table 3. 

 
Table 3 - Phonetic variations in final consonant pronunciation 

Final 

consonantal 

phonemes 

Patterns of phonetic variations in final consonant pronunciation Number 

of 

syllables 
Correct 

pronunciation 
Deletion 

Substitution 

        

Open-syllable 

and  
1,246 - - - - - - - - - 1,246 

 363 12 - 2 - - - - - 1 378 

 209 8 1 - 12 - - - - - 230 

 170 8 - 8 - 1 - 1 - - 188 

 135 9 1 1 - - 2 5 2 - 155 

 348 31 - - - 7 - 25 - - 411 

 241 26 - - - 2 9 - - - 278 

 166 6 - - - - - - - - 172 

 368 5 - - - - - - - - 373 

Total 3,246 105 80 3,431 
 



 

 

3.1 Correct Pronunciation 
Correct pronunciation is pronouncing final consonantal phonemes accurately, similar to Thai 

standard pronunciation. According to the data, 3,246 syllables (94.61%) were pronounced final 
consonantal phonemes correctly. 

 
Correct pronunciation Meaning Child’s pronunciation 

 ‘four’  
 ‘to hurt’  
 ‘to take off’  
 ‘difficult’  
 ‘Thai final particle for female’  
 ‘orange’  
 ‘to sleep’  
 ‘monkey’  
 ‘cat’  
 ‘grandmother’  

 

3.2 Deletion 
Deletion is omitting consonantal phonemes at the end of a syllable. It usually occurs with closed 

syllables especially syllables with  in the final position. According to the data, 105 syllables 
(3.06%) were omitted in final consonantal phonemes. 

  
Correct pronunciation Meaning Child’s pronunciation 

 ‘to like’  
 ‘board’  
 ‘to want’  
 ‘to remember’  
 ‘to stand’  
 ‘gold’  
 ‘already’  
 ‘not yet’  

 

3.3 Substitution 
Substitution is replacing a correct final consonantal phoneme with another sound. The correct one 

usually is replaced by the final consonantal phoneme which has the same manner of articulation, but 
a different place of articulation. According to the data, 80 syllables (2.33%) were replaced by other 
final consonantal phonemes. 

 
Correct 

pronunciation 
Meaning 

Child’s 

pronunciation 
Substitution 

 ‘Thai final particle for male’   (stop) ----->  (stop) 

 ‘mustache’   (stop) ----->  (stop) 

 ‘to tell’   (stop) ----->  (stop) 



 

 

Correct 

pronunciation 
Meaning 

Child’s 

pronunciation 
Substitution 

 ‘ready’   (nasal) ----->  (nasal) 

 ‘to carry’   (nasal) ----->  (nasal) 

 ‘sleepy’   (nasal) ----->  (nasal) 

4. CONCLUSIONS 
This article aims to analyze the pronunciation of Thai final consonant sounds pronounced by 

sixteen Thai preschool children. According to the data, three phonetic variations in final consonant 
pronunciation were found; correct pronunciation, deletion, and substitution.  

The results indicate that manner of articulation might affect the phonetic variations in the final 
consonant pronunciation of Thai preschool children as obviously shown in the pattern of substitution. 

The findings appear to conform to the previous studies. According to Rattanatamrong, 
Kongmeesub, Dittaporn, Siwahansaphan, and Chatarupa (3), the first syllable of a two-syllable word 
in Thai is usually unstressed, so children often pronounce the first syllable without the final consonant 
phoneme. 

In addition, the data elicited in this study demonstrated that Thai preschool children can pronounce 
initial consonants more accurately than the final ones. It also supports the concept of the pronunciation 
development process that children can pronounce the final consonant after they learn to articulate the 
initial one, as a consequence, kids acquire open syllables before closed syllables (3). 
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ABSTRACT 

In this paper, we present an analytical survey of state of the art models, methods and techniques for automatic 

recognition of affective states by analyzing human’s natural speech and multimodal data such as acoustic and 

visual signals, as well as textually transcribed conversational speech. We consider computer based processing 

means for such human’s affective states as natural emotions, sentiment, aggression, depression (and some 

other human’s characteristics that may be indicators of a possible mental disease or communication disorder) 

suitable for analyzing both adults and young people. We also review existing speech and multimodal 

electronic resources, challenges and datasets available for creation and machine learning of computational 

models of various individual affective states. Additionally, we propose a novel methodological approach for 

a complex simultaneous analysis and multimodal recognition of multiple human’s affective states in a 

parallel manner. 

 

Keywords: Affective Computing, Speech Analysis, Multi-modal Recognition, Multi-task Recognition  

1. INTRODUCTION 

Over the last decade, much progress has been made in the area of affective computing as a part of 

artificial intelligence studies. Affective computing is a field of artificial intelligence that elaborates 

methods, algorithms, systems and devices in order to investigate human’s a ffects in interaction with 

another person or machine (robot) (1). The notion of affect, as found within the field of affective 

computing, slightly differs from that coined within psychology and criminology. In fact, it is 

impossible to find a sound definition of affect in the affective computing works, and this calls for an 

overt explanation of what is understood by the term "affect" in affective computing. One can conclude, 

that "affect" is understood as a manifestation of psychological reactions to a stim ulus, which can be 

either a short-term or long-term state, and have a different intensity. Based on this definition, one can 

identify several affect classes, as can be seen in Figure 1. 

 

Figure 1 – Affect types systematics within the framework of affective computing 

Affects in the area of data mining are usually divided into 4 classes: affective emotions, basic 

emotions, mood, and affective disorders. Affective emotions are characterized by a high intensity of 

manifestations, they are immediate and uncontrolled reactions to events, and tend to last over short 
periods of time. Basic emotions, in contrast to affective ones, have a lower intensity and a longer 

duration. Mood is an emotional state that can last for a long period. Affective disorders are 

psychological disorders that are characterized by an unconscious mood change, shifting to the 



 

 

negative polarity, which can find their manifestation in threats, obscene language, insults, etc. 

Affective disorders can last from weeks up to several years. Various affective states can be closely 

related to each other. 

Affective states are always manifested through acoustic and linguistic features of a person’s speech, 

mimics, postures, gestures, as well as through physiological phenomena, such as heart rate, blood 

pressure, etc. When dealing with the automatic recognition of affective states, it is important to take 

into account both verbal and non-verbal features, which always have been of high importance in 

everyday communication acts. It is common to analyze physiological signals with the help of sensors, 

such as heart rate monitors, electrodes, etc. However, one should always bear in mind, that even non-

invasive methods can lead to a change in the affective state of the patient. Therefore, it is video, audio, 

and textual modalities, that must be considered as relevant for building an automatic system for 

affective states analysis. The analysis of several communicative channels (multi-modal approach) has 

strong advantages over unimodal analysis (2), among which are high accuracy and resistance to 

missing data (recording errors or noisy environment).  

2. EXISTING INFORMATION RESOURCES 

To date, there is a large amount of electronic information resources for the analysis of affective 

states. In this paper, only multimodal (more than two modalities) data corpora are considered, their 

description is provided below. The corpora are classified in accordance with affective states, also a 

comparative table of the main characteristics of the corpora is proposed.  

2.1 Emotions and Sentiment 

The majority of current emotional corpora were collected in the course of dyadic interaction 

between several participants, among them are Interactive Emotional Dyadic Motion Capture 

(IEMOCAP) (3) (https://sail.usc.edu/iemocap/iemocap_release.htm), REmote COLlaborative and 

Affective interactions (RECOLA) (4) (https://diuf.unifr.ch/main/diva/recola/download.html), Russian 

Acted Multimodal Affective Set (RAMAS) (5). Some corpora are sets of videos hosted on YouTube  

(in the wild - uncontrolled conditions): CMU Multimodal Opinion Sentiment and Emotion Intensity 

(CMU-MOSEI) (6) (https://github.com/A2Zadeh/CMU-MultimodalSDK), or "Friends" TV sitcom: 

Multimodal EmotionLines Dataset (MELD) (7) (https://affective-meld.github.io/). Subjects who took 

part in recording sessions for SEWA corpus (8) first watched commercials and then discussed them 

between each other. 

There are few multimodal corpora with sentiments: Multimodal Opinion Utterances Dataset 

(MOUD) (9) (http://multicomp.cs.cmu.edu/resources/moud-dataset), Multimodal Opinion-Level 

Sentiment Intensity (MOSI) (10) (http://multicomp.cs.cmu.edu/resources/cmu-mosi-dataset), 

YOUTUBE Dataset (11) (http://multicomp.cs.cmu.edu/resources/youtube-dataset-2), CH-SIMS 

Dataset (12) (https://github.com/thuiar/MMSA) are collections of YouTube videos or TV series/shows.  

Since emotions and sentiment are related concepts, the comparative characteristics of corpora for 

emotion and sentiment recognition are presented together in Table 1. Usually, a set of 5-7 basic 

emotions is analyzed, among them anger, disgust, fear, sadness, joy, surprise and a neutral state. 3 

sentiment levels mentioned in Table, are basic sentiment classes (negative, positive, and neutral), 

while 7 sentiment levels are an expansion of them, involving strong/weak positive and negative classes.  

As one can see from Table 1, there exists a large number of multimodal corpora for emotion 

recognition. There are significantly fewer data sets for the recognit ion of sentiment through different 

modalities. The latter fact can be explained by the general trend in our society to express attitude via 

text messages. Most corpora were also recorded in the wild, containing spontaneous speech  samples, 

and this provides an extra advantage for any automatic system for affective states analysis.  

2.2 Aggression 

The issues of collecting and evaluating data sets containing manifestations of aggressive behavior 

are addressed in a number of papers by researchers. In the works by the Delft University of Technology 

research group, multimodal data sets are presented, containing samples of aggressive behavior in 

passenger cars and at railway stations in the Netherlands (The Dataset of Aggression in Trains - TR) 

(13), as well as aggressive behavior in different locations of railway stations in potentially conflict 

situations (The Stress at Service Desk Dataset – SD) (14), and interactions between two persons in 

stressful situations (Negative Affect and Aggression – NAA) (15). Table 2 presents the comparative 

characteristics of multimodal corpora for aggression recognition.  

https://sail.usc.edu/iemocap/iemocap_release.htm
https://diuf.unifr.ch/main/diva/recola/download.html
https://github.com/A2Zadeh/CMU-MultimodalSDK
https://affective-meld.github.io/
http://multicomp.cs.cmu.edu/resources/moud-dataset
http://multicomp.cs.cmu.edu/resources/cmu-mosi-dataset/
http://multicomp.cs.cmu.edu/resources/youtube-dataset-2/
https://github.com/thuiar/MMSA


 

 

Table 1 – Characteristics of multimodal corpora collected for emotions and sentiment analysis (V – video, 

A – audio, T – text, P – physiological signals) 

Corpus name Modalities Volume, h Labels Language 

Emotions 

IEMOCAP (3) V, A, T 11.5 
5 emotions, valence, activation, 

dominance 
En 

RECOLA (4) V, A, P 4 

Valence, intensity, dominance, 

consent, involvement, diligence, 

mutual understanding 

Fr 

RAMAS (5) V, A, P 7 7 emotions, domination, submission Ru 

SEWA (8) V, A, T 44 Valence, intensity 
Zh, En, De, 

El, Hu, Sr 

Emotions and Sentiment 

CMU-MOSEI (6) V, A, T 66 7 emotions, 7 levels of sentiments En 

MELD (7) V, A, T - 7 emotions, 3 levels of sentiments En 

Sentiment 

MOUD (9) V, A, T 0.6 3 levels of sentiments Es 

MOSI (10) V, A, T - 7 levels of sentiments En 

YOUTUBE (11) V, A, T 0.3 3 levels of sentiments En 

CH-SIMS (12) V, A, T - 5 levels of sentiments Zh 

 

 

Table 2 – Characteristics of multimodal corpora collected for aggression analysis (V – video, A – audio,  T 

– text, P – physiological signals) 

Corpus name Modalities Volume, h Labels Language 

TR (13) V, A, T 0.6 3 levels of aggression Nl 

SD (14) V, A, T 0.5 5 levels of stress, 3 levels of aggression En, Nl 

NAA (15) V, A, T - 
5 levels of aggression, fear, intensity, 

9 levels of valence 
Nl 

 

A comparative analysis of approaches to corpora recording confirms a weak elaboration of 

annotation criteria: common stereotypes of aggression are often used to find and annotate aggression, 

aggressive behavior is not always dissociated from anger, demonstrative behavior, etc. Moreover, the 

total number of informants that took part in the recordings of the conside red multimodal corpora, is 

quite modest. 

2.3 Depression 

The current multimodal corpora for automatic recognition of depression were collected on the basis 

of clinical interviews - Pitt (16) and Distress Analysis Interview Corpus (DAIC) (17). Table 3 presents 

a comparative description of corpora for depression recognition.  

As regards depression datasets, researchers often face the problem of data scarcity because there 

exist few speech corpora containing manifestations of depression; this situation is natural and caused 

by a range of issues. The process of collecting such specific data is labor-intensive and time-

consuming, and it is not always possible to record data in the wild . These issues drastically decrease 

the number of corpora and their content in terms of amount of data.  
 

 



 

 

Table 3 – Characteristics of multimodal corpora collected for depression analysis (V – video, A – audio,    

T – text, P – physiological signals) 

Corpus name Modalities Volume, h Labels Language 

Pitt (16) V, A, T 5.9 5 levels of depression En 

DAIC (17) V, A, T 73.2 5 questionnaires En 

3. CLASSIFICATION OF METHODS FOR AFFECTIVE STATE AUTOMATIC 

RECOGNITION 

Video, audio and textual modalities are the most relevant for the analysis of affects. Figure 2 shows 

the main methods for preprocessing, feature extraction and classification used for each modality.  

 

Figure 2 – Taxonomy of methods for preprocessing, feature extraction, and classification of video, audio 

and textual modalities 

In Figure 2, information related to video, audio, and textual modalities is highlighted in blue, 

yellow, and purple respectively, while green highlights mark information related to all the modalities. 

In this paper, only methods for analyzing audio modality will be considered in detail.  

3.1 Audio Modality. Methods for Acoustic Features Extraction 

Acoustic features can be divided into two types: expert- and neural network-related. The 

classification is shown in Figure 2. Further a detailed description of the acoustic features used to 

analyze affective states is provided. 



 

 

Expert / handcrafted feature sets are based on the knowledge about the acoustic properties of 

speech signals. These features are usually defined at two levels: segments of the audio signal (Low 

Level Descriptor - LLD) and the entire utterance. LLDs are extracted from short audio segments and 

provide instantaneous information about the audio signal. Utterance-level features are obtained by 

applying statistical functionals to the resulting descriptors.  

Low-level descriptors can be roughly classified into the following clusters: energetic, prosodic, 

vocalized and spectral. Each group of indicators corresponds to certain features of the human’s voice 

and finds its application in the task of affective state recognition. Prosodic features are the features of 

speech associated with the melodic, temporal and timbre characteristics of the voice, as well as the 

rhythm of utterances. Vocalized features reflect such characteristics as signal deviations of frequency 

(jitter) and amplitude (shimmer), as well as the ratio of pitch harmonics to noise. These features 

qualitatively affect the perception of the voice and are associated with prosodic characteristics. 

Spectral features characterize the speech signal in physical and mathematical sense, based on periodic 

(tonal) and non-periodic (noise) spectral components. They reflect the specific features of the 

spectrum of vocal impulses and the dynamics of the articulatory organs. Energy cues convey 

information concerning the level of energy carried by an audio signal and are relevant for recognition 

of the intensity of an expressed emotion. They can be represented as the sum of the spectrum, the null-

crossing frequency, and so on. 

Neural network features are automatically extracted by machine learning algorithms and often 

cannot be interpreted by users. The generated features can be defined at two different levels: the level 

of short audio segments and the level of utterances. 

The openSMILE feature sets (18) are knowledge-based, and actually represent the standard used 

as a basis in various tasks of computer paralinguistics (19). Depending on the configuration, the set 

of features may include from 30 to 65 low-level descriptors, for example, the sum of acoustic spectra 

(loudness); Mel-frequency cepstral coefficients (MFCC) harmonic / noise ratio, jitter, shimmer, etc. 

The Extended Geneva Minimalistic Acoustic Parameter Set (eGeMAPS) is a popular set of features 

manually tuned by experts for speech emotion recognition tasks (20). It consists of two functional 

descriptors, the arithmetic mean and the coefficient of variation of a set of 42 descriptors . 

An alternative to the features above is the use of machine feature encoding algorithms , such as 

Bag-of-Audio-Words, (BoAW) (21) and Fisher Vectors (FV) (22). The BoAW approach performs 

clustering over 12 MFCCs, as well as the logarithmic signal energy. FV provides supra -segment 

coding of low-level descriptors, such as MFCC and RASTA-like coefficients of Perceptual Linear 

Prediction (PLP), by their deviation from the distribution, which can be modeled using Gaussian 

Mixture Model (GMM). 

The emergence of neural networks capable of early feature analysis made it possible to use 

automatic feature extraction. Among examples are Deep Spectrum neural network feature sets 

extracted with the use of a deep neural network, and AuDeep. These feature sets are extracted using a 

deep recurrent neural network architecture (20), and TRILL (23). The features obtained using 

Wav2Vec 2.0 have also gained popularity recently (24). 

The repository of speech processing algorithms COVAREP (Cooperative Voice Analysis 

Repository) (25), is used to store original implementations of published algorithms. For example, the 

creators of the CMU-MOSEI corpus (6) extracted 12 MFCC, the ratio of pitch harmonics to noise, 

segmentation functions for (un)voiced sounds, peak slope parameters and peak dispersion coefficients. 

All selected features are associated with emotions and speech tone. 

3.2 Methods for Affective State Classification 

Early systems for automatic recognition of affective states were based on such methods as K -

Nearest Neighbor (KNN), Gaussian Mixture Model (GMM), Hidden Markov models (HMM), Support 

Vector Machine (SVM), and Logistic Regression (LR) (Figure 2).  

With the emergence of large amounts of data, training such systems has become a time -consuming 

process. Therefore, they were replaced by Fully Connected Networks (FCN), in particular, a single -

layer perceptron (SLP), an Extreme Learning Machine (ELM) and a multilayer perceptron (MLP). 

Then, deep neural networks (DNN) emerged, which have become more efficient every year, this 

applies in particular to Convolutional Neural Networks (CNN) and Recurrent Neural Networks (RNN). 

A variation of RNN, called the Long Short-Term Memory (LSTM) model, gained popularity for its 

ability to model long-term sequences. As a result, LSTM turned out to be more efficient than simple 

RNN models for emotion recognition (26). Other varieties of recurrent networks, such as bidirectional 



 

 

RNNs and LSTMs, are able to predict both the previous and the future contexts (27). RNNs are also 

often combined with other types of neural networks such as CNNs. Attention technique is a concept 

that can be used in RNNs to improve the memory mechanism (28). It enables focusing on the most 

important features and discard less important ones. Self-attention is a type of attention, aimed at 

identifying patterns only between input data. This technique proved to be so efficient in the area of 

machine translation, that it allowed to abandon RNNs in favor of CNNs combined with self -attention 

in the Transformer architecture (29). This made it possible to speed up the algorithm, since now each 

segment can be processed in parallel, in contrast to sequential processing in RNN. This mechanism is 

also successfully used in applications for affective states recognition  (30). Well-known transformer 

models are Wav2Vec 2.0 (31) and HuBert (32). In addition, there are End-2-End (E2E) approaches 

that allow analyzing the raw signal (wave form) using 1D CNN and LSTM (2). However, these 

approaches, like transformers, require a large amount of training data, therefore, the transfer learning 

is often used in combination with transformers (33). The basic idea is to train the neural network to 

perform one task when a lot of data are available, and then to tune the last layers in the pre -trained 

network for the next target task. This method is effective because the early layers of neural networks 

typically analyze representations of low-level features that are basic for understanding speech signals 

in general. 

In current works in the field of affective computing, both classical, expert methods and neural 

network methods are used for feature extraction and classification. The research trend is that neural 

network-based approaches are gradually replacing expert-based ones, due to greater accuracy in affect 

recognition tasks and their ability to quickly process a large amount of data. The multimodal approach 

for automatic analysis of affective states makes it possible to increase the accuracy of affect 

recognition compared to unimodal ones.  

4. COMPARISON OF METHODS FOR AFFECTIVE STATE RECOGNITION 

In this section, automatic systems for emotion, sentiment, and aggression recognition are discussed. 

Discussion of approaches to depression recognition can be found in (34). 

4.1 Emotions and Sentiment 

For the following analysis, experimental studies conducted only on the English multimodal CMU-

MOSEI corpus (6) data are considered. Among the benefits of this corpus are: annotation both for 

emotions and sentiment; natural recording conditions and spontaneous  speech; a large number of 

informants (1000); predominantly one participant in the frame; annotation by full utterances. In 

different works, sentiment is classified into different number of classes: 2 (negative, positive), 3 

(negative, neutral, positive), 5 (strongly negative, negative, neutral, positive, strongly positive) and 7 

classes (from -3 to 3), according to the annotation principles proposed by the CMU-MOSEI authors. 

Table 4 presents a comparative analysis of automatic emotion and sentiment recognition systems for 

the CMU-MOSEI corpus. 

In many papers, the COVAREP features, Facets and Glove, respectively, were used for the analysis 

of acoustic, visual and linguistic information. As for CMU-MOSEI, all the features are publicly 

available (https://github.com/A2Zadeh/CMU-MultimodalSDK). 

Classification methods can be conditionally divided into groups depending on the neural network 

architectures used: graph neural networks - Graph Memory Fusion Network (Graph-MFN) (6) and 

Adversarial Representation Graph Fusion (ARGF) (42); recurrent neural networks – Multi-Modal 

Multi-Utterance - Bi-Modal Attention (MMMU-BA) (40), Multi-task Multi-modal Emotion and 

Sentiment (MTMM-ES) (39), Interaction Canonical Correlation Network (ICCN) (38), Hierarchical 

Feature Fusion Network (HFFN) (41) and Inter-modal Interactive Module for Multi-modal Sentiment 

and Emotion Recognition (IIM-MMSE) (35); transformers - Transformer-Based Joint-Encoding 

(TBJE) (36) and Multimodal Transformer (MulT) (37). At the same time, the best accuracy in terms 

of mWAcc for recognizing 6 categories of emotions was achieved using TBJE and MulT transformer 

models-based classification methods. However, not only the use of transformers affected the 

efficiency of these classification methods, but also the use of CNN for visual features, Mel-

spectrograms and 40-D Log-Filter bank energy for acoustic features. In addition, TBJE proved to be 

the most efficient for the 2-class sentiment recognition task. Classification methods based on recurrent 

neural networks IIM-MMSE (35) and ICCN (38), respectively, have proven their efficiency for the 
recognition of 5 and 7 classes of sentiment in terms of WAcc. 

 

https://github.com/A2Zadeh/CMU-MultimodalSDK


 

 

Table 4 – Comparison of systems for automatic emotion and sentiment recognition (WAcc –weighted 

accuracy, WF – weighted F-score, m – WAcc/WF mean for 6 classes) 

Work Features 
Classification 

method 

Emotions Sentiment 

mWAcc, 

% 

mWF, 

% 

Number 

of classes 

WAcc, 

% 

WF, 

% 

(6) 

Facets, OpenFace, 

CNN 

COVAREP 

Glove 

Graph-MFN 62.3 76.3 

2 76.9 77.0 

5 45.1  

7 45.0  

(35) - IIM-MMSE 63.0 79.0 

2 80.4 78.2 

5 49.2  

7 50.1  

(36) 

CNN 

Mel-spectrograms 

Glove 

TBJE 80.7 76.7 
2 81.5  

7 44.4  

(37) 

CNN 

40-D Log-Filter bank 

energy 

Glove 

MulT 67.4 78.6    

(38) 

Facets 

COVAREP 

BERT 

ICCN   7 51.6  

(39) Facets 

COVAREP 

Glove 

 

MTMM-ES 62.8 78.6 2 80.5 78.8 

(40) MMMU-BA   2 79.8  

(41) HFFN   3 60.4 59.1 

(42) ARGF   3 60.9 59.5 

 

One can conclude, that the best emotion and sentiment recognition performance can be achieved 

with the use of RNN and transformer-based machine classification.  

4.2 Aggression 

Nowadays, the area of automatic aggression recognition is very little developed. No experimental 

studies have been conducted on the base of aforementioned corpora, thus a comparative analysis of 

methods for aggression recognition is difficult, if not impossible. However, one can provide a 

classification of methods for aggression recognition, which is shown in Figure 3.  

 

 

Figure 3 – Classification of approaches to aggression recognition 

Based on the analysis of the abovementioned papers, one can distinguish the main clusters of 

methods and models used for aggression recognition. The following features can be considered as 

classification criteria: (1) modality used; (2) the type of aggression at issue; (3) recognition methods. 

All the considered corpora containing multimodal aggression data are restricted of access. These 

corpora, however, contain small amounts of data and not representative in terms of the number of 

informants. In this regard, there is an acute need for collection and annotation of a new multimodal 



 

 

corpus containing aggressive behavior samples. In the future, the authors of this paper are going to 

collect a corpus of aggressive behavior manifested through different modalities: motor and mimic 

activity, non-verbal behavior in the flow of audio signal, verbal speech behavior in textual modality. 

Among the other features of this corpus should be a large number of informants , participation of 

Russian native speakers, natural behavior, ensured by recording only spontaneous, live broadcasts on 

the Internet. 

One can conclude that the area of emotion and sentiment analysis has gained much attention, and 

there exists a large number of emotional and sentiment corpora, both unimodal and multimodal, and 

automatic systems of sentiment and emotion recognition achieve an accuracy of about 80%. However, 

the problem of depression and aggression recognition is still far from solution, this applies in 

particular to quality and amount of available data and processing techniques. Today there exist no 

multi-task systems that deal with all the four basic affective states (emotions, sentiment, aggression 

and depression) simultaneously.  

5. MULTI-TASK AND MULTI-MODAL APPROACH FOR AFFECTIVE STATE 

RECOGNITION 

Multi-task systems that recognize the four basic affective states: emotions, sentiment, aggression 

and depression have not been found to date. Therefore, there is a need to develop a new multi -task 

and multi-modal approach for the recognition of affective states. Figures 4 and 5 show a pipeline of 

the proposed approach, backed with the analysis of visual, acoustic and linguistic information.  

 

Figure 4 – Multi-modal approach for affective state recognition task 

 

Figure 5 – Multi-task approach for affective state recognition task 

Figure 4 sketches a multimodal approach for affective states recognition. Visual, acoustic and 

linguistic features are extracted from the database, then they are fed into the input of the classifier, 

while the output is probabilistic predictions of affective state recognition. In order to analyze video 

data by affective states, it is planned to use feature extractors based on 2D CNNs with LSTM, similar 

to (2), and 3D CNNs. For the analysis of acoustic modality, Wav2vec methods, neural networks with 

a transformer architecture, such as Hubert, will be applied. Clove and Bert methods are to be used for 

linguistic information extraction and text data classification.  

It is planned to use a hierarchical approach for the main affective states recognition (Figure 5). 

The first step is to train models for emotions and sentiment recognition, after that visual, acoustic and 

linguistic features are extracted from the data contained in the aggression corpus (Features 1), on the 

basis of which probabilistic predictions for recognizing emotions and sentiment are further obtained. 



 

 

These predictions are then fed along with feature vectors (Features 2) to the input of classifiers for 

learning aggression recognition, so that finally the result of aggression recognition is obtain ed. This 

approach lets recognize aggression based on the knowledge gained from trained models. Moreover, 

this approach allows solving the problem of multi-task analysis of affective states and achieving high 

performance (50). It is planned to use the following hierarchy of affective states recognition: first, 

emotions and sentiment are recognized, then, based on these data, aggression is recognized, and finally 

depression. It is worth mentioning that the recognition of depression can be carried out both on the 

basis of the knowledge gained from the recognition of aggression, and emotions  with sentiment, 

together or separately. 

It is planned to use such corpora as CMU-MOSEI, RAMAS, and DAIC to recognize emotions, 

sentiment, and depression. For aggression recognition, it is planned to collect a new data corpus. The 

advantages of CMU-MOSEI corpus are that it annotated for both emotions and sentiment, and the data 

were collected in natural conditions. This corpus will be suitable for elaboration of a mult i-task system 

for recognizing affective states. The RAMAS multimodal emotional corpus is currently the only 

Russian language corpus, which will allow the system to work with different languages. The DAIC 

corpus is the largest in terms of data amount, compared to other multimodal (video, audio, and text) 

corpora for depression analysis.  

6. CONCLUSIONS 

This paper addresses the current multimodal corpora collected for the ana lysis of such affective 

states as emotions, sentiment, aggression and depression. There is a large amount of data for the 

analysis of emotions and sentiment, however, depression and aggression corpora are significantly 

inferior in terms of data amount and quality. To date, there exist yet no multimodal corpora that would 

provide data for the recognition of a wide range of affective states. It is only MELD and CMU -MOSEI 

corpora that are exception to some extent, being annotated both for emotions and sentimen t. These 

issues are obstacles for the elaboration of automatic affect recognition systems. Besides that, most of 

corpora contain data in English, while French, German, Chinese and Russian data are covered to a 

much lesser extent. Only SEWA emotional corpus provides data in six different languages. This is the 

reason of the current situation in affective computing, when the overwhelming majority of researches 

is based on data in the English language. Such corpora as CMU-MOSEI, RAMAS, and DAIC are most 

relevant for the elaboration of the systems for automatic affective state analysis.  

A classification of state-of-the-art methods for multimodal (video, audio, text) data analysis is 

provided within this paper as well. A detailed description of feature extraction  and classification 

methods is discussed only for the audio modality. This study has shown that much of papers in the 

field of affective computing are based on researches carried out within the framework of COMPARE 

paralinguistics challenge. The authors of  these works tend to use OpenSMILE acoustic features, as 

well as neural network-based features (AuDeep, BOAW, DeepSpectrum) together with CNNs or RNNs 

of various topologies, for elaboration of their own approaches to affect recognition. More recently, 

however, other approaches have been gaining popularity, namely, the approaches implying the use of 

transformers with attention, combined with neural network features and transfer learning.  

This work also provides an overview of current research trends in the a rea of emotion, sentiment 

and aggression recognition. The research area of emotion and sentiment analysis shows most advanced 

development and provides a large amount of works if compared to aggression and depression research 

area. The reason is that the number and quality of emotional corpora greatly exceeds these of other 

affective states corpora. Based on the present survey, one can state, that RNNs and transformers help 

to achieve the best results when applied to emotion and sentiment recognition tasks ( up to 80% 

accuracy). 

Besides, a new multi-task and multi-modal approach is proposed to recognize different affective 

states. Audio, video and textual modalities have proven to be the most representative for affective 

state analysis. This leads to the conclusion, that these modalities must be used within the multimodal 

approach, implying a fusion of modalities on the level of predictions. The use of the hierarchical 

approach was also proposed in this paper for affective state analysis. At first emotions and sentiment 

are recognized, and the results obtained are further used for aggression and depression recognition, 

consequently. The proposed approach is a theoretical model. In the future, this model will be applied 

in practice, tested on selected databases, after which conclusions will be drawn about the effectiveness 
of the proposed approach. 
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ABSTRACT 

This paper is a study on how to improve the classification rate of laryngeal disordered voice by CNN and 

ensemble learning methods. In general, laryngeal disordered voice data are small in size, so even if identifiers 

are configured by statistical methods, degradation in identification rates can occur due to overfitting 

depending on training methods. In this work, we attempt and confirm the results by combining results derived 

from CNN models trained to have varying degree of accuracy in multiple voting ways to achieve improved 

classification efficiency compared to the original trained model. To train and validate the algorithm, we used 

the PUSAN National University Hospital (PNUH) dataset. The dataset contains data on normal, seven benign 

tumors and malignant tumors. In the experiment, an attempt was made to distinguish between non-cancer 

group (normal and benign tumors) and malignant tumors. As a result of the experiment, as an evaluation 

index of the fused results by the Hard Voting and Soft Voting methods, values of accuracy of 94% and 

precision of 97%, specificity of 98% and sensitivity of 87% were obtained. This result showed overall 

improved classification results compared to the case of a single trained model. 

 

Keywords: Classifier, Voice, CNN, Fusion, Ensemble 

1. INTRODUCTION 

 

In this paper, we report a case of improving the performance of the laryngeal disability speech 

identifier by ensemble methods. The purpose of the laryngeal disorder voice identifier is to analyze 

the voice when a voice mutation occurs due to a disease in the larynx, identify the presence or absence 

of a disease, and diagnose it in early stage. Various studies have been conducted on the distinction 

and identification of voice with laryngeal disorder by means of various methods of machine learning. 

In recent years, as various tools of artificial neural networks are disseminated and common data 

acquisition is facilitated, identification cases with convolutional neural networks (CNNs) have been 

frequently reported [1][2][3][4]. These studies are mainly conducted as a process of constructing 

appropriate CNN networks and verifying the accuracy of the classification within the given data to 

classify the obtainable disordered voice data. In this study, as a way to increase the identification rate 

of the identifier configuration using the existing CNN, it is intended to derive a way to obtain 

improved results by integrating CNN models with various accuracy obtained during the CNN training. 

In addition, as a focus of this study, it was performed by focusing on the distinction between non-

cancer(normal and benign diseases) and malignant tumors rather than the classification of various 

diseases. This is based on the judgment that early screening of malignant diseases is much more 

necessary than distinguishing between benign diseases when considering practical application cases 

in the medical field. Therefore, the composition of the identifier in this study was performed with an 

emphasis on distinguishing between non-cancer group and malignant tumors.  
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2. DATA AND METHODS 

The voice data used in the experiment is a PNUH dataset collected by the ENT department of Pusan 

National University Hospital, and includes /a/ voice data pronounced 4 seconds. It includes 221 cases 

of normal and benign tumors and 146 cases of malignant tumors, and includes cases of normal and 

six types of benign tumors and malignant tumors. Table 1 shows the configuration of the voice dataset 

used. 

 

Table 1. Structure of Voice Dataset 

 

Label: Group Number 

Cancer 146 

Non-Cancer 

normal 49 

cyst 16 

palsy 45 

edema 46 

polyp 42 

nodule 20 

others 3 

sub-total 221 

Total 367 

 

Voice data were collected from 1998 to 2020 for those who visited the ENT department at Pusan 

National University Hospital and were diagnosed with disease names by a specialist. Cancer data were 

collected from men over the age of 40, and normal and non-cancer data were collected from men over 

the age of 40. The reason for using male data is that laryngeal cancer is frequent in middle -aged men 

and rare in women. The equipment for voice recording and analysis was the Kay Computer Speech 

Lab (CSL) (Model 4300B and 4150B; KayPENTAX, Montvale, NJ, USA). The voice signals were 

sampled at 16 bits and 44.1 KHz, and were collected at a distance of 10-15 cm from the speaker using 

the Shure-Prolog microphone. When vocalizing, the speaker was asked to vocalize the /a/ voice for 

more than 4 seconds in a comfortable state. The collected voices were validated after being reviewed 

by an otolaryngologist. For the analysis, 40th MFCC (Mel-frequency Cepstral Coefficient) analysis 

was performed at 20ms intervals to obtain the MFCC coefficient. For analysis, Tensorflow [5] and 

Python library Librosa [6] packages for voice analysis were used. 

3. EXPERIMENT AND RESULTS 

 

In this work, CNN was used as the primary identifier and the architecture of the CNN model used 

is summarized in Figure 1. In the literature [3], various methods such as SVM, HMM, GMM, and 

CNN have been attempted as identifiers for various cases, including laryngeal diseases, but it is 

difficult to determine the superiority of identifier performance with absolute identif ication rates. 

Recently, a similar study that identified laryngeal disease as negative reported the result of Kim [4] 

trying various methods using its own dataset and constructing a classifier with 85% sensitivity using 

1D-CNN. In this study, identification by the CNN model, which has recently been in the spotlight, 

was attempted. The 2D-CNN used in the experiment consists of a four-layer structure. The model 

includes three convolutional layers, one maximum pooling layer, two fully connected layers, and one  

output layer. Input layer accepts 40x40 MFCC coefficients calculated from voice signal. The first 



 

 

convolution layer has 16 filters of size 3×3, and then a batch normalization layer. The second and 

third convolution layers have 32 and 64 filters of size 3×3, respectively. The last layer provides two 

layers that are fully connected by 128 neurons and 64 neurons through planarization. The final output 

layer is a single neuron for binary classification with sigmoid activation function.  

 

 

Figure 1. Structure of Baseline CNN Classifier 

 

In CNN's training, 100 Epochs were set up by experiments, and the results of sufficient 

convergence for the given data were obtained. In this paper, we use CNN classifier models with 

varying accuracy instead of decision trees as the base classifier and use methods to obtain an ensemble 

classifier from the results obtained from each model.  

  The ensemble of identifiers in this study was constructed through the process shown in Figure 2. 

Hard and soft decision algorithm was applied [7]. First, five classifier models with varying 

classification rate are constructed using the MFCC analyzed dataset. We classify the input datasets 

through five classifier models (CNN1 through CNN5) and use the results as inputs for the ensemble 

model. 

 

 
Figure2. Structure of Majority Voting 

 

Table 2. Parameter Value Changes for Various Classifier 

 
Accuracy Precision Specificity Sensitivity 

CNN5 (Best) 0.9346 0.9621 0.9774 0.8699 

Max5 0.8256 0.8015 0.8778 0.7466 

Max4 0.8992 0.9360 0.9638 0.8014 

Max3 0.9373 0.9695 0.9819 0.8699 

Soft Vote 0.9373 0.9695 0.9819 0.8699 
 

Summarizing the experimental results, it was confirmed that the ensemble results obtained by 



 

 

Max3 of Hard Voting and Soft Voting showed 0.0027 improvements in accuracy compared to the 

accuracy of Model CNN5, which showed the best performance among the five pre-trained models, as 

shown in Table 1. It was confirmed that there was an improvement of up to 0.0354 from CNN1 with 

the lowest accuracy. In addition, improvements of 0.0074 and 0.0045 were observed in precision and 

specificity, respectively, and the same values were measured for sensitivity. Therefore, it was 

confirmed that the performance of the ensemble model was improved when constructing an identifier 

for laryngeal malignancy using CNN models trained with various accuracy, and in this experiment, 

the ensemble method applied improved from minimum value of 0.0074 to maximum value of 0.0354 

in accuracy. 

 

4. CONCLUSIONS 

 

In this paper, we apply the ensemble method by voting to experiments that classify voice into non-

cancer(normal and benign) and malignant diseases and examine the results by ensemble of different 

accuracy CNN models. It has been confirmed that the ensemble method is effective as a way to 

improve the performance of the identifier while resolving overfitting by a small amount of data when 

the number of data is inevitably small, such as voice with laryngeal disease. The ensemble model 

showed improved values not only in accuracy but also in precision, sensitivity, and specificity. 

Although the improved numerical values were small, it was an experiment that confirmed that various 

parameters could be improved by the ensemble method. 

Subsequent research in this study should be conducted in the following direction. In order to 

improve with identifiers that are meaningful for actual diagnosis in the future, research should focus 

on how identification rates can be improved for external data rather than the data used for training. 

Furthermore, research is needed on identification model adaptation methods that can effectively 

improve existing models by utilizing additionally collected data. In addition, standardization of 

procedures for the process of collecting data from patients by clinical professionals and purification 

criteria is paramount. To this end, it is also necessary to solve various non-research problems, such as 

cooperation between medical institutions interested in similar research. 
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ABSTRACT 

Speech enhancement and source localization has been active research for several decades with a wide range 

of real-world applications. Recently, the Deep Complex Convolution Recurrent network (DCCRN) has 

yielded impressive enhancement performance for single-channel systems. In this study, a neural beamformer 

consisting of a beamformer and a novel multi-channel DCCRN is proposed for speech enhancement and 

source localization. Complex-valued filters estimated by the multi-channel DCCRN serve as the weights of 

beamformer. In addition, a one-stage learning-based procedure is employed for speech enhancement and 

source localization. The proposed network composed of the multi-channel DCCRN and the auxiliary network 

models the sound field, while minimizing the distortionless response loss function. Simulation results show 

that the proposed neural beamformer is effective in enhancing speech signals, with speech quality well 

preserved. The proposed neural beamformer also provides source localization and voice activity detection 

(VAD) functions. 

 

Keywords: multi-channel speech enhancement, source localization, deep learning 

 

1. INTRODUCTION 

The goal of speech enhancement is to extract the target speech from the noisy signal. Since 

interfering noise and reverberation are pervasive in real-world, speech enhancement is essential in 

many applications to generate the enhanced speech waveform. Recently, deep neural network (DNN) 

has achieved impressive results in speech enhancement problems. Monaural processing with DNN is well-

known approach to speech enhancement, which exploits the information in time domain [1-3] or time-

frequency domain [4-6]. Time-frequency masking-based approaches in [4,5] employing supervised 

learning are proved to be effective in speech enhancement problems. Based on the success in time-

frequency masking approach, DCCRN that exploits complex operations performs competitively over 

other previous networks [6]. 

However, in far-field applications, such as hands-free teleconferencing and smart speaker, the 

enhancement performance often degrades due to interference, reverberation, noise, etc. Motivated by 

fabulous results in DNN-based monaural speech enhancement, several multi-channel DNN-based 

speech enhancement approaches have been studied. Multi-channel methods benefit from spatial 

features given by inter-channel information. Employing multi-channel signals, a typical strategy is to 

combine DNN with conventional beamforming methods. In [7], DNN estimates time-frequency (T-F) 

masks to specify the dominant T-F bins for the signal of interest and noise. T-F masks are used to 

calculate the spatial covariance matrix for beamformer’s weights such as minimum variance 

distortionless response (MVDR) [8] and generalized eigenvalue (GEV) [9]. [10] proposes an all deep 

learning MVDR (ADL-MVDR) beamformer, where the inverse operation in the aforementioned DNN 

method is unnecessary. Without reference to conventional beamformers, filter-based approachs 

applying filter-and-sum beamformer are proposed either in time domain [11] and time-frequency 

domain [12-14]. Previous studies have shown the importance of using time-frequency domain 

beamforming techniques in sensor array systems [15]. A state-of-the-art multiple-in-multiple-out 

(MIMO) U-net neural beamformer in time-frequency domain is proposed in [14] to produce a complex 

beamformer. The U-net neural beamformer utilizes spatial features implicitly by analyzing spectral 
features. This system ranked first in the ConferencingSpeech 2021 Challenge. 
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In this study, inspired by the concept in the U-net beamformer [14] and DCCRN [6], the MIMO- 

DCCRN neural beamformer is proposed. In addition, a one-stage learning based procedure based on 

MIMO-DCCRN is formulated for both speech enhancement and localization. The neural beamformer 

incorporates the traditional beamforming structure with a DNN model by adding a filter-and-sum 

operation at the end of the beamformer, similar to the U-net structure in [14]. The complex encoder 

in MIMO-DCCRN extracts the feature from both spectral and spatial perspectives. The framework is 

then equipped with complex long short-term memory (LSTM) in the bottleneck to model temporal 

context. The end of the network is complex decoder to estimate complex spatial filters. Comparing to 

the existing neural beamformers, the proposed neural beamformer deliberates the complex operation 

additionally. Further, depending on complex filters estimation, two localization solutions are derived 

from distortionless constraint. The first solution is to maximize the magnitude of steered beamformer 

response with free-field steering vectors [8] across the selected zones. Second, combine MIMO- 

DCCRN with the auxiliary network which models the sound field in the proposed network. 

Accordingly, the loss function is formulated to correlate with the enhancement quality and localization 

accuracy given distortionless constraint. 

Note that in contrast to conventional beamformers such as MVDR [8], that the second-order spatial 

statistics and accurate direction of arrival (DOA) require to be explicitly calculated, our approache s 

directly estimate beamformer’s weights and further locate the position of the target speaker. VAD can 

also be conducted from localization results. Consequently, the proposed network is able to handle 

enhancement, localization and VAD simultaneously. The simulation results show that this novel neural 

beamformer outperforms the existing DCCRN and MIMO U-net in enhancement. It is even shown 

that multi-tasking training, including speech enhancement and localization, improves enhancement in 

perceptual quality and intelligibility. 
 

2. PROBLEM FORMULATION 

Given   a   M-microphone   time-frequency   domain   signal 

 
y(t, f ) = Y0 (t, f ) 

recorded in a reverberant and noisy environment, where t = 1,…,T denotes the time frame, f =1,…,F 

denotes the frequency bin, the signal model in the short-time Fourier transform (STFT) domain is 

formulated as: 
 

y(t, f ) = s(t, f ) + h(t, f ) + n(t, f ) , (1) 
 

where s(t, f ) = S1(t, f ) S   (t, f )
T  

 
M 1 denotes the direct sound and early reflection components 

of   a   single   target   speech   received   by   microphones,   and h(t, f ), n(t, f )  denotes    late 

reverberation components and reverberant noises, respectively. (1) can be expressed as 
 

y(t, f ) = s(t, f ) + v(t, f ) , (2) 
 

where v(t, f ) = h(t, f ) + n(t, f ) is the undesired signal. The proposed approach estimates the signal of 

interest S (̂t, f ) by   filter-and-sum beamforming: 
 

M −1 

Sˆ(t, f ) = w* (t, f ) Y (t, f ) = wH (t, f )y(t, f ) . 
m m 

m=0 

(3) 

Thus, the neural beamformer system aims to estimate complex filter weights 

w(t, f ) = w0 (t, f ) for M microphones. 

 

3. THE PROPOSED SYSTEM 

Our proposed framework is illustrated in Fig. 1(a). The system is composed of an enhancement 

and a localization module. The signal from each channel is transformed into time-frequency domain 

representation as the input of our system. These features first passed through MIMO-DCCRN (Sec 
3.1), which is the enhancement module, to generate filter coefficients. The estimated filter weights 

are then fed to the localization module (Sec 3.2) to analyze information from each channels and output 

localization results. 

Y 
M −1 

(t, f )
T  

 
M 1 

M 1 

w (t, f )  M 1 

M -1 



PROCEEDINGS of the  

24th International Congress on Acoustics  

 

October 24 to 28, 2022 in Gyeongju, Korea 

 

Figure 1 – Block diagram of (a) the proposed system, (b) MIMO-DCCRN, (c) the signal processing 

localization module (SPLM), and (d) the neural localization module (NLM). 
 

3.1 MIMO DCCRN 

DCCRN in [6] is the complex network modified by CRN in [5]. In this study, we extend DCCRN 
to MIMO-DCCRN. Signals captured by different channels in time-frequency domain through STFT 
are taken as the MIMO-DCCRN input. The real and imaginary parts of complex are stacked together 

to obtain a 2-channel tensor of size 2  T  F , where T represents the time steps and F represents the 
number of frequency bins, which are used as input features. Considering all M channels, it leads to a 
2M T  F dimensional input y to the framework. The complex encoder consists of complex 

convolution layers followed by a complex batch normalization (BN) and PReLU activation function. 

In the multi-input complex encoder, the input across different channels is interpreted both in spectral 

and spatial aspects. Features extracted by the complex encoder are utilized in complex LSTM to be 

further interpreted in temporal information. The complex decoder is designed to be the structure 

symmetrical to the complex encoder to estimate   wH    based on the above feature extraction. Skip- 

connection is conductive to flowing the gradient by concentrating the complex encoder and decoder. Fig. 

1(b) illustrates the proposed architecture for multi-channel speech enhancement. 

3.2 Localization and VAD 

Aiming to locate the target speaker position, complex filters estimated in the aforementioned 

system are passed through the localization module. The speech enhancement and localization 

problems are jointly tackled via multi-task learning. As shown in Fig. 1(a), a localization module is 

cascaded with the output of the MIMO-DCCRN. The main goal of an array beamformer is to restore 

the source signal from a target direction as a spatial filter, while suppressing noise and interference 

from other directions. To achieve this goal, the distortionless constraint is imposed to maintain a 

constant response for the target source direction. This motivates the proposed localization module to 

utilize the following distortionless constraint as a localization criterion: 
 

wH a = 1, (4) 
 

where a is a steering vector pertaining to the target speaker direction. 

3.2.1 The Signal Processing Localization Module (SPLM) 
The signal processing localization module (SPLM) is illustrated in Fig. 1 (c). By assuming N 

candidate zones in azimuthal angles, the free-field plane wave steering vector 
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an ( f )  

center of zone-n, 

is predesignated according to the pre-specified angular grid, which is the 

 

a ( f ) = e− jkn r1 e− jkn r2 e− jkn rM 
T 

, n   (5) 
 

where rm is the position vector of the mth microphone, kn = −kκn = −( / c)κn = −(2 f / c)κn is the 

wave vector, κ n denotes the direction of arrival (DOA) vector that is a unit vector pointing to the 

look direction, k denotes the wave number, and c is the speed of sound. Here we define the estimated 

localization mapping be ẑ(t) =  ẑ1 (t) , which can be viewed as probabilities, composed 

of   distortionless   index.   The   distortionless   index ẑn (t)  of the n-direction and time frame t is 

formulated based on the estimated filter coefficients wH in MIMO-DCCRN and predefined steering 

vectors, 

ẑ  (t) = 
1 F   

wH (t, f )a ( f ) 

n 
F 

 n . 
f =1 

(6) 

The active zone can be determined by peak finding of ẑn (t)  
 

n̂(t) = arg max ẑn (t) . 
n 

(7) 
 

In addition, the peak of ẑn (t)   give the information of voice activity 
 

VAD(t) = max ẑn (t) . 
n 

(8) 
 

Hereafter, we denote MIMO-DCCRN-SPLM-N as the signal processing localization module with 

predefined N zones cascaded with MIMO-DCCRN. 

3.2.2 The Neural Localization Module (NLM) 
In Eq. (5), steering vectors are derived based on the free-field plane wave assumption, which does 

not well accommodate in the real-world application. Thus, the auxiliary network is further proposed 

to model the realistic sound field. The neural network consisting of the complex convolutional layer 

with complex BN, PReLU activation and the linear layer with sigmoid activation function replaces 

coefficients of steering vector. As shown in Fig. 1(d), filter coefficients are processed through the 

localization network to estimate   ẑ(t) . The direction and VAD are computed according to Eq. (7) and 

Eq. (8), respectively. Hereafter, the localization module employing the learning-based sound field 

with predefined N zones for localization in training and cascaded with the MIMO-DCCRN is denoted 

as MIMO-DCCRN-NLM-N. 

3.3 Loss Functions 

In this study, different loss functions are introduced for enhancement and localization problems. 

For speech enhancement, the objective is to minimize the negative scale-invariant source-to-noise 

ratio (SI-SNR), which has commonly used as an evaluation metric for enhancement replacing the 

mean square error (MSE) and signal-to-distortion ratio (SDR) [16]. SI-SNR is defined as 
 

ŝ , s s 
starget = 

2 

s 
2 

2 , 
s 

SI-SNR = 20 log 
target 2

 
10 2 

s  ̂− starget 
2 

 

 

(9) 

 

where sˆ    and   s   are the estimated and original clean time-domain waveform, respectively. ,  

denotes the dot product between two vectors and 

average of negative SI-SNR in time index. 
2  

is Euclidean norm. lossSI-SNR is denoted as the 

For DOA estimation, if the target source is activated at azimuth angle    and time frame t, the 

ground truth of localization mapping is defined as z(t) = z1(t) , where 

M 1, n = 1, , N 

zˆ (t) 
N 

N 

z (t) 
N 

N 
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 360 360 360 360 

z (t) = 
1, − 

2N 
+ (n −1)  

N 
   − 

2N 
+ n  

N .
 

n  

0, otherwise 

 
(10) 

While the target source is not activated, zn (t) = 0, n=1, . The localization problem is formulated 

as a classification task with z(t) and ẑ(t) . As mentioned above, with zn (t) 0,1 and ẑn (t) 0,1 , 
the binary cross-entropy is minimized in training: 

 

loss = −  
1  


T    


N   

z  (t) log ẑ  (t) + (1− z  (t)) log (1− ẑ  (t)) 
BCE 

TN 
n n n n , 

t =1 n=1 

(11) 

Therefore, the total loss of the multi-task network is 
 

loss = lossBCE +  lossSI-SNR , (12) 

where  is the weighting constant and is set to 1 in this paper. 

 
4. SIMULATION STUDY 

4.1 Dataset Preparation 

To validate the proposed system, we conduct a simulation data based on four open datasets. The 

clean utterances for training and testing are selected from the train-clean-360 and dev-clean subsets 

of the LibriSpeech corpus [17], which contains utterances from 921 and 40 speakers, respectively. 

The noisy training and testing data are synthesized with noise corpus using the MS-SNSD dataset [18], 

FSDnoisy18k dataset [19] and the Free Music Archive (FMA) [20]. From MS-SNSD dataset, noise 

data excluded babble noise is chosen for directional interference noises. In FSDnoisy18k dataset, 

noises which are lack of directionality, such as the environment noise, are not considered for data 

preprocessing in this work. In this paper, we process the audio both contained stationary noises, such 

as music and engine, and transient noises, such as glass breaking and typing noise. 

The duration of mixed noisy audio signals prepared for training and testing is 6 -s. Each mixture is 
composed of 4-s clean speech audio clips, which were randomly inserted into 6-s duration, Gaussian 
white noise, which is used as sensor noises, and interference noises. A 6-element uniform circular 
array (UCA) with a radius of 5 cm is employed. In the training phase, the signal-to-noise ratio (SNR) 
of sensor noise ranged from 10 to 30 dB. The signal-to-interference ratio (SIR) of inference noise is 
selected from -5 to 15 dB. The room size, the distance between sound source and microphone array, 

and T60 are sampled from 4 4 3, 5 5 3, 6  6  3 m3 , {[1, 1.5], [1, 2], [1, 2.5]} m, and {[0.16, 

0.32], [0.32, 0.48], [0.48, 0.64]} second, respectively. In the test dataset, the room size and T60 are 

selected to be 553 m3 and 0.32-s. The distance between the target speaker  and the microphone 

array is fixed to 1 m, and the distance between the interference noise and the microphone array is 

fixed to 2 m. In the simulation, the microphone array is placed at the center of the room. The target 

speaker is placed sequentially on a semicircle centered at the microphone, from 0° to 180° with 1° 

increments, whereas the interference is located sequentially on a semicircle centered at the 

microphone, from 180° to 360° at increments of 1°. The noisy signals received by the microphone 

array are generated by convolving the anechoic clean signals with the respective room impulse 

responses (RIRs) simulated using the image-source method [21]. We generate 37000, 460 and 600 

mixtures for the training, validation, and test dataset, respectively. 

4.2 Training Setup and Baselines 

All the waveforms are sampled at 16 kHz. The STFT settings are a Hanning window with 25-ms 

length, a 6.25-ms hop size, and a 512-point fast Fourier transform. In the training stage, Adam 

optimizer is adopted with the learning rate as 0.001. All models are trained for 100 epochs. 

In our proposed system, the number of channels of the complex convolution layers in the encoder 

of MIMO-DCCRN are 16, 32, 64, 128, 256, 256, respectively. The number of channels of the decoder 

are the same of the encoder in reversed order. All complex (de-)convolution of the encoder (decoder) 
use   5 2 kernel size, with stride   2 1 . For RNN layers, 256 hidden units are applied in complex 

,N 
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LSTM. In NLM, the complex convolution layers are 2N, 2N, and the joined linear layers are 32, 1. In 

the following, we compare the improvements of MIMO-DCCRN to simply enhance speech, MIMO- 

DCCRN-SPLM-12 and MIMO-DCCRN-NLM-12 which are combining localization on 12 zones, and 

MIMO-DCCRN-SPLM-36 and MIMO-DCCRN-NLM-36 to further localize on 36 zones for higher 

accuracy. 

Two baselines are adopted in the following, including MIMO U-net [14] and DCCRN [6]. MIMO U-

net is the multi-channel speech enhancement system that achieved impressive performance in neural 

beamforming. DCCRN outperforms other speech enhancement methods in the monaural scenario. 

4.3 Results 

4.3.1 Speech Enhancement Performance 
To quantify the signal enhancement performance, perceptual evaluation of speech quality (PESQ) 

[22] and short-time objective intelligibility (STOI) [23] are employed. Table 1 summarizes the PESQ 

and STOI scores for the test dataset. First, we examine the effects of the novel MIMO-DCCRN on the 

level of performance improvement. Table 1 shows that our proposed methods yield better performance 

than baseline methods. Comparing MIMO-DCCRN and DCCRN, multi-channel speech enhancement 

attains significantly improvements than monaural enhancement, especially the STOI score at low SIR. 

For multi-channel enhancement, the MIMO-DCCRN system consisting of complex operations 

achieves great improvement than MIMO U-net. The results proved that MIMO-DCCRN is more robust 

to scenarios at different SIR. 

Second, we examine the effects of combining localization to speech enhancement. According to Table 

1, MIMO-DCCRN-NLM-36 performs the best among all methods. On the contrary, PESQ and STOI 

decrease slightly in the MIMO-DCCRN-SPLM system without learning-based sound field. NLM thus 

is proved to be more reliable than SPLM. Furthermore, MIMO-DCCRN-SPLM-12 and MIMO- DCCRN-

NLM-12, which using small numbers of zones in localization, degrade the enhanced signal quality, since 

insufficient number of zones designed in localization leads to misalignment in neural beamforming. The 

result suggests that appropriate localization module aids beamforming in maintaining the desired signal 

at specific direction. Thus, MIMO-DCCRN-NLM-36 can further improve the enhanced signal quality. 

Table 1 – Speech enhancement performance 

Performance Metric   PESQ     STOI (in %)   

SIR (dB) -10 -5 0 10 Avg. -10 -5 0 10 Avg. 

Noisy 1.58 1.68 1.85 2.03 1.79 70.81 75.85 82.26 86.29 78.80 

DCCRN 1.69 1.86 2.12 2.38 2.01 72.75 78.94 85.94 89.42 81.76 

MIMO U-net 1.90 2.08 2.38 2.63 2.25 77.93 82.48 87.91 90.66 84.75 

MIMO-DCCRN 2.43 2.71 3.07 3.31 2.88 86.64 90.63 94.56 96.07 91.98 

MIMO-DCCRN-SPLM-12 2.33 2.61 2.98 3.25 2.79 86.26 90.37 94.43 95.96 91.76 

MIMO-DCCRN-NLM-12 2.30 2.59 2.95 3.21 2.76 86.40 90.58 94.58 96.05 91.90 

MIMO-DCCRN-SPLM-36 2.33 2.59 2.93 3.19 2.76 86.31 90.37 94.32 95.91 91.73 

MIMO-DCCRN-NLM-36 2.43 2.71 3.07 3.31 2.88 86.94 90.87 94.66 96.11 92.15 

 

4.3.2 Localization and VAD Performance 
To evaluate the performance of the proposed DOA estimation, we define three evaluation metrics: 

total accuracy (ACC), adjacent error rate (AER), and other error rate (OER) in Eq. (12). 
 

ACC = 
Ltrue , AER = 

L
adjacent 

, OER = 
Lfalse , 

L
all 

L
all 

L
all 

(12) 

where Ltrue is the number of true estimations, Ladjacent is false estimations on adjacent zones, Lfalse is 

false estimations except on adjacent zones, and Lall is the total number of localization estimations. In 

this evaluation, we only estimate localization when the target source was activated. The localization 
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results are illustrated in Table 2, where different localization module and different number of zones 

are compared. As the number of zones increase, the performance of SPLM decrease considerably. This 

result reveals that NLM is more robust in application than SPLM. 

Moreover, Fig. 2 shows how the VAD output has learned from localization module. The system 

enables the model to learn only the interfering voice activity while ignoring the interfering voice 

activity. Further evaluation on the quality of the VAD output is beyond the scope of this work. 

Table 2 – Localization performance 

Performance Metric  ACC (%)   AER (%)   OER (%)  

SIR (dB) -10 -5 0 10 Avg. -10 -5 0 10 Avg. -10 -5 0 10 Avg. 

MIMO-DCCRN-SPLM-12 80.1 83.3 85.7 86.2 83.8 15.8 14.1 12.5 12.5 13.7 4.0 2.5 1.7 1.3 2.4 

MIMO-DCCRN-NLM-12 90.9 94.1 95.6 96.1 94.2 6.8 4.7 3.8 3.4 4.7 2.2 1.1 0.7 0.5 1.1 

MIMO-DCCRN-SPLM-36 55.0 57.4 59.4 60.4 58.1 36.8 37.1 37.3 37.1 37.1 7.7 5.1 3.1 2.4 4.6 

MIMO-DCCRN-NLM-36 80.8 85.1 88.8 90.0 86.2 15.5 12.6 9.9 9.0 11.8 3.8 2.3 1.4 1.0 2.1 

 

 
 

 

Figure 2 – Spectrogram of (a) noisy mixture signal, (b) clean speech (c) enhanced signal by MIMO- 

DCCRN-NLM-12, (d) VAD output. 

 
5. CONCLUSIONS 

In this paper, a DCCRN-based neural beamformer, is proposed for multi-channel speech 

enhancement and localization. MIMO-DCCRN exhibits superior performance in speech enhancement. 

By employing distortionless constraint in loss function, the neural beamformer also provides effective 

localization and VAD functions. Combining neural beamformer and the learning-based sound field for 

localization with a sufficiently fine grid proves useful in enhancing speech quality. In brief, the 

combined MIMO-DCCRN-NLM-36 system has achieved significantly improved performance in 

speech enhancement, as compared to baselines. 
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ABSTRACT
Full-rank spatial covariance analysis (FCA) is a method for blind source separation (BSS) that can be applied
to underdetermined situations where the number of sources outnumbers the number of microphones. Recently,
the authors proposed multi-frame FCA (mfFCA) as an extension of FCA to improve the performance of BSS
when the room reverberations are so long that multiple frames are needed to cover the dominant part of the
reverberations. The authors have already demonstrated that mfFCA performed better for BSS than the existing
FCA-related methods. However, the dereverberation capability of mfFCA in BSS tasks has not been evaluated so
far. This paper newly evaluates the dereverberation-separation capability of mfFCA. We perform experimental
comparisons with FCA and also weighted prediction error (WPE), a well-established dereverberation method
for over-determined situations where microphones outnumber sources.

Keywords: Blind source separation (BSS), Blind dereverberation (BD), Full-rank spatial covariance anal-
ysis (FCA), Weighted prediction error (WPE)

1 INTRODUCTION
Aiming to capture sound sources distant from microphones as clear as possible, blind source separation (BSS)
and blind dereverberation (BD) have been studied for several decades [1–4]. Among such methods, independent
component analysis (ICA) [5–7] and weighted prediction error (WPE) [8] are well-established ones for BSS and
BD, respectively. One of the fundamental limitations of ICA is that it can only be applied to over-determined
cases where the number N of sources does not exceed the number M of microphones. Full-rank spatial covari-
ance analysis (FCA) [9–11], on the other hand, can be applied to underdetermined cases where N > M. Since
ICA and WPE are based on linear transformations, WPE has the same limitation as ICA in principle. However,
in practice, WPE can be applied to underdetermined cases for the purpose of dereverberation (not separation)
with tolerating some estimation errors.

The original FCA is basically a BSS method as ICA, and does not perform BD. There have been proposed
FCA extensions to perform BD [12–14]. However, their proposed methods are combined with WPE and have
been experimentally confirmed only for over-determined cases.

Recently, we have proposed multi-frame FCA (mfFCA) and experimentally demonstrated that mfFCA solves
the BSS tasks better than FCA especially in reverberant situations [15]. According to its multi-frame nature,
mfFCA can naturally perform BD like the FCA extensions above. However, the BD capability of mfFCA
has not yet been evaluated. Thus, in this paper, we newly evaluate the BD capability of mfFCA in BSS
tasks. To the best of our knowledge, this is the first experimental evaluation of joint BD and BSS tasks in
underdetermined situations (N > M).

The next section describes the model and the algorithm of mfFCA, together with the way of source sepa-
ration and dereverberation. Section 3 reports the experimental procedures and results for blind dereverberation-
separation tasks. Section 4 concludes the paper.

ABS-0214
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Figure 1. Illustrations of FCA and mfFCA models. The set of time lags for mfFCA is L = {1,2}.

2 MULTI-FRAME FCA (mfFCA)
2.1 Model
Let us begin with the original FCA model. Suppose that n = 1, . . . ,N sources are mixed and observed at
m = 1, . . . ,M microphones. Let the observations at a time frame t ∈ {1, . . . ,T} be denoted by an M-dimensional
complex vector xt ∈ CM with xt = [x1t , . . . ,xMt ]

T. Throughout this paper, unless otherwise noted, we con-
sider complex-valued time-frequency signal representations obtained by applying a short-time Fourier transform
(STFT) to time-domain sound signals. In the original FCA model, xt is assumed to be the sum xt = ∑

N
n=1 cnt of

N source components cnt ∈ CM , each of which follows a zero-mean multivariate complex Gaussian distribution
p(cnt) = N (cnt | 0,Cnt) with covariance matrices Cnt = sntA(0)

n . By these Sans-serif fonts, the lower and upper
cases represent that the parameters are positive scalars and Hermitian positive definite matrices, respectively.
A(0)

n encodes the time-invariant spatial property from source n to all M microphones. snt represents the time t
dependent power of source n. The FCA parameters are summarized as θ = {{{snt}T

t=1,A
(0)
n }N

n=1}.
mfFCA is an extension of FCA (see Fig. 1), in which we consider a set L = {l1, . . . , lL} of time lags and

employ multi-frame vectors for observations as

x̄t = [xT
t ,xT

t+l1
, . . . ,xT

t+lL ]
T ∈ CM(L+1) , (1)

together with multi-frame source components c̄nt ∈ CM(L+1) of the same dimensionality as shown in Fig. 1.
We assume that the source components c̄nt occur at time t and are observed at time t, t + l1, . . . , t + lL due
to reverberations. We model c̄nt by zero-mean Gaussian distributions p(c̄nt) = N (c̄nt | 0, C̄nt) with covariance
matrix C̄nt = snt Ān, where

Ān =


A(0)

n . . . A(0,lL)
n

...
. . .

...

A(lL,0)
n . . . A(lL)

n

 (2)

is of size M(L+ 1)×M(L+ 1) and encodes the time-invariant spatial property from source n to all M micro-
phones with all the considered time lags. The set of mfFCA parameters is given as θ = {{{snt}T

t=1, Ān}N
n=1},

which can be reduced to the FCA parameter set by letting L = /0.
A multi-frame observation x̄t consists mostly of the summation ∑

N
n=1 c̄nt of multi-frame source components.

However, x̄t has additional components as Fig. 1 shows oblique grey lines coming into the x3,x4,x5’s box. For
more specific definitions, let us introduce an operator ui that extracts the (i+1)-th subvector of a multi-frame
vector. Then, as Fig. 2 illustrates, we model each subvector of a multi-frame observation as

u j x̄t = ∑
N
n=1

{
u0c̄n(t+l j)+∑

L
i=1uic̄n(t+l j−li)

}
. (3)



Figure 2. Upper left: ui operator that extracts the (i+1)-th subvector of a multi-frame vector. Upper right:
mixture model for x3. Bottom: various expressions of x3.

We have derived the probabilistic model of mfFCA with some additional mild assumptions [15]. The multi-
frame observations can be modeled as zero-mean Gaussian distributions p(x̄t | θ) = N (x̄t | 0, X̄t) whose covari-
ance matrices are expressed as

X̄t = ∑
N
n=1 C̄nt +


X̆t

. . .

X̆t+lL

 . (4)

The first term depends on snt because C̄nt = snt Ān. The second term depends on sn(t−l) and sn(t+l) with the time
lags l in L as the block diagonal components are defined by

X̆t = ∑
N
n=1

(
∑l∈L C(l)

nt

)
, . . . , X̆t+lL = ∑

N
n=1

(
C(0)

n(t+lL)
+∑l∈L−{lL}C(l)

n(t+lL)

)
, C(l)

nt = sn(t−l)A
(l)
n . (5)

2.2 EM algorithm
By assuming the conditional independence of multi-frame observation vectors x̄t under fixed parameters θ ,
the objective function of mfFCA is given as ∑

T−lL
t=1 log p(x̄t | θ). The parameters θ can be optimized from

some initial values by locally maximizing the objective function by the EM algorithm [16]. In the E-step, we
calculate the conditional distributions of the multi-frame source components c̄nt as

p(c̄nt | x̄t ,θ) = N (c̄nt | µ̄nt , Σ̄nt) , (6)

µ̄nt = C̄nt X̄−1
t x̄t , Σ̄nt = C̄nt − C̄nt X̄−1

t C̄nt . (7)

The part C̄nt X̄−1
t for the mean µ̄nt calculation is called multi-frame multichannel Wiener filter in [17]. In the

M-step, we optimize the parameters in θ , with some approximation detailed in [15], as

Ān←
1
T

T

∑
t=1

1
snt

C̃nt , snt ←
1

M(L+1)
tr
(

Ā−1
n C̃nt

)
, C̃nt = µ̄nt µ̄

H
nt + Σ̄nt . (8)

2.3 Source separation and dereverberation
Once the parameters θ are optimized by the EM algorithm, we can separate a multi-frame observation x̄t into
c̄1t , . . . , c̄Nt by applying the multi-frame multichannel Wiener filters C̄nt X̄−1

t , n = 1, . . . ,N to x̄t as in (7) to obtain
µ̄1t , . . . , µ̄Nt . Then, we calculate the separated signal for source n at time t as

ynt = u0µ̄nt +∑
L
i=1uiµ̄n(t−li) (9)

by accumulating all the source n components observed at time t. Because the expression (9) consists of the
direct component (the first term) and the delayed components (the second term), the dereverberated signal can
simply be obtained as

dnt = u0µ̄nt . (10)
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Figure 3. Experimental setup

3 EXPERIMENTS
3.1 Conditions and task
We performed experiments to separate and dereverberate N = 4 speech sources with M = 3 microphones. We
measured the impulse responses from the sources (loudspeakers) to the microphones under the room conditions
shown in Fig. 3. The room reverberation time varied from 200 ms to 450 ms. For each reverberation time,
time-domain 8 mixtures at the microphones were constructed by convolving the impulse responses and 6-second
English speech sources. In order to evaluate separation and dereverberation performances, we additionally made
time-domain source n images img(cut)

mn at each microphone m by convolving impulse responses that were cut to
64 ms. The performances were measured in terms of signal-to-distortion ratios (SDRs) [18] by setting img(cut)

mn

as reference signals. In other words, the task of joint BSS and BD was to recover img(cut)
mn from the reverberant

mixtures as clearly as possible.

3.2 Full-band signal construction
In the descriptions of Sec. 2, we intentionally omit frequency dependency f for notational simplicity. We
actually have microphone observations xmt f for frequency bins f = 1, . . . ,F . In the experiments, the sampling
frequency was 8 kHz, and the STFT window width and shift were 128 ms and 32 ms. Consequently, the
numbers of time frames and frequency bins were T = 208 and F = 513, respectively.

The solutions of mfFCA have permutation ambiguities among frequency bins. We need to align the permuta-
tions for blindly separating sources in a full-band manner. We aligned permutations first by the post-processing
approach [19] at EM iterations 5, 50, 100, 150, 200. Then, from 201 to 500 iterations, we shared the source
power parameters snt f among adjacent four frequency bins. Specifically, we averaged snt f among the corre-
sponding frequency bins after the update (8). The sharing is effective for permutation alignment [20, 21] and
also for mitigating the rank deficient problem of FCA/mfFCA [15, 22].

3.3 Methods
We examined and compared eight methods for the BSS and BD task. The first one was FCA, which did not
perform dereverberation. The second to fourth ones were mfFCA with sets of time lags L = {2}, L = {2,4}
and L = {2,4,6}, respectively. These sets of time lags were considered to be effective for the quarter shift of
STFT windows. The fifth one was WPE with a set of time lags {2,3,4,5,6} followed by FCA. We expected
that WPE removed reverberations to a certain degree despite that the number M of microphones was insufficient
for the number N of sources. The sixth to eighth ones were WPE followed by mfFCA with the same sets of
time lags above. The labels for these eight methods are listed on the right edge of Fig. 4. All the methods
were coded with Python using CuPy [23] for computational acceleration.
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Figure 4. Mean SDR values with the examined eight methods under various reverberation times. Each vertical
line shows the standard deviation of 32 SDR values (8 mixture combinations of N = 4 sources).
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Figure 5. SDR differences to the first baseline FCA (left) and the second baseline WPE+FCA (right). Each
box plot shows the distribution of 32 SDR differences (8 mixture combinations of N = 4 sources).
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Figure 6. Typical convergence behaviors.



3.4 Results
Figure 4 summarizes the experimental results. We observe that employing mfFCA instead of FCA generally
improved the results. To examine how much the results improved, we calculated SDR differences to two base-
lines, FCA and WPE+FCA. Figure 5 shows the distributions of SDR differences. From the left plot, we observe
that the improvements by replacing FCA with mfFCA increased as the reverberation times became longer, and
achieved more than 2 dB improvements with the 450 ms reverberation time. The right plot shows the SDR
differences when WPE+FCA was the baseline. We observe that in the high reverberant cases (320, 380, 450
ms) there were improvements despite the tendency to be weaker than the left plot. We understand these high
reverberant situations as follows. The dereverberation results by WPE were not perfect due to the insufficient
number of microphones, and there were residual reverberations in the WPE results. Then, mfFCA removed the
residual reverberations to get better results.

Figure 6 shows typical convergence behaviors as examples. The horizontal axes show the iteration numbers
of the EM algorithms for FCA/mfFCA. The plots begin with the 5th iteration. Before this point, WPE was
applied if specified, the FCA parameters were initialized by the procedure shown in [24], the FCA parameters
were updated by 5 EM iterations, and permutation ambiguities were aligned. Then, mfFCA inherited the FCA
parameters and iterated the EM updates by augmenting the time lag set from an empty set to the specified set
L . The vertical axes show the average of N = 4 SDRs for a source combination. Using a large set of time
lags, .e.g, L = {2,4,6}, mfFCA performed the best for these specific cases with long reverberations, although
it took many iterations (500 in these cases). As contrasting between the left and right plots, it was hard to state
that applying WPE before mfFCA was always better than not applying WPE.

4 CONCLUSIONS
We have evaluated the dereverberation capability of mfFCA in underdetermined BSS tasks. From the experi-
mental results, mfFCA with an appropriate set of time lags for the reverberation time performed well for the
joint BSS and BD tasks. Even in underdetermined situations, WPE can remove reverberations to a certain de-
gree. Therefore, it is nice to combine WPE and FCA/mfFCA as already approached [12–14]. Future work
includes the development of such methods where WPE and mfFCA are well coordinated.
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ABSTRACT
A switching filter is a versatile technique to improve the accuracy of linear filtering that enhances audio source
signals from a noisy reverberant sound mixture with time-varying characteristics. It clusters time frames of
an observed signal into several groups, each of which has relatively time-invariant characteristics. It achieves
accurate estimation by applying different time-invariant filters separately to individual groups. Recently, the
switching filter was successfully introduced into a blind source separation algorithm, Independent Vector Anal-
ysis (IVA). The algorithm is referred to as switching IVA (swIVA). This paper newly introduces the switching
filter into a blind source extraction algorithm, Independent Vector Extraction (IVE). The new algorithm is re-
ferred to as switching IVE (swIVE). swIVE can more accurately estimate individual sources included in their
noisy mixtures than conventional IVE. In comparison with swIVA, swIVE can perform the source extraction
in a more computationally efficient way without degrading the estimation accuracy. This paper further devel-
ops an algorithm for jointly optimizing swIVE with Weighted Prediction Error dereverberation (WPE). It can
simultaneously perform blind source extraction and dereverberation from noisy reverberant sound mixtures.
Experiments confirm the effectiveness of the proposed algorithms.

Keywords: Blind source separation, source extraction, dereverberation, microphone array, switching filter

1 INTRODUCTION
Blind Source Separation (BSS) separates mixed audio signals captured by multiple microphones into a given
number of source signals with no prior knowledge of the acoustic transfer functions from the sources to the
microphones [1, 2]. BSS improves the quality of captured audio signals and thus can be used as preprocessing
of speech applications, such as hands-free teleconferencing and automatic speech recognition.

Researchers have actively studied Independent Vector Analysis (IVA) [3, 4, 5] as an effective way of achiev-
ing BSS under determined conditions, i.e., when the number of sources N equals the number of microphones
M (N = M). It performs BSS assuming that the source signals in the short-time Fourier transformation (STFT)
domain can be modeled by mutually independent vectors. Independent Vector Extraction (IVE) is an extension
of IVA [6, 7, 8]. From noisy mixtures, IVE can extract N source signals that are fewer than M microphones
(i.e., N < M) in a computationally much more efficient way than IVA. For IVA to perform the same processing,
it needs to separate M signals first, requiring much more computing cost, especially when M≫ N, and then to
select N source signals from the separated M signals. In reverberant environments, applying Weighted Predic-
tion Error-based dereverberation (WPE) [9] as preprocessing of IVA and jointly optimizing WPE and IVA have
also been shown to be effective in improving the estimation accuracy of BSS [10]. We refer to this joint opti-
mization as a blind convolutional beamforming algorithm with IVA (CIVA). WPE can also be jointly optimized
with IVE. We refer to this joint optimization algorithm as CIVE in this paper [11, 12]. (It is also referred to
as IVE-conv [12]).

A severe limitation of the above BSS algorithms is that they use time-invariant filters to estimate the source
signals. In general, the statistical characteristics of the captured signals can be different over different time
frames. Thus the use of time-invariant filters hinders the possibility of more effective estimation that could
be achieved by optimally adapting the filter coefficients according to such time-varying characteristics of the
signals. For example, when the sources of interest are time-varying signals like speech, the number of ac-
tive sources at each time-frequency (TF) point is dependent on the activities of individual sources. The noise
characteristics can also vary over time frames when the noise is not entirely stationary.
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A switching filter has recently been proposed to overcome the above limitation. With a switching filter, we
cluster time frames of the captured signals at each frequency so that each cluster contains relatively stationary
signals composed of a relatively small number of sources and estimate and apply time-invariant filters separately
to respective clusters. It can accomplish more accurate estimation than simply applying a time-invariant filter
to a whole captured signal. The clustering can be performed based on the same criterion as that for filter
estimation, and thus we can accomplish overall optimal estimation. The switching filter was first introduced
into Minimum-Variance Distortionless Response (MVDR) beamformer to enable it to handle underdetermined
mixtures (i.e. M > N) [13]. It was then successfully introduced into WPE [14], IVA, and CIVA [15] to improve
their estimation accuracy. WPE, IVA, and CIVA with switching filters are referred to as swWPE, swIVA, and
swCIVA hereafter.

Considering the success of switching filters, this paper newly develops IVE and CIVE with switching filters,
referred to as swIVE and swCIVE. We can derive swIVE and swCIVE mostly following the derivation of
IVE, CIVE, swIVA, and swCIVA, but we need to take special care of spatial covariance matrices (SCMs)
of separated noise signals. Unlike the conventional IVE and CIVE, we need to calculate them explicitly for
updating WPE and clustering time frames. Experiments will show that swIVE and swCIVE can improve the
estimation accuracy of IVE and CIVE and that swIVE and swCIVE can greatly reduce the computational cost
of swIVA and swCIVA when M≫ N without degrading the estimation accuracy.

In the remainder of this paper, we develop swIVE and swCIVE in Section 2 and evaluate their performance
in Section 3. Concluding remarks are presented in Section 4.

2 PROPOSED METHOD
In this section, we mainly derive the optimization algorithm, swCIVE. The optimization algorithm, swIVE, is a
particular case of swCIVE, and can be obtained in a way similar to obtaining swIVA from swCIVA [15].

2.1 Model of observed signals
Suppose that N speech signals are captured by M distant microphones with reverberation and diffuse background
noise. We assume M ≥ N in this paper. Let xm,t, f be the captured signal at the mth microphone and a TF point
(t, f ) in the STFT domain for 1 ≤ t ≤ T and 1 ≤ f ≤ F , where T and F are the numbers of time frames and
frequency bins, and let (·)⊤ denote a non-conjugate transpose. Then the captured signal at all the microphones,
xt, f = [x1,t, f , . . . ,xM,t, f ]

⊤ ∈ CM , is modeled by

xt, f =
N

∑
n=1

dn,t, f +
N

∑
n=1

ln,t, f +vt, f , and dn,t, f = hn, f sn,t, f for all n, (1)

where dn,t, f = [dn,1,t, f , . . . ,dn,M,t, f ]
⊤ ∈CM is the direct signal plus the early reflections of the nth source, ln,t, f is

the source’s late reverberation, and vt, f is the diffuse noise. This paper deals with dn,t, f for each n as a signal
to be estimated, called a desired signal, and models it by a product of a time-invariant acoustic transfer function
hn, f ∈ CM and the nth clean source signal sn,t, f ∈ C.

2.2 Definition of switching convolutional beamformer (swCBF)
This subsection presents a structure of a convolutional beamformer (CBF) with a switching mechanism, hereafter
referred to as a swCBF. This paper uses the same structure for swCBF as that used for swCIVA.

First, let us explain swCBF in its expanded form using Fig. 1. A thorough introduction of the form can be
found in our previous paper [15]. It comprises a set of time-invariant Multichannel Linear Prediction (MCLP)
filters, a set of time-invariant separation matrices, and a switch. It first dereverberates the captured signal xt, f
using each MCLP filter, and then performs source separation/extraction using each separation matrix. Individual
MCLP filters and separation matrices perform different filtering, and the switch selects one output from a pair
of an MCLP filter and a separation matrix as swCBF’s output yt, f at each TF point. Time-varying filtering is
realized by letting the switch select different inputs at each TF point.



Figure 1. swCBF in its expanded form, receiving a captured
signal xt, f ∈ CM and yielding a separated signal yt, f ∈ CM .
It comprises a set of MCLP filters, separation matrices
(Sep), and a switch, indicated by a small square with a
cross inside. The switch selectively outputs one of its inputs
at each TF point. Separation matrices labeled with identical
number share the same filter coefficients.

Mathematically, swCBF in the expanded form is defined:

z(i)t, f = xt, f − (G(i)
f )Hx̄t, f for 1≤ i≤ I, (2)

y(i, j)t, f = (W( j)
f )Hz(i)t, f for 1≤ i≤ I and 1≤ j ≤ J, (3)

yt, f =
I

∑
i=1

J

∑
j=1

β
(i, j)
t, f y(i, j)t, f where β

(i, j)
t, f ∈ {0,1} and

I

∑
i=1

J

∑
j=1

β
(i, j)
t, f = 1. (4)

Eq. (2) is the ith MCLP filter that yields a dereverberated signal z(i)t, f from the current captured signal xt, f

and the past captured signal sequence x̄t, f = [x⊤t−D, f , . . . ,x
⊤
t−L+1, f ]

⊤ ∈ CM(L−D) using a prediction matrix G(i)
t, f ∈

CM(L−D)×M . L and D (≥ 1) are prediction order and delay of MCLP [9]. Eq. (3) applies the jth separation
matrix W( j)

f ∈ CM×M to z(i)t, f to yield the (i, j)th internal output of swCBF, y(i, j)t, f , containing a set of separated
signals. I (≪ T ) and J (≪ T ) are the numbers of switching states for MCLP filters and separation matrices.
β
(i, j)
t, f is a switching weight that takes a binary value and is sum to one. By definition, β

(i, j)
t, f has the value 1 only

for a state, e.g., (i′, j′), among all combinations of the switching states, (i, j), at each TF point. Accordingly,
Eq. (4) selects y(i

′, j′)
t, f as the swCBF’s output yt, f . Note that letting the switching weight have the value 1 at a

state (i′, j′) corresponds to selecting the i′th MCLP filter and the j′th separation matrix in swCBF.

2.3 Probabilistic model for swCIVE
Let yt, f = [y1,t, f , . . . ,yN,t, f ,u⊤t, f ]

⊤ ∈ CM be an output of a desired swCBF at a TF point (t, f ), where yn,t, f is
an estimate of the nth source and ut, f ∈ CM−N is an estimated noise vector. Then, to derive the Maximum
Likelihood (ML) objective, we introduce the probabilistic models of yt, f as

1. yn,t, f for 1≤ n≤ N and uv,t, f are mutually independent over all TF points:

p({yt, f }t, f ) =
T

∏
t=1

F

∏
f=1

(
p(ut, f )

N

∏
n=1

p(yn,t, f )

)
. (5)

2. Each yn,t, f is modeled by a time-varying Gaussian with a mean zero and a time-varying variance λn,t, f :

p(yn,t, f ;λn,t, f ) =
1

πλn,t, f
exp
(
−
|yn,t, f |2

λn,t, f

)
for 1≤ n≤ N. (6)

3. ut, f is modeled by a multivariate Gaussian with a mean zero and a covariance matrix Ωt, f , where Ωt, f is
determined based on a state-dependent covariance matrix Ω

( j)
f and the switch β

(i, j)
t, f :

p(ut, f ;Ωt, f ) =
πN−M

detΩt, f
exp
(
−uH

t, f
(
Ωt, f

)−1 ut, f

)
, where Ωt, f =

I

∑
i=1

J

∑
j=1

β
(i, j)
t, f Ω

( j)
f . (7)



Note here that we assumed the mutual independence of yn,t, f between different frequencies in Eq. (5) because
it turned out crucial for swIVA and swCIVA [15]. With this setting, however, BSS is known to suffer from
the frequency permutation problem. As a practical solution, swIVA and swCIVA used a frequency-independent
source model, which is usually adopted by conventional IVA, only for updating the separation matrices [15].
This paper also takes this technique and details it in Section 2.4.2.

Obtaining y(i, j)t, f = [y(i, j)1,t, f , . . . ,y
(i, j)
N,t, f ,(u

(i, j)
t, f )⊤]⊤ by Eqs. (2) and (3) dependent on G(i)

f and W( j)
f and considering

that β
(i, j)
t, f takes the value 1 only for a state at each TF point, the log likelihood function of swCIVE is derived:

L (G ,W ,Λ,B) = ∑
t, f ,i, j

β
(i, j)
t, f L

(i, j)
t, f

(
G(i)

f ,W( j)
f ,Λt, f ,Ω

( j)
f

)
, (8)

L
(i, j)

t, f

(
G(i)

f ,W( j)
f ,Λt, f ,Ω

( j)
f

)
= 2log |detW( j)

f |−
N

∑
n=1

 |y(i, j)n,t, f |2

λn,t, f
+ logλn,t, f

−(u(i, j)
t, f

)H(
Ω

( j)
f

)−1
u(i, j)

t, f − logdetΩ
( j)
f ,

(9)

where G = {G(i)
f }i, f , W = {W( j)

f } j, f , Λ = {{Λt, f }t, f ,{Ω( j)
f } j, f }, Λt, f = {λn,t, f }1≤n≤N , and B = {β (i, j)

t, f }i, j,t, f .

2.4 Optimization algorithm swCIVE
We now derive the algorithm, swCIVE, which optimizes a swCBF by the ML objective in Eqs. (8) and (9).
Because no closed form solution has been obtained, we use iterative estimation based on a coordinate ascent
method [16]. It alternately updates one of G , W , Λ, and B by fixing the other parameters, and iterates the
update until a convergence is obtained. The following describes each update step in the iteration.

2.4.1 G update
First, we extract the terms related with G(i)

f from Eqs. (8) and (9) and obtain

L
G(i)

f
=−∑

j,t
β
(i, j)
t, f

∥∥∥∥(W( j)
f

)H(
xt, f − (G(i)

f )Hx̄t, f

)∥∥∥∥2

Ξ
( j)
t, f

where Ξ
( j)
t, f =


λ
−1
1,t, f O

. . . O

O λ
−1
N,t, f

O
(

Ω
( j)
f

)−1

 (10)

and ∥x∥2
Ξ
= xHΞx. Since the above equation is a simple quadratic form in terms of G(i)

f , we can update it

by a closed form when fixing the other parameters. Let g(i)f = vec(G(i)
f ) ∈ CM2(L−D), where a = vec(A) is an

operation to reshape matrix A = [a1, . . . ,aM] to vector a = [a⊤1 , . . . ,a
⊤
M]⊤. Then g(i)f is updated by

g(i)f ← (Ψ
(i)
f )−1vec(Φ(i)

f ), (11)

where Ψ
(i)
f ∈ CM2(L−D)×M2(L−D) and Φ

(i)
f ∈ CM(L−D)×M are calculated:

Ψ
(i)
f =

J

∑
j=1

N

∑
n=1

(
w( j)

n, f (w
( j)
n, f )

H
)∗
⊗R(i, j)

n, f +
J

∑
j=1

(
W( j)

u, f (Ω
( j)
f )−1(W( j)

u, f )
H
)∗
⊗R(i, j)

x, f , (12)

Φ
(i)
f =

J

∑
j=1

N

∑
n=1

P(i, j)
n, f

(
w( j)

n, f (w
( j)
n, f )

H
)
+

J

∑
j=1

P(i, j)
x, f

(
W( j)

u, f (Ω
( j)
f )−1(W( j)

u, f )
H
)
. (13)

(·)∗ is a complex conjugate, ⊗ is a Kronecker product, w( j)
n, f is the nth column of W( j)

f , and W( j)
u, f is the

last M−N columns of W( j)
f . R(i, j)

n, f and R(i, j)
x, f ∈ CM(L−D)×M(L−D) and P(i, j)

n, f and P(i, j)
x, f ∈ CM(L−D)×M are spatio-



temporal covariance matrices of the nth source and the captured signal, obtained by

R(i, j)
n, f =

T

∑
t=1

β
(i, j)
t, f

λn,t, f
x̄t, f x̄H

t, f , R(i, j)
x, f =

T

∑
t=1

β
(i, j)
t, f x̄t, f x̄H

t, f , P(i, j)
n, f =

T

∑
t=1

β
(i, j)
t, f

λn,t, f
x̄t, f xH

t, f , and P(i, j)
x, f =

T

∑
t=1

β
(i, j)
t, f x̄t, f xH

t, f . (14)

2.4.2 W update
As mentioned in Section 2.3, as a practical technique to solve the frequency permutation problem, we adopt a
frequency-independent source model only for the update of the separation matrices W . This can be done by
replacing the frequency-dependent variance λn,t, f in Eq. (6) to a frequency-independent variance λn,t , which can
be updated by λn,t =

1
F ∑

F
f=1 λn,t, f . Then, extracting terms related with W( j)

f from Eqs. (8) and (9) yields

L
W( j)

f
= 2T ( j)

f log |detW( j)
f |−

N

∑
n=1

(w( j)
n, f )

H
Σ
( j)
n, f w( j)

n, f − tr((W( j)
u, f )

H
Σ
( j)
z, f W( j)

u, f (Ω
( j)
f )−1)−T ( j)

f logdetΩ
( j)
f , (15)

Σ
( j)
n, f =

I

∑
i=1

T

∑
t=1

β
(i, j)
t, f

λn, f
z(i)t, f (z

(i)
t, f )

H, Σ
( j)
z, f =

I

∑
i=1

T

∑
t=1

β
(i, j)
t, f z(i)t, f (z

(i)
t, f )

H, and T ( j)
f =

I

∑
i=1

T

∑
t=1

β
(i, j)
t, f , (16)

where z(i)t, f is the output of the ith MCLP filter. Because the above objective is in the same form as that of IVE
[8], we can apply iterative optimization techniques proposed for it. This paper employs Iterative Projection (IP)
[5] and updates each beamformer for separating the nth source for 1≤ n≤ N (or the nth column of W( j)

f ):

w( j)
n, f ←

(
(W( j)

f )H
Σ
( j)
n, f

)−1
en, and w( j)

n, f ← w( j)
n, f /

(
(w( j)

n, f )
H

Σ
( j)
n, f w( j)

n, f

)1/2
, (17)

where en is the nth column of identity matrix IM ∈ RM×M . Then, W( j)
u, f is updated by obtaining a stationary

point of Eq. (15) [7, 8]:

W( j)
u, f ←

 −((W( j)
s, f )

HΣ
( j)
z, f Es)

−1(W( j)
s, f )

HΣ
( j)
z, f Eu

IM−N

 , (18)

where W( j)
s, f is the first N columns of W( j)

f , and Es and Eu are the first N and the remaining columns of IM .

2.4.3 Λ and B updates
After updating yn,t, f and u(i, j)

t, f , the variance λn,t, f and the covariance matrix Ω
( j)
f are updated based on the

likelihood function in Eq. (8):

λn,t, f ← |yn,t, f |2 + ε0 and Ω
( j)
f ←

1

T ( j)
f

∑
i,t

β
(i, j)
t, f u(i, j)

t, f

(
u(i, j)

t, f

)H
, (19)

where ε0 is a small positive scalar to avoid zero division during the optimization.
Then, according to Eq. (8), the switching weight can be updated:

β
(i, j)
t, f ←


1 if {i, j}= argmax

{i′, j′}
L

(i, j)
t, f (G(i′)

f ,W( j′)
f ,Λt, f ,Ω

( j′)
f )

0 otherwise.
(20)

2.5 Major differences between swCIVE and swCIVA that affect computational cost
As shown in the above derived algorithm, swCIVE (and swIVE) can separate source signals from the noise
vector without further separating the noise into M−N noise signals, unlike swCIVA (and swIVA). This change
has significant impact on the computational cost reduction of swCIVA (and swIVA) as detailed in the following.



1. At each update of the spatio-temporal covariance matrices in Eq. (14), swCIVA calculates R(i, j)
n, f and P(i, j)

n, f

M−N times for noise, i.e., for N +1 ≤ n ≤M, while swCIVE calculates R(i, j)
x, f and P(i, j)

x, f only one time.
This has substantial impact on the computational cost reduction for G update when M > N +1.

2. At each update of separation matrices, swCIVA calculates Eq. (17) M−N times also for noise, i.e.,
for N + 1 ≤ n ≤ M, while swCIVE calculates Eq. (18) only one time. Because Eq. (18) is much less
computationally demanding than Eq. (17), this has substantial impact on the computational cost reduction
for W update when M > N.

3. Unlike swCIVA, swCIVE needs to update SCMs of separated noise signals, {Ω( j)
f } j, f , in Eq. (19), and

their inversions and determinants in Eq. (9). This has a certain negative impact on the computational cost
reduction when M > N +1, but the impact is relatively minor in comparison with the first two items.

In summary, the above first and second items have the largest impacts, respectively, on swCIVE and swIVE.
Thus, we consider that swCIVE and swIVE have the advantage on the computational cost reduction over
swCIVA and swIVA, respectively, when M > N +1 and when M > N.

3 EXPERIMENTS
We experimentally evaluated the proposed methods, swIVE and swCIVE. Our goal here is to show that swIVE
and swCIVE outperform conventional IVE and CIVE in terms of estimation accuracy, and that they can largely
reduce the computational cost of swIVA and swCIVA without degrading the estimation accuracy.

3.1 Dataset, analysis conditions, and evaluation metric
In this experiment, we used a dataset, TIMIT-ConvMix [15], composed of simulated noisy reverberant mixtures.
Each mixture in the dataset is composed of 3 speakers and diffuse noise recorded by 8 microphones. The dataset
contains 40 mixtures with the average length being 12.6 s. To generate each mixture, we mixed 3 clean speech
utterance sequences randomly extracted from the TIMIT corpus [17] and five different additive noise signals
extracted from the CHiME-3 dataset [18] after individually reverberating them using room impulse responses
(RIRs) extracted from JR1 in the RWCP dataset [19]. Its RT60 was 0.6 s. We set the power ratio of each
reverberant speech signal to the sum of the additive noise signals to 10 dB.

We set the frame length and the shift to 32 and 8 ms and used a Hann window for analysis. The sampling
frequency was 16 kHz. For WPE, the prediction delay and order were set at D = 2 and L = 10. In the iterative
optimization, we adopted different iteration numbers for updating IVA/IVE and for updating WPE to compensate
their different convergence property [15]. We updated IVA and IVE 50 times in total, and updated WPE once
in five updates of IVA/IVE. To solve the scale ambiguity of BSS, we applied projection back [20] for all
the methods. To solve the inter-state permutation problem [15], which occurs in BSS with switching filter,
we adopted the blind single-state initialization technique [15]. We used the first and remaining 25 iterations,
respectively, for the single-state initialization and for optimization with switching filter.

In this evaluation, we adopted Signal-to-Distortion Ratio (SDR) as the evaluation metric of the estimation
accuracy [21], which is widely used in source separation research. We used the MUSEVAL V4 toolkit [22] with
its bss_eval_images configuration. As reference signals, we used clean utterance sequences that were convolved
with the initial 32 ms part of the RIRs used for generating the corresponding mixtures.

3.2 Comparison of IVE, swIVE, CIVE, and swCIVE in terms of SDR improvement
Figure 2 shows the SDR improvement obtained by applying IVE, swIVE, CIVE, and swCIVE to TIMIT-
ConvMix using various number of microphones (#Mics) and switching states (#Switching_states), i.e., J = 2
and 3 for swIVE, and (I,J) = (2,2) and (3,3) for swCIVE.

First, comparing IVE and swIVE in Fig. 2 (a), the estimation accuracy was consistently improved by intro-
ducing the switching filter and increasing the number of switching states under all #Mics conditions.

Next, comparing CIVE and swCIVE in Fig. 2 (b), the estimation accuracy was improved by introducing the
switching filter and increasing the number of switching states for #Mics< 6. In contrast, the improvement was
marginal for #Mics≥ 6, and became even negative with (I,J) = (3,3) for #Mics= 8. The accuracy degradation
might be caused by overfitting of the switching filters because the number of filter coefficients in swCIVE
becomes very high as #Mics and #Switching_states are increased.
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Figure 3. Comparison of swIVA, swIVE, swCIVA, and
swCIVE in terms of SDR improvement using various
#Mics and #Switching_states. Source selection post-
processing was also applied to swIVA and swCIVA.

Table 1. Computing times in s required for processing a mixture with length of 13.1 s. Boldface letters indicate
the shortest times required under each #Switching_states and #Mics condition.

IVA IVE swIVA swIVE swIVA swIVE CIVA CIVE swCIVA swCIVE swCIVA swCIVE
J 1 2 3 (I,J) (1,1) (2,2) (3,3)

#Mics #Mics
3 4.6 - 6.6 - 8.4 - 3 10.2 - 24.2 - 42.3 -
4 7.2 6.8 10.5 10.3 13.5 13.4 4 17.8 17.0 41.5 41.9 73.7 75.2
5 11.5 10.0 16.6 14.6 21.9 18.9 5 30.7 28.9 81.0 70.1 154.2 110.1
6 15.9 13.8 22.9 22.3 30.2 26.7 6 48.1 44.4 116.4 109.1 208.2 157.4
7 21.7 14.5 30.5 22.0 41.1 28.7 7 79.2 53.1 213.0 131.5 429.8 231.5
8 30.0 18.6 44.0 27.7 63.6 36.5 8 163.7 101.1 415.7 252.5 797.2 468.1

In summary, swIVE and swCIVE successfully improved SDRs of the separated signals in comparison with
IVE and CIVE except for cases using large #Mics and #Switching_states with swCIVE.

3.3 Comparison of swIVA, swCIVA, swIVE, and swCIVE
3.3.1 In terms of SDR improvement
Figure 3 shows the SDR improvement obtained by applying swIVA, swIVE, swCIVA, and swCIVE when using
various #Mics and #Switching_states, i.e., (a) J = 2 and (b) J = 3 for swIVA and swIVE, and (c) (I,J) = (2,2)
and (d) (I,J) = (3,3) for swCIVA and swCIVE.

For fair comparison we applied source selection post-processing after swIVA and swCIVA separated as many
signals as microphones at each #Mics conditions. We selected the signals that maximize the likelihood function
defined for the optimization of IVE (or CIVE) as the target sources.

As shown in the figure, swIVE achieved the almost same performance as swIVA for all #Mics conditions
except for #Mics= 8. Also, swCIVE was comparable to or even slightly better than swCIVA.

3.3.2 In terms of computational cost
Table 1 shows computing times required for all the methods to process a mixture with length of 13.1 s. The
processing code was implemented by Python version 3.7 and ran on a linux computer with a single thread.

First, swIVE and swCIVE almost always reduced the computing times in comparison with swIVA and
swCIVA under each #Mics and #Switching_states condition. The reduction becomes more significant when



#Mics and #Switching_states increased. When using swCIVE with #Mics= 4, the computing times were in-
creased from using swCIVA, but the increase was rather minor.

The results shown in Fig. 3 and Table 1 indicate that swIVE and swCIVE reduced the computational cost
of swIVA and swCIVA without degrading the estimation accuracy. In particular, the proposed methods were ef-
fective to mitigate the rapid increase in the computational cost by swIVA and swCIVA occurring as the increase
of #Mics and #Switching_states.

4 CONCLUDING REMARKS
This paper newly developed swIVE and swCIVE by introducing the switching filter to two BSS algorithms, IVE
and CIVE. The switching filter is a recently proposed versatile technique for improving the accuracy of linear
filtering that estimates audio sources from a captured signals with time-varying characteristics. The technique
has been shown to work effectively with conventional BSS techniques, IVA and CIVA. Experiments showed
that the proposed methods successfully improved the accuracy of source extraction in comparison with IVE
and CIVE in terms of SDR improvement. Also, the proposed methods greatly reduced the computational cost
required for swIVA and swCIVA without degrading the accuracy of the estimation. These results clearly demon-
strate the superiority of the proposed methods over the conventional methods.
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ABSTRACT
Background noise, interfering sources and reverberation may degrade speech quality and speech intelligibility
in hearing aid applications. In this contribution, we consider binaural hearing aids and compare several multi-
microphone algorithms for joint dereverberation, interferer and noise reduction and preservation of binaural
cues based on convolutional beamforming. Convolutional beamforming is a multi-frame filtering approach
which can be interpreted as a combination of multi-channel linear prediction (focusing on dereverberation) and
linearly constrained minimum power beamforming (focusing on interferer and noise reduction). We propose to
adaptively optimize the convolutional beamformer coefficients by incorporating an exponential window into a
sparsity-promoting ℓp-norm cost function, enabling to track a moving target speaker. In this contribution, we
compare different model-based methods to estimate the required parameters for the convolutional beamformer,
in particular the relative transfer functions and covariance matrices of the coherent sources. For a static and a
moving target speaker the performance of the considered estimation methods is evaluated based on objective
measures for dereverberation, interferer and noise reduction.

Keywords: Dereverberation, Noise & Interferer Reduction, Adaptive Convolutional Beamforming, Non-
Stationary Scenario

1 INTRODUCTION
In many hands-free communication systems such as hearing aids, mobile phones and smart speakers, interfer-
ing sounds, ambient noise and reverberation may degrade the speech quality and intelligibility of the recorded
microphone signals [3]. To enhance speech quality and intelligibility, many multi-microphone speech enhance-
ment methods aiming at noise and interferer reduction and dereverberation have been proposed in the last
decades [5, 21]. For many of these methods, both non-adaptive versions with time-invariant parameters as
well as adaptive versions with time-varying parameters exist. In this contribution we specifically consider bin-
aural hearing aids, where besides enhancing the desired speech signal it is often also desired to preserve the
binaural cues, which provide spatial awareness of the acoustic scene for the listener [13].

A commonly used multi-microphone noise reduction method is the minimum power distortionless response
(MPDR) beamformer [20], which aims at minimizing the output power while leaving the desired speech compo-
nent undistorted. The linearly constrained minimum power (LCMP) beamformer generalizes the MPDR beam-
former by providing the possibility to impose multiple linear constraints, e.g., to perform controlled reduction of
the interfering sources [8]. Often the constraints are formulated in terms of the relative transfer function (RTF)
vectors of the target speaker and the interfering sources [14].

To achieve dereverberation, the weighted prediction error (WPE) method [17] and its generalization using
sparse priors [11] are commonly employed. WPE uses a convolutional filter, applied to a number of past frames
in the short-time Fourier transform (STFT) domain, to estimate and subtract the late reverberation component
from the reference microphone signal. Since the WPE cost function does not have an analytic solution, it has
been proposed to use iterative alternating optimization schemes. In [10, 22] adaptive versions of the WPE algo-
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rithm have been proposed, e.g., by incorporating an exponential window into the cost function and incorporating
an additional constraint to prevent overestimation of the late reverberation component [10].

Aiming at joint dereverberation and noise reduction, it has been proposed to perform multiple-input multiple-
output (MIMO)-WPE before MPDR beamforming in a cascade system [4]. By unifying the optimization of the
convolutional WPE filter and the MPDR beamformer, the so-called weighted power minimization distortionless
response (WPD) beamformer [16] and its generalization using sparse priors [7] were shown to outperform cas-
cade systems. The unified WPD beamformer can be optimized similarly to the WPE filter with an additional
distortionless constraint using the relative transfer functions (RTFs) of the target speaker. In [15] two adaptive
versions of the WPD beamformer have been proposed.

Aiming at joint dereverberation, reduction of interfering sources and noise and preservation of the binaural
cues of all sources, the weighted binaural linearly constrained minimum power (wBLCMP) beamformer in [1]
generalizes the WPD beamformer by unifying the optimization of the convolutional WPE filter and the LCMP
beamformer. To enable tracking of spatial changes in the acoustic scene, e.g., a moving target speaker, an
adaptive version was derived in [6] by incorporating an exponential window into the cost function. A general-
ization of the wBLCMP beamformer was proposed in [6, 7]. This generalization incorporates sparse priors to
explicit control the sparsity of the STFT coefficients using an ℓp-norm cost function. In this contribution, we
evaluate different versions of the wBLCMP beamformer in terms of objective speech enhancement performance
measures. More in particular, we compare different initializations (single-channel & multi-channel), different
sparsity levels and a non-adaptive version with an adaptive version using different adaptation speeds.

2 SIGNAL MODEL
We consider J acoustic sources captured by a binaural hearing aid setup with M/2 microphones on each hearing
aid in a noisy and reverberant acoustic environment (with J < M). Without loss of generality, the first source
( j = 1) is considered to be the target speaker and the remaining J −1 sources are considered to be interfering
sources. The STFT coefficients of the microphone signals at time frame t are denoted as

yt =
[
y1,t · · · yM,t

]T
∈ CM×1, (1)

with (·)T denoting the transpose operator. In (1) the frequency index has been omitted since it is assumed
that each frequency subband is independent and hence can be processed individually. Similarly as in [1, 7, 11,
15, 16], the multi-channel signal yt in (1) is modeled as the sum of each source signal s j,t convolved with its

(possibly time-varying) multi-channel convolutive transfer function (CTF) matrix A j,t =
[
a j,t,0 · · · a j,t,La−1

]
∈

CM×La plus background noise nt ∈ CM×1, where La denotes the number of taps of the CTFs. By splitting the
CTFs into early reflections and late reverberation using the integer parameter τ , the reverberant signal for the
j-th source can be decomposed into its direct component d j,t ∈ CM×1 (including early reflections) and its late
reverberation component r j,t ∈ CM×1, i.e.

yt =
J

∑
j=1

La−1

∑
l=0

a j,t,ls j,t−l + nt =
J

∑
j=1

τ−1

∑
l=0

a j,t,ls j,t−l︸ ︷︷ ︸
:=d j,t

+
J

∑
j=1

La−1

∑
l=τ

a j,t,ls j,t−l︸ ︷︷ ︸
:=r j,t

+ nt . (2)

We assume that the direct component for the j-th source d j,t can be approximated using the multiplicative
transfer function (MTF) vector v j,t ∈ CM×1 as [2]

d j,t ≈ v j,ts j,t = ṽ j,m,td j,m,t with ṽ j,m,t = v j,t/v j,m,t ∈ CM×1 and m ∈ {1, ...,M}, (3)

where d j,m,t denotes the direct component of the j-th source in the reference microphone m at time frame t
and the vector ṽ j,m,t denotes the (possibly time-varying) RTF vector for the j-th source, where v j,m,t is the m-th
entry of v j,t .



3 SPARSE WBLCMP BEAMFORMER
To obtain an estimate of the direct component of the target speaker d1,ν ,t in the left and right reference mi-
crophone, denoted by ν ∈ {L,R}, it has been proposed in [1, 6, 7, 15, 16] to apply a convolutional filter
h̄ν ,t ∈ CM(Lh−τ+1)×1 to the stacked noisy STFT vector ȳt , i.e.

d̂1,ν ,t = h̄H
ν ,t ȳt with ȳt =

[
yT

t | yT
t−τ · · · yT

t−Lh+1

]T
∈ CM(Lh−τ+1)×1, (4)

where (·)H denotes the conjugate transpose operator and Lh denotes the filter length. It should be noted that the
stacked noisy STFT vector ȳt only includes a subset of the Lh most recent frames, i.e. it includes the current
frame but excludes the preceding τ −1 frames, aiming at preserving the early reflections.

3.1 Conventional non-adaptive wBLCMP
Assuming that all CTFs and MTFs and the convolutional filter h̄ν ,t do not change over time, i.e. h̄ν ,t = h̄ν for all
time frames t ∈ {1, . . . ,T}, a non-adaptive version of the wBLCMP beamformer aiming at joint dereverberation,
noise and interferer reduction has been derived in [1]. Assuming that the direct component of the target speaker
follows a zero mean complex circular Gaussian distribution with a time-varying variance λn = |d1,ν ,n|2, the
convolutional filter in (4) is computed by minimizing the negative log-likelihood function subject to a linear
constraint for each source using their RTFs defined in (3), i.e.

argmin
h̄ν

T

∑
n=1

lnλn +

∣∣d̂1,ν ,n
∣∣2

λn
s.t. h̄H

ν v̄ j,ν = β j ∀ j ∈ {1, . . . ,J} with v̄ j,ν =
[
ṽT

j,ν 0T
]T

, (5)

where 0 denotes a vector containing M (Lh − τ) zeros and β j denotes a scaling factor for the direct component
of the j-th source. The scaling factor β1 is usually set to 1, corresponding to a distortionless constraint for the
target speaker, whereas all other scaling factors are usually chosen to be close to 0, aiming at suppressing the
interfering sources.

3.2 Generalized sparse wBLCMP
A generalization of the cost function in (5) was proposed in [7], aiming at explicitly taking into account that
the STFT coefficients of the direct component of the target speaker are sparser than the STFT coefficients of
the noisy reverberant mixture recorded by the microphones. In [7], the convolutional filter in (4) is optimized
using an ℓp-norm cost function instead of (5), i.e.

argmin
h̄ν

T

∑
n=1

∣∣d̂1,ν ,n
∣∣p = T

∑
n=1

∣∣h̄H
ν ȳn
∣∣p (6)

where p ∈ (0,2] denotes the so-called shape parameter. This parameter determines the sparsity of the cost
function, where small values of p promote sparsity. It should be noted that for 0 < p < 1 this cost function is
non-convex.

3.3 Adaptive sparse wBLCMP
To deal with time-varying acoustic scenarios, e.g., moving sources, an adaptive version of the wBLCMP beam-
former was derived in [6] by incorporating an exponential window into the cost function in (6). The resulting
minimization problem for each time frame t is given by

argmin
h̄ν ,t

t

∑
n=1

γ
t−n∣∣d̂1,ν ,n

∣∣p = t

∑
n=1

γ
t−n∣∣h̄H

ν ,t ȳn
∣∣p s.t. h̄H

ν ,t v̄ j,ν ,t = β j ∀ j ∈ {1, . . . ,J}, (7)

where the smoothing parameter γ ∈ (0,1] allows adaptation to time-varying CTFs and MTFs. Note that the cost
function in (7) reduces to the cost function in (6) for γ = 1 and t = T . Therefore, the following derivations for
the adaptive version in (7) also hold for the non-adaptive version in (6).



3.4 Filter Optimization
In [6, 7, 10] an iteratively reweighted least squares (IRLS) procedure has been presented to solve the minimiza-
tion problem in (7). The basic idea is to replace the non-convex ℓp-norm minimization problem with a series
of convex ℓ2-norm minimization subproblems, which have an analytic solution.

3.4.1 Constrained ℓ2-Norm Subproblem Minimization

In each frame, the non-convex cost function in (7) is replaced with a convex weighted ℓ2-norm cost function,
i.e.

argmin
h̄ν ,t

t

∑
n=1

γ
t−nwn

∣∣d̂1,ν ,n
∣∣2 = T

∑
n=1

γ
t−nwn

∣∣h̄H
ν ,t ȳn

∣∣2, (8)

where the weights wn are real-valued and positive. The filter minimizing (8) subject to the linear constraints in
(7) is equal to

h̄ν ,t = R̄−1
y,t C̄t

(
C̄H

t R̄−1
y,t C̄t

)−1 BC̄H
t eν with R̄y,t =

t

∑
n=1

γ
t−nwnȳnȳH

n and C̄t =
[
v̄1,ν ,t · · · v̄J,ν ,t

]
, (9)

where R̄y,t denotes the weighted noisy spatio-temporal covariance matrix (STCM) of the stacked microphone

signals, C̄t denotes the constraint matrix containing the RTF vectors for all sources, B= diag
([

β1 · · · βJ

]T
)

contains the scaling factors for all sources, and eν is a selection vector with its entry corresponding to the left
or right reference microphone equal to 1 and all other entries equal to 0. Assuming that the weights wn of past
frames n ∈ {1, . . . , t −1} are well estimated, the weighted noisy STCM R̄y,t in (9) in frame t can be effectively
computed by a recursive update, i.e. R̄y,t = γR̄y,t−1 +wt ȳt ȳH

t . Since only the inverse of the weighted noisy
STCM is required in (9), it is more efficient to use an update formula for R̄−1

y,t based on the Woodbury matrix
identity, i.e.

R̄−1
y,t =

1
γ

(
R̄−1

y,t−1 −
wtR̄−1

y,t−1ȳt ȳH
t R̄−1

y,t−1

γ +wt ȳH
t R̄−1

y,t−1ȳt

)
(10)

3.4.2 Weight Estimation / Update

Similarly as in [7, 11], in each frame the weight wt in (10) is estimated as

wt =

(
∑
ν

∣∣d̂1,ν ,t
∣∣2) p

2 −1

=

(
∑
ν

∣∣h̄H
ν ,t ȳt

∣∣2) p
2 −1

, (11)

such that (8) is a first-order approximation of (7). It should be noted that the shape parameter p only affects
the weight update in (11). Setting p = 0 corresponds to the conventional wBLCMP beamformer described in
Section 3.1 using the time-varying Gaussian model in (5).

Weight Initialization In each iteration of the IRLS procedure, first the convolutional filter in (9) is estimated,
based on which the weights in (11) are updated. These weight updates modify the estimation of the convo-
lutional filter in the next iteration. However, the update equation (11) depends on the estimate of the direct
component of the target speaker, which is obviously not available in the first iteration. A single-channel (SC)
initialization and a multi-channel (MC) initialization using the noisy reverberant microphone signals are dis-
cussed in [7] i.e.

w(SC)
t,1 =

1

|yν ,t |2−p and w(MC)
t,1 =

M

∥yt∥2−p
2

. (12)



3.5 RTF Estimation
The wBLCMP beamformer in (9) requires estimates of the RTFs for each source, which can be obtained using
the covariance whitening method [14]. It has been shown in [15] that performing RTF estimation on multi-
channel dereverberated signals zt , obtained by a MIMO-WPE preprocessing stage, is beneficial, since the MTF-
based model in (3) assumes short transfer functions for the direct component. The RTF vector of the j-th
source can then be estimated based on the generalized eigenvalue decomposition of the dereverberated noisy
covariance matrix R j,t of that source and the dereverberated covariance matrix Rv, j,t of all other sources and
the background noise.

4 EXPERIMENTAL RESULTS
In this section we evaluate the performance of different versions of the wBLCMP beamformer. In Section 4.1
we consider a stationary acoustic scenario with a static target speaker, whereas in Section 4.2 we consider a
non-stationary scenario with a switching target speaker.

4.1 Static Target Speaker
In this section, we compare the performance of the non-adaptive version of the conventional wBLCMP beam-
former with the sparse wBLCMP beamformer for an acoustic scene featuring a static target speaker and diffuse
noise. More in particular, we evaluate the influence of the shape parameter p and different weight initializations.

4.1.1 Dataset, Evaluation Metrics and Analysis Conditions
We used the simulated data of the development set of the REVERB challenge [12] with sampling frequency
fs = 16kHz. The dataset simulates a circular microphone array with 8 channels in six different reverberation
conditions resulting from two speaker-to-microphone distances (50cm and 200cm) and three different rever-
beration times (T60 ∈ {0.3s,0.6s,0.7s}). After convolving clean utterances with one of the six room impulse
responses, stationary diffuse background noise was added at a signal-to-noise ratio of 20dB. As objective
performance measures we computed perceptual evaluation of speech quality (PESQ) and frequency-weighted
segmental signal-to-noise ratio (FWSSNR) scores [19, 9], where we used the clean speech signal st as the ref-
erence signal. The algorithm used an STFT-framework with 32ms sqrt-Hann windows and 25% overlap. The
prediction delay and filter length were set to τ = 4 frames (corresponding to 32ms) and Lh = 12 frames (cor-
responding to 96ms), respectively. The RTF vector ṽm was estimated blindly using the covariance whitening
(CW) method [14], assuming that noise-only frames are present in the first 225ms and the last 75ms were used
to estimate the noise covariance matrix Rn.

4.1.2 Results
Fig. 1 shows the average PESQ and FWSSNR improvement vs. the number of iterations of the ℓp-norm WPD
beamformer for different shape parameters p and weight initializations (see Section 3.4.2). First, the results
show that for all considered parameter choices the speech quality is improved in terms of PESQ and FWSSNR
compared to the noisy reference microphone signal. Second, the results after I = 10 iterations show that for both
initializations a shape parameter of p = 0.5 outperforms the conventional method with p = 0, which stronger
promotes sparsity, and p = 1, which promotes sparsity less, in terms of PESQ and FWSSNR improvement,
except for the FWSSNR improvement of the conventional method for the multi-channel initialization. Third, it
can be observed that the multi-channel initialization consistently outperforms the single-channel initialization in
terms of convergence speed and for the conventional method (p = 0) also in terms of performance after I = 10
iterations.

4.2 Switching Target Speaker
In this section, we compare the performance of the adaptive version of the wBLCMP beamformer (Sec. 3.3)
with the non-adaptive version (Sec. 3.1) using different shape parameters p for a spatially non-stationary acous-
tic scenario where the target speaker suddenly switches position.
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4.2.1 Acoustic scenario
We considered 2 behind-the-ear hearing aids with 2 microphones each, mounted on a dummy head located
approximately in the center of an acoustic laboratory (7m×6m×2.7m) with a reverberation time T60 ≈ 510ms.
The acoustic scenario consists of one target speaker (which suddenly switches position), one static interfering
speaker and background noise. The target and interfering speech components at the microphones were generated
by convolving clean speech signals with room impulse responses measured from loudspeakers at about 2m from
the dummy head at a sampling frequency of fs =16 kHz. The target speaker at position 1 (0◦, front of dummy
head) is a male speaker which is active in the interval [2s,20.4s], whereas the target speaker at position 2
(90◦, right of dummy head) is a female speaker which is active in the interval [20.4s,39s]. The interfering
speaker is a male speaker which is located at −120◦ and is active in the interval [1s,39s]. Quasi-diffuse babble
noise, which is constantly active, was generated by playing back cafeteria noise using 4 loudspeakers facing the
corners of the laboratory. The noisy mixture is constructed at a broadband signal-to-noise ratio (SNR) of 0dB
and a broadband signal-to-interferer ratio (SIR) of 0dB for both target positions. Note that there is a noise-only
period in the interval [0s,1s] and a noise-plus-interferer period in the interval [1s,2s].

4.2.2 Algorithm Settings
The wBLCMP beamformer used an STFT-framework with 32ms sqrt-Hann windows and 50% overlap. We
compared the performance of two shape parameters (p = 0 and p = 0.5). The filter length Lh and the predic-
tion delay τ in (4) were set to 16 frames (corresponding to 256ms) and 3 frames (corresponding to 48ms),
respectively. The scaling factors of the target speaker and the interfering speaker in (5) were set to β1 = 0dB
and β2 = −20dB, respectively. For the adaptive versions, different time constants were evaluated between
tγ = [100ms,1500ms], where the corresponding smoothing parameter was computed as γ = e−ts/tγ . The noise-
plus-interferer covariance matrix Rv,2 and the RTF vector of the interfering source ṽ2,ν were fixed after the first
2s, whereas the covariance matrix and the RTF vector of the target speaker were adaptively tracked.

4.2.3 Objective Speech Enhancement Measures
As objective performance measures we used the FWSSNR [9] and the signal-to-reverberation ratio (SRR) [18],
averaged across the left and right output signal. As reference signal for FWSSNR and SRR we used the direct
target speech component including early reflections (first 50ms of the room impulse responses) at the left and
right reference microphones.



4.2.4 Results
Fig. 2 compares the FWSSNR and SRR improvements (difference between scores for input and output signals)
for different time constants tγ of the adaptive version and the non-adaptive version of the wBLCMP beamformer
using two different shape parameters (p = 0 and p = 0.5). It can be clearly observed that for the considered
switching-target scenario the adaptive version of the wBLCMP beamformer outperforms the non-adaptive version
in terms of both performance measures for almost all time constants. The best SRR improvement is obtained
using a time constant of roughly tγ = 450ms, whereas the FWSSNR improvement is generally higher for shorter
time constants. The shape parameter p = 0.5 yields better SRR improvements especially for larger time con-
stants, whereas the shape parameter p = 0, corresponding to the conventional cost function in (5), yields slightly
better FWSSNR improvements.

5 CONCLUSIONS
In this contribution we evaluated different versions of the wBLCMP beamformer in terms of weight initial-
ization, sparsity promoting shape parameter, and adaptation speed. It was shown that multi-channel weight
initialization yields faster and better convergence than single-channel weight initialization. Furthermore, using
a shape parameter p = 0.5 slightly improves performance in terms of PESQ and SRR compared to the con-
ventional method with p = 0. Finally, for a non-stationary scenario with a switching target speaker the results
clearly show that the adaptive version of the wBLCMP beamformer outperforms the non-adaptive version.
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ABSTRACT

The so-called independent low-rank matrix analysis (ILRMA) has demonstrated a great potential for dealing
with the problem of determined blind source separation (BSS) for audio and speech signals. This method
assumes that the spectra from different frequency bands are independent and the spectral coefficients in any
frequency band are Gaussian distributed. The Itakura-Saito divergence is then employed to estimate the source
model related parameters. In reality, however, the spectral coefficients from different frequency bands may be
dependent, which is not considered in the existing ILRMA algorithm. This paper presents an improved version
of ILRMA, which considers the dependency between the spectral coefficients from different frequency bands.
The Sinkhorn divergence is then exploited to optimize the source model parameters. As a result of using the
cross-band information, the BSS performance is improved. But the number of parameters to be estimated also
increases significantly, and so is the computational complexity. To reduce the algorithm complexity, we apply
the Kronecker product to decompose the modeling matrix into the product of a number of matrices of much
smaller dimensionality. An efficient algorithm is then developed to implement the Sinkhorn divergence based
BSS algorithm and the complexity is reduced by an order of magnitude.

Keywords: Independent low-rank matrix analysis (ILRMA), Blind source separation (BSS), Sinkhorn
distance, Kronecker product.

1 INTRODUCTION
Multichannel blind source separation (BSS) refers to the problem of estimating source signals from their mixtures
observed by an array of sensors without using any prior information about the mixing system [1]. For audio
and speech applications [2], the problem can be divided into two cases: underdetermined and determined. The
former refers to the case where the number of sensors in the array is less than the number of sources. In this
case, the problem cannot be solved without additional information or constraints [3, 4]. The latter refers to the
scenario where the number of sensors is greater than or equal to the number of sources. In this case, separation
can be achieved by identifying the demixing system from only the observation signals. This work focus on the
latter case, i.e., the determined BSS for audio and speech signals.

In audio and speech applications, the signal observed at every sensor is a mixture of all the source signals
convolved with the corresponding acoustic channel impulse responses. As the acoustic channel impulse responses
are usually very long (it is not uncommon to have a few thousands of points), this convolutive mixing process
make it challenging and difficult to achieve source separation directly in the time domain from the perspectives
of accuracy, robustness, and complexity. A widely adopted approach to circumventing this issue is to transform
the time-domain signals into the time-frequency domain using the short-time fourier transform (STFT), thereby
converting the convolutive mixing problem into one of instantaneous mixing. Consequently, majority of efforts
in audio and speech BSS have been focused in the STFT domain. Many methods and algorithms have been
developed in this domain over the last few decades and the representative ones include the so-called independent
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component analysis (ICA) [8] and independent vector analysis (IVA) [9, 10]. In comparison, IVA based
methods are more appropriate than ICA for dealing with audio BSS in the STFT domain as it dramatically
mitigates the permutation problem. While they have demonstrated reasonably good performance, the classical
IVA algorithms do not take advantage of the structural information in the source spectra, which are useful
to improve BSS performance. To exploit such information, Daichi et al. proposed an independent-low-rank-
matrix-analysis (ILRMA) method [5], which utilizes nonnegative matrix factorization (NMF) to decompose the
given spectrogram as the product between basis and temporal activation matrices. By assuming that the spectral
components from different frequency bands are independent and the spectral coefficients in any frequency band
are Gaussian distributed, this method employs the Kullback-Leibler (KL) or Itakura-Saito (IS) divergence as the
cost function to estimate the parameters of the NMF-based source model.

However, the spectral components of the same source from different frequency bands may be correlated as
demonstrated in the literature of noise reduction [6, 7], which is not considered in the ILRMA algorithm. This
paper presents an improved version of ILRMA, which takes advantage of the cross-band dependency of spectra
to improve BSS performance. We adopt the Sinkhorn divergence [11], [13], [14] as the cost function to optimize
the parameters of the NMF-based source model, resulting in a Sinkhorn divergence based ILRMA (SDILRMA)
algorithm. Since the cross-band information is used, SDILRMA is able to improve the BSS performance. But
the number of parameters to be estimated also increases significantly, and so is the computational complexity.
To reduce the number of parameters and the algorithm complexity, we subsequently apply the Kronecker product
tool [15, 16] to decompose the modeling matrix into the product of a number of matrices of much smaller
dimensionality, leading to a simplified SDILRMA, which is computationally more efficient than its original
counterpart and is able produce better performance than ILRMA.

2 SIGNAL MODEL AND PROBLEM FORMULATION
Suppose that there are 𝑁 sources in the sound field and we use a microphone array consisting of 𝑀 sensors to
pick up the signals. The observation signal at the 𝑚th microphone and time index 𝑗 is then

𝑥𝑚 ( 𝑗) =
𝑁∑︁
𝑛=1

𝑎𝑛𝑚 ( 𝑗) ∗ 𝑠𝑛 ( 𝑗), (1)

where 𝑠𝑛 ( 𝑗) denotes the 𝑛th source signal and 𝑎𝑛𝑚 ( 𝑗) is the acoustic impulse response from the 𝑛th source to
the 𝑚th sensor.

Transforming both sides of (1) into the short-time Fourier transform (STFT) domain and rearranging the
results into a vector form gives

x 𝑓 ,𝑡 =
𝑁∑︁
𝑛=1

a𝑛, 𝑓 𝑆𝑛, 𝑓 ,𝑡

=

𝑁∑︁
𝑛=1

x𝑛, 𝑓 ,𝑡 ,

(2)

where 𝑆𝑛, 𝑓 ,𝑡 is the STFT of 𝑠𝑛 ( 𝑗), x 𝑓 ,𝑡
△
=

[
𝑋1, 𝑓 ,𝑡 , · · · , 𝑋𝑀, 𝑓 ,𝑡

]𝑇 ∈ C𝑀 with 𝑋𝑚, 𝑓 ,𝑡 being the STFT of 𝑥𝑚 ( 𝑗),
a𝑛, 𝑓

△
=

[
𝐴𝑛,1, 𝑓 , · · · , 𝐴𝑛,𝑀, 𝑓

]𝑇 with 𝐴𝑛,𝑚, 𝑓 denoting the acoustic transfer function, the superscript 𝑇 denotes the
transpose operator, 𝑓 and 𝑡 denote, respectively, the frequency and frame indices, and x𝑛, 𝑓 ,𝑡

△
= a𝑛, 𝑓 𝑆𝑛, 𝑓 ,𝑡 , whose

elements are often called the source images.
The signal model in (2) can be rearranged into a more compact form as

x 𝑓 ,𝑡 = A 𝑓 s 𝑓 ,𝑡 , (3)

where A 𝑓
△
=

[
a1, 𝑓 , · · · , a𝑛, 𝑓

]
∈ C𝑀×𝑁 is called the mixing matrix, and s 𝑓 ,𝑡

△
=

[
𝑆1, 𝑓 ,𝑡 , · · · , 𝑆𝑁, 𝑓 ,𝑡

]𝑇 is a vector
consisting of the 𝑁 source signals. Now, the problem of BSS becomes one of identifying a demixing matrix
such that

y 𝑓 ,𝑡 = D 𝑓 x 𝑓 ,𝑡 , (4)



where D 𝑓 =
[
d1, 𝑓 , · · · , d𝑁, 𝑓

]
∈ C𝑁×𝑀 denotes the demixing matrix, and y 𝑓 ,𝑡 is an estimate of s 𝑓 ,𝑡 (up to a

scale and permutation). Note that if the mixing matrix A 𝑓 =
[
a1, 𝑓 , . . . ,a𝑛, 𝑓

]
∈ C𝑀×𝑁 is not singular as assumed

in such methods as ILRMA, the demixing matrix should be the inverse of the mixing matrix A 𝑓 .
To achieve this identification, some source model has to be assumed. The so-called spherically invariant

random processing (SIRP) model has been widely used in BSS for speech signals [19]. With this model, the
multivariate probability density function can be derived from the corresponding univariate probability density
function and the correlation matrices [18, 20]. As a particular case of SIRP, the local Gaussian model has
gained much attention, in which the source spectrum in every time-frequency (TF) bin is modeled as a time-
varying complex Gaussian distribution [17] and the spectral components from different frequency bins and time
frames are assumed to be mutually independent, and as a result, 𝑠𝑛, 𝑓 ,𝑡 follows a zero-mean complex Gaussian
distribution with a time-varying variance _𝑛, 𝑓 ,𝑡 , i.e.,

𝑠𝑛, 𝑓 ,𝑡 ∼ NC
(
0,_𝑛, 𝑓 ,𝑡

)
. (5)

The critical parameter of this source model is the time-varying variance _𝑛, 𝑓 ,𝑡 , which needs to be estimated.
One way to achieve such estimation is through NMF, in which the variance matrix of every source is modeled as
a low-rank approximation of the product of a basis matrix and an activation matrix. Given _𝑛, 𝑓 ,𝑡 , the variance
matrix is defined as

𝝀𝑛
△
=


_𝑛,1,1 . . . _𝑛,1,𝑇
...

. . .
...

_𝑛,𝐹,1 . . . _𝑛,𝐹,𝑇


, (6)

which consists of the time-varying variance for all the time frames (the total number of frames is denoted as 𝑇)
and frequencies bins (the number of frequency bins is denoted as 𝐹). The the low-rank approximation is then
expressed as

𝝀𝑛 ≈W𝑛H𝑛, (7)

where

W𝑛 =


𝑤𝑛,1,1 . . . 𝑤𝑛,1,𝐾
...

. . .
...

𝑤𝑛,𝐹,1 . . . 𝑤𝑛,𝐹,𝐾


, (8)

H𝑛 =


ℎ𝑛,1,1 . . . ℎ𝑛,1,𝑇
...

. . .
...

ℎ𝑛,𝐾,1 . . . ℎ𝑛,𝐾,𝑇


, (9)

are, respectively, the basis and activation matrices, and 𝐾 denotes the number of basis vectors. With this
approximation, the estimation of the time-varying variances, i.e., _𝑛, 𝑓 ,𝑡 , for all the time frames and frequency
bins is converted to a problem of estimating the basis and activation matrices, which will be discussed in the
next section.

From (2) and (5), one can check that x𝑛, 𝑓 ,𝑡 follows a multivariate complex Gaussian distribution, i,e,.

x𝑛, 𝑓 ,𝑡 ∼ NC
(
0, _𝑛, 𝑓 ,𝑡R𝑛, 𝑓

)
, (10)

where 0 is column vector with all its elements being 0, R𝑛, 𝑓
△
= 𝐸

[
x𝑛, 𝑓 ,𝑡x𝐻𝑛, 𝑓 ,𝑡

]
is the spatial covariance matrix

for the 𝑛th source. If one approximates this matrix as R𝑛, 𝑓 = a𝑛, 𝑓 a𝐻𝑛, 𝑓 , the model degenerates to a rank-1 spatial
model. Given R𝑛, 𝑓 , one can be check that the observation signal vector x 𝑓 ,𝑡 follows the following distribution:

x 𝑓 ,𝑡 ∼ NC

(
0,

𝑁∑︁
𝑛=1

_𝑛, 𝑓 ,𝑡R𝑛, 𝑓

)
. (11)



3 SINKHORN DIVERGENCE BASED MODEL PARAMETER ESTIMATION
Generally, the NMF based source model adopts the IS divergence as the cost function for optimization. For the
ILRMA algorithm, the cost function, which is denoted as LILRMA, is the sum of the logarithmic conditional
probability 𝑝

(
X 𝑓 ,𝑡 |_𝑛, 𝑓 ,𝑡 ,D 𝑓

)
, i.e.,

LILRMA =

𝐹∑︁
𝑓 =1

𝑇∑︁
𝑡=1

log
[
𝑝
(
X 𝑓 ,𝑡

��_𝑛, 𝑓 ,𝑡 ,D 𝑓

) ]
=

𝐹∑︁
𝑓 =1

𝑇∑︁
𝑡=1

logNC

(
X 𝑓 ,𝑡

�����0, 𝑁∑︁
𝑛=1

_𝑛, 𝑓 ,𝑡a𝑛, 𝑓 a𝐻𝑛, 𝑓

)
= −

𝐹∑︁
𝑓 =1

𝑇∑︁
𝑡=1

Tr
[
y𝐻𝑓 ,𝑡D

−𝐻
𝑓

(
D𝐻𝑓 𝚲

−1
𝑓 ,𝑡D 𝑓

)
D−1
𝑓 y 𝑓 ,𝑡

]
+𝑇

𝐹∑︁
𝑓 =1

log
���D 𝑓D𝐻𝑓

���− 𝐹∑︁
𝑓 =1

𝑇∑︁
𝑡=1

log
��𝚲 𝑓 ,𝑡

��+Cst

= −
𝐹∑︁
𝑓 =1

𝑇∑︁
𝑡=1

[
𝑁∑︁
𝑛=1

��𝑦𝑛, 𝑓 ,𝑡 ��2∑𝐾
𝑘=1𝑤𝑛, 𝑓 ,𝑘ℎ𝑛,𝑘,𝑡

+
𝑁∑︁
𝑛=1

log

(
𝐾∑︁
𝑘=1

𝑤𝑛, 𝑓 ,𝑘ℎ𝑛,𝑘,𝑡

)]
+2𝑇

𝐹∑︁
𝑓 =1

log
��D 𝑓

��+Cst, (12)

where 𝚲 𝑓 ,𝑡 = Diag
(
_1, 𝑓 ,𝑡 , . . . , _𝑁, 𝑓 ,𝑡

)
is a diagonal matrix. Note that the first term on the right-hand side of

the last line in (12) denotes the source model, which can also be viewed as the IS divergence between the
low-rank approximated spectra and the estimated source spectra for every source, and the second term denotes
the spatial model.

It is seen from (12) that the spectra from different frequency bins are treated independently. In practice, the
spectral components of the same source from different frequency bins may be correlated [6, 7]. In what follows,
we introduce the Sinkhorn divergence based source model to replace the first term on the right-hand side of
the last line in (12) so the cross-band information is used to estimate the model parameters. Specifically, the
Sinkhorn divergence is expressed as

𝐷S
(
Y𝑛 ·Y∗𝑛 | 𝝀𝑛

)
=

𝑇∑︁
𝑡=1

min
P𝑡

⟨P𝑡 ,C⟩ −
1
`
𝐻 (P𝑡 ) s. t. P𝑡1 = y𝑛,𝑡 ·y∗𝑛,𝑡 , P𝑡1𝑇 = 𝝀𝑛,𝑡 , (13)

where ⟨⟩ denotes the inner product between two matrices, · denotes the Hadamard Product (element-wise Mul-
tiplication), P𝑡 ∈𝑈

(
y𝑛,𝑡 ·y∗𝑛,𝑡 ,𝝀𝑛,𝑡

)
denotes the transport matrix with [P𝑡 ]𝑖 𝑗 describing the frequency component

migrates from the 𝑖th frequency bin of y𝑛,𝑡 · y∗𝑛,𝑡 to the 𝑗 th subband of 𝝀𝑛,𝑡 , 1 ∈ R𝐹 is the all-one vector,
𝑈

(
y𝑛,𝑡 ·y∗𝑛,𝑡 ,𝝀𝑛,𝑡

)
:=

{
P𝑡 ∈ R𝐹×𝐹+ | P𝑡1 = y𝑛,𝑡 ·y∗𝑛,𝑡 , P𝑇𝑡 1 = 𝝀𝑛,𝑡

}
denotes a transport polytope, which contains all

paths from the estimated source y𝑛,𝑡 ·y∗𝑛,𝑡 to the target parameter 𝝀𝑛, C ∈ R𝐹×𝐹 represents the cost of transport-
ing one unit of the source vector to the target vector, and 𝐻 (P𝑡 ) = −

∑
𝑖, 𝑗 [P𝑡 ]𝑖 𝑗 log [P𝑡 ]𝑖 𝑗 denotes the entropic

regularization term, which enables efficient approximation of the gradient of the Sinkhorn divergence.
Using the Lagrange multiplier method, one can express (13) as

𝐷
`,𝛾

S
(
Y𝑛 ·Y∗𝑛

�� 𝝀𝑛
)
=

𝑇∑︁
𝑡=1

[
min
P𝑡

⟨P𝑡 , C⟩ − 1
`
𝐻 (P𝑡 ) +𝛾𝐷KL

(
P𝑡1

��y𝑛,𝑡 ·y∗𝑛,𝑡 ) +𝛾𝐷KL

(
P𝑡1𝑇

��𝝀𝑛,𝑡 )] , (14)

where 𝝀𝑛,𝑡 =
∑𝐾
𝑘=1 w𝑛,𝑘ℎ𝑛,𝑘,𝑡 , and 𝐷KL (𝑥 |𝑦) = 𝑥 log 𝑥

𝑦
−𝑥 + 𝑦. Note that only a single Lagrange multiplier is used

in (14) to reduce the number of parameters.
The transport matrix P𝑡 should satisfy P𝑡 = diag(u) G diag(v) when optimizing the cost function in (14),

where u =

(
y𝑛,𝑡 ·y∗𝑛,𝑡

P𝑡1

)𝛾`
, v =

(
𝝀𝑛,𝑡

P𝑡1𝑇

)𝛾`
(note that here the fraction between two vectors denotes the element wise

division), and G = exp(−`C− 1). The optimal transport matrix P𝑡 is estimated by a Sinkhorn-like iterative
algorithm.

For the basis matrix W𝑛 and the activation matrix H𝑛, we construct an auxiliary function as

𝐴
(
W𝑛,W★

𝑛

)
=

𝑇∑︁
𝑡=1

∑︁
𝑘1 ,...,𝑘𝐹

∏
𝑓

𝛼 𝑓 ,𝑘 𝑓 𝐷
`,𝛾

S

(
y𝑛,𝑡 ·y∗𝑛,𝑡

�����∑𝐾
𝑘=1 w𝑛,𝑘ℎ𝑛,𝑘,𝑡

𝜶

)
, (15)



𝐴
(
H𝑛,H★𝑛

)
=

𝑇∑︁
𝑡=1

∑︁
𝑘1 ,...,𝑘𝐹

∏
𝑓

𝛽 𝑓 ,𝑘 𝑓 𝐷
`,𝛾

S

(
y𝑛,𝑡 ·y∗𝑛,𝑡

�����∑𝐾
𝑘=1 w𝑛,𝑘ℎ𝑛,𝑘,𝑡

𝜷

)
(16)

where H★𝑛 denotes an auxiliary matrix constructed from H, 𝛼 𝑓 ,𝑘 𝑓 =
𝑤★
𝑛, 𝑓 ,𝑘 𝑓

ℎ𝑛,𝑘 𝑓 ,𝑡∑
𝑘 𝑓
𝑤𝑛, 𝑓 ,𝑘 𝑓

ℎ★
𝑛,𝑘 𝑓 ,𝑡

, and 𝛽 𝑓 ,𝑘 𝑓 =
𝑤𝑛, 𝑓 ,𝑘 𝑓

ℎ★
𝑛,𝑘 𝑓 ,𝑡∑

𝑘 𝑓
𝑤𝑛, 𝑓 ,𝑘 𝑓

ℎ★
𝑛,𝑘 𝑓 ,𝑡

.

Through evaluating the partial derivatives 𝜕𝐴(W𝑛 ,W★
𝑛)

𝜕𝑤𝑛, 𝑓 ,𝑘
and 𝜕𝐴(H𝑛 ,H★

𝑛)
𝜕ℎ𝑛,𝑘,𝑡

, we can obtain the algorithm to estimate
the elements of the basis and activation matrices, i.e.,

𝑤𝑛, 𝑓 ,𝑘 ← 𝑤𝑛, 𝑓 ,𝑘

√√√∑
𝑡 [P𝑡1] 𝑓 ℎ𝑛,𝑘,𝑡

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−2∑
𝑡 [P𝑡1] 𝑓

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−1 , (17)

ℎ𝑛,𝑘,𝑡 ← ℎ𝑛, 𝑓 ,𝑘

√√√∑
𝑓 [P𝑡1] 𝑓 𝑤𝑛, 𝑓 ,𝑘

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−2∑
𝑓 [P𝑡1] 𝑓

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−1 . (18)

The model parameters are optimized in a similar manner as ILRMA [5]. Note, however, computation of the
transport matrix P𝑡 in every frame for the 𝑛th source requires large memory and is computationally expensive.
In the next section, we apply the Kronecker product tool to decompose the transport matrix P𝑡 into a product
of a number of matrices of much smaller dimensionality.

4 MODEL PARAMETER ESTIMATION BASED ON KRONECKER PRODUCT DE-
COMPOSITION

Property 1. (sum of Kronecker product)[15]: Let two matrices be A ∈ R𝑚×𝑚 and B ∈ R𝑛×𝑛, their Kronecker sum
can be expressed as

A⊕B = A⊗ I𝑛 + I𝑚 ⊗B, (19)

where I𝑚 and I𝑛 are identity matrices of size 𝑚×𝑚 and 𝑛×𝑛, respectively, and ⊗ denotes the Kronecker product.

Since the above Kronecker product decomposition is based on two all-one matrices, we name it the all-one
Kronecker product.

Let us decompose the cost matrix C as

C = ⊕𝑄
𝑞=1C𝑞 = C1 ⊗C2 ⊗ · · · ⊗C𝑄, (20)

where C1 ∈ R 𝑓1× 𝑓1 , . . . ,C𝑄 ∈ R 𝑓𝑄× 𝑓𝑄 , 𝐹 = 𝑓1 × · · · × 𝑓𝑄. The intermediate variable matrix G can then be written
as

G = exp
(
−` ⊕𝑄

𝑞=1 C𝑞 −1
)
= 𝑒−1 ⊗𝑄

𝑞=1 exp
(
−`C𝑞

)
. (21)

The product P𝑡1 in (17) and (18) can be calculated in another way:

P𝑡1 = diag (u)Gdiag (v) 1 = diag (u)Gv = diag(u)𝑒−1 ⊗𝑄
𝑞=1 exp

(
−`C𝑞

)
v. (22)

Now, let us use the relationship between vector-operator and Kronecker product, i.e., vec (ABC) =
(
C𝑇 ⊗A

)
vec (B).

Then, we adopt a fold operator fold (·) and a product operator ×𝑄
𝑞=1 to fold a vector into a tensor, thereby trans-

forming the vector v ∈ R𝐹 into an 𝑄 order tensor V = fold(v) ∈ R 𝑓1× 𝑓2×···× 𝑓𝑄 . This gives

𝑃𝑡1 = diag (u) vec
(
V×𝑄

𝑞=1 exp
(
−`C𝑞

) )
. (23)

Note that (23) does not require to compute directly the transport matrix P𝑡 , which helps reduce the compu-
tational complexity by a magnitude. Now, the estimators in (17) and (18) can be updated as

𝑤𝑛, 𝑓 ,𝑘 ← 𝑤𝑛, 𝑓 ,𝑘

√√√√√√√∑
𝑡

[
diag (u) vec

(
V×𝑄

𝑞=1 exp
(
−`C𝑞

) )]
𝑓
ℎ𝑛,𝑘,𝑡

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−2

∑
𝑡

[
diag (u) vec

(
V×𝑄

𝑞=1 exp
(
−`C𝑞

) )]
𝑓

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−1
, (24)
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Figure 1. SDR and SIR improvement of the studied methods.
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(
V×𝑄

𝑞=1 exp
(
−`C𝑞

) )]
𝑓
𝑤𝑛, 𝑓 ,𝑘

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−2

∑
𝑓

[
diag (u) vec

(
V×𝑄

𝑞=1 exp
(
−`C𝑞

) )]
𝑓

(∑
𝑘′ 𝑤𝑛, 𝑓 ,𝑘′ℎ𝑛,𝑘′ ,𝑡

)−1
. (25)

5 SIMULATIONS
We used some speech signals from the Wall Street Journal (WSJ0) corpus [23] as the clean speech source signals
and configured evaluation signals following the SISEC challenge [25] with 𝑀 = 𝑁 = 2, where the room size is
8× 8× 3 m. The two sources are assumed to be 2 m away from the center of the two microphones and the
microphone spacing is 5.66 cm. The incidence angles of the two sources are randomly selected from [0◦,90◦]
and [0◦,−90◦] respectively per mixture, where the direction normal to the line connecting two microphones is
0◦. The image source model [27] is used to generate the room impulse responses, where the sound absorption
coefficients are calculated by Sabine’s Formula [28] with the room aforementioned room size and reverberation
time 𝑇60 changing from 0 to 600 ms with an interval of 50 ms. For each combination of sources (there are four
combinations) and every value of 𝑇60, 100 mixtures are generated for evaluation. The sampling rate is 16 kHz.

The parameters ` and 𝛾 of SDILRMA were set to 100, and 10, respectively. We compared SDILRMA with
AuxIVA [10], MNMF [24], ILRMA [5], 𝑡-ILRMA and sGD-ILRMA [22]. The performance metrics used are
the signal-to-distortion ration (SDR) and source-to-interferences ratio (SIR) [26].

Figure 1 presents the results in terms of the average SDR and SIR improvements. It is seen that SDILRMA
outperforms MNMF, ILRMA, 𝑡-ILRMA and sGD-ILRMA, which demonstrates the effectiveness of SDILRMA
for source separation.

Figure2 plots the spectrograms of the source signals as well as the signals estimated by ILRMA and
SDILRMA. It is seen that both ILRMA and SDILRMA are effective. ILRMA suffers from a small number of
permutations, which are not seen in SDILRMA. This, again, demonstrates the superiority of SDILRMA.



Figure 2. The spectrograms of the source and separated signals. Left panels: the original source signals. Middle
panels: the separated signals by ILRMA. Right panels: the separated signals by SDILRMA.

6 CONCLUSION
This paper studied the determined BSS problem for audio and speech applications. We presented an improved
version of ILRMA, which applies NMF to decompose the time-varying source model and Sinkhorn divergence
as the cost function to optimize the model parameters. To simplify the algorithm to reduce its computational
complexity, the Kronecker product tool was used to decompose the modeling matrix into the product of a
number of matrices of much smaller dimensionality, resulting in a simplified SDILRMA algorithm. Simulation
results verified that the simplified SDILRMA is able to achieve better BSS performance than ILRMA and is
also computationally more efficient than its counterpart without Kronecker product decomposition.
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ABSTRACT
In this study, we evaluate the performance of blind source separation (BSS) for audio data in the Corpus of
Everyday Japanese Conversation (CEJC). In everyday conversation, people’s utterances may frequently overlap,
which affects the transcription accuracy for linguistic analysis. First, we analyze how much the utterances
overlap and how the overlap affects transcription using meta-data-like transcribed texts provided in CEJC. Then,
we apply BSS methods to solve this problem. CEJC audio data were recorded by multiple voice recorders that
were not synchronized, and speakers and recorders could move during the conversation. Both conditions make
the direct application of BSS difficult. To overcome this difficulty, we apply blind signal synchronization and
BSS in block processing. In particular, we compare four BSS methods, namely, two conventional BSS methods
(batch and online auxiliary-function-based independent vector analysis (AuxIVA)) and two proposed methods
(maximum channel selection-based time–frequency masking (MaxChTF) and the combination of AuxIVA and
MaxChTF). We evaluate the proposed methods by subjective listening tests and confirm that BSS can support
the transcription of everyday conversations.

Keywords: Everyday conversation, Source separation, Independent vector analysis, Time–frequency mask-
ing

1 INTRODUCTION
The analysis of spoken language from everyday conversations is an essential topic in natural language processing. The
language spoken in everyday conversations differs from that used in writing or lectures owing to verbal contractions
and imprecise grammar. Collecting data from everyday conversations is challenging, and the lack of data has been
one of the difficulties in research on everyday conversations. To address this issue, the National Institute for Japanese
Language and Linguistics (NINJAL) has developed and published the Corpus of Everyday Japanese Conversation
(CEJC) [1]. CEJC contains large-scale audio, video, and transcription data from everyday conversations in various
situations. Audio and video data were collected using voice recorders and video cameras, respectively. CEJC is
expected to develop Japanese language research through the use of collected data.

In everyday conversations, utterances sometimes overlap, making transcription difficult. We consider applying a
blind source separation (BSS) method to extract each speaker’s utterances from overlapped utterances. Various BSS
methods that use spatial information from multichannel observation or assume the statistical independence of sound
sources have been proposed [2, 3, 4, 5, 6]. In these BSS methods, it is assumed that sound sources and microphones do
not move, and a microphone array is synchronized. However, this assumption is unrealistic in everyday conversations.
Therefore, we do not expect these BSS methods would work well if applied directly to CECJ audio data.

In this study, we first statistically survey CEJC data to verify the effects of overlapped utterances on transcription.
Next, we introduce a preprocessing technique to make the BSS methods applicable to overlapped utterances in CEJC.
The preprocessing technique consists of two steps. First, to cope with the movement of sources, we divide the
observation signals into blocks of short duration [7]. Second, we use the signal synchronization method developed
by Miyabe et al. [8] for the time alignment of multiple asynchronized observation signals. After this preprocessing,

ABS-0870



(a) Conversation scene while driving (b) Conversation scene in a restaurant

Figure 1. Examples of conversation situations recorded in CEJC

we apply BSS methods. Namely, auxiliary-function-based independent vector analysis (AuxIVA) [9], its online
extension [10], and binary time–frequency (TF) masking that utilizes the characteristics of recordings in CEJC. We
also propose an AuxIVA method combined with binary TF masking [11]. To evaluate the usefulness of these BSS
methods for transcription, we conduct experiments by subjective listening tests to determine whether the BSS methods
could be useful for transcribing everyday conversations.

2 ANALYSIS OF CEJC AUDIO DATA
2.1 Conversation recordings in CEJC
CEJC contains various conversation scenes with a balance of speaker ages and gender. More specifically, it consists
of 200 hours of conversation data with 461 scenes in which 862 speakers participate. Figure 1 shows two scenes as
examples: conversations during meals at a restaurant and during traveling in a private car. In recording CEJC audio
data, each participant wears a voice recorder to transcribe his/her utterances accurately.

2.2 Statistical survey
Although utterances were recorded with voice recorders, unclear segments occasionally exist in CEJC transcription
data. Utterances in these segments have been transcribed with little reliability or have not been transcribed. Possible
causes include overlapped utterances, individual differences in utterance volume, and background noise. In this study,
we focus on overlapped utterances. To verify whether overlapped utterances affect the difficulty of transcribing,
we conducted a statistical survey on the number of people who spoke simultaneously and the segments where the
transcription was labeled as “unclear.”

First, we counted the number of overlapped utterances from the transcription data, where the time stamps of all
speakers’ utterances are given. Figure 2a shows how many speakers spoke simultaneously and how long they spoke
for the total recording time. As shown in this figure, two or more people spoke simultaneously in 19% of the total
recorded data. Moreover, three or more people spoke simultaneously in 5% of the total recorded data. This result
confirms that overlapped utterances sometimes occur in everyday conversations.

Next, we examined how many percentages of segments with overlapped utterances were labeled as “unclear,” in
CEJC transcription data and compared it for each number of simultaneous utterances. Figure 2b shows the percentage
of unclear segments by the number of segments with overlapped utterances. As shown in Figure 2b, more than 10% of
segments were labeled as “unclear” for overlapped utterances by two people. Additionally, the percentage of unclear
segments increases with the number of simultaneous speakers in overlapped utterances. This result implies that the
overlapped utterances make it difficult to understand each speaker’s utterance, making the transcription difficult.



26%

55%

14%
5%

zero one two three or more

(a) Percentage of segments with overlapped utterances
in CEJC audio data.

0% 20% 40% 60% 80% 100%

one

two

three

four

five

six or more

unclear clear

(b) Percentages of segments labeled as “unclear” in CEJC tran-
scription data for each number of simultaneous utterances.

Figure 2. Results of statistical survey of data in CEJC

3 APPLIED FRAMEWORK
3.1 BSS for asynchronous recording of nonfixed sources
Overlapped utterances make transcription difficult as mentioned in Section 2.2. One possible solution to this problem
is to apply BSS methods. Many BSS methods including AuxIVA require the following two assumptions:

1. Time invariance of the acoustic transfer function and

2. Time synchronization of each channel.

However, it is difficult to assume both in real environments, and CEJC audio data are an example for this case. In
CEJC audio data, each speaker can move and microphones are not synchronized. To address the problem for the first
assumption, it is necessary to adopt the separation filter for every moment as the acoustic transfer function changes.

Furthermore, there are discrepancies in the recording start time among recorders. There are also slight differences
in sampling frequency among the recorders, even if the nominal sampling frequency of these devices is the same. The
time information of a signal cannot be obtained correctly owing to these factors, and the separation performance is
degraded [8, 12]. Therefore, we perform the following processes:

• Divide the entire audio recording into blocks and apply the blind synchronization method [8] in each block and

• Apply the BSS in shorter blocks (sub-blocks) that are expected to have relatively little change in the transmis-
sion system.

Conventionally, online ICA-based BSS methods have been studied to allow movement of speakers, and several pi-
oneering works such as online versions of ICA [13] and TRINICON [14] are known. Taking the subsequent devel-
opment of BSS methods into consideration, we employ newer BSS methods, AuxIVA, and its variants in this study.
We also consider simple TF masking passing only the component with the largest amplitude. This design method is
inspired by the CEJC recording condition where each speaker wears a recording device.

3.2 Problem formulation
Let K be the number of sound sources and I the number of voice recorders. In the short-time Fourier transform
(STFT) domain, let the source signal of the kth speaker be Sk (τ,ω) and the observed signal of the ith recorder be
Xi (τ,ω), where τ and ω are the time frame and frequency bin index, respectively. Because each speaker wears a
single-channel voice recorder in the CEJC setting, we set that K = I is necessary and sufficient. Their vector forms
are denoted as SSS (τ,ω) = [S1 (τ,ω) , . . . ,SK (τ,ω)]T , XXX (τ,ω) = [X1 (τ,ω) , . . . ,XI (τ,ω)]T , where the superscript T
denotes the transpose of a vector. In this paper, we aim to separate the mixed observations into individual sources



associated with each speaker. That is, we estimate the separation signals YYY (τ,ω) = [Y1 (τ,ω) , . . . ,YI (τ,ω)]T from
XXX (τ,ω). We then obtain each of the persons’ utterances even when they speak at the same time.

4 BSS
4.1 Auxiliary-function-based independent vector analysis
Ono proposed AuxIVA [9]. By applying the auxiliary function method to the optimization problem for the conven-
tional gradient-descent-based IVA [3, 4], one can derive a fast and stable algorithm for the update of the separation
matrix. AuxIVA assumes a generative model of the source vector that puts together the frequency components of each
sound source. The separation filter WWW (ω) is estimated by solving an optimization problem so that each sound source
is statistically independent, and the separation sound is obtained as

YYY (τ,ω) =WWW (ω)XXX(τ,ω). (1)

The AuxIVA algorithm alternately updates the weighted covariance matrix VVV k(ω) and the separation matrix WWW (ω).

VVV k(ω) =
1
T ∑

τ

(
XXX(τ,ω)XXXH(τ,ω)

1
Ω ∑ω |Yk(τ,ω)|2

)
, (2)

wwwk(ω)← (WWW (ω)VVV k(ω))−1 eeek, (3)

wwwk(ω)← wwwk(ω)√
wwwH

k (ω)VVV k(ω)wwwk(ω)
, (4)

where T is the total number of time frames, Ω is the total number of frequency bins, the superscript H is the complex
conjugate transpose of the vector, and eeek and wwwk(ω) are the kth row vectors of the identity and separation matrices,
respectively.

Because WWW (ω) is assumed to be identical across time frames, AuxIVA may not separate long CEJC audio data
well. Therefore, we divide synchronized blocks of signals into shorter time sub-blocks before applying AuxIVA. We
expect that partitioning into sub-blocks will improve the separation performance of AuxIVA.

4.2 Online auxiliary-function-based independent vector analysis
AuxIVA described in the previous section is a batch algorithm, but an online version of AuxIVA has been proposed
to realize real-time source separation [10]. Online AuxIVA estimates the separation filter WWW (τ,ω) and weighted
covariance VVV k(τ,ω) at each time frame. The forgetting factor α enables the estimation of VVV k(τ,ω) while maintaining
the information of the time frame before the current one.

VVV k(τ,ω) = αVVV k(τ−1,ω)+(1−α)
XXX(τ,ω)XXXH(τ,ω)

||YYY k||2
, (5)

wwwk(τ,ω)← (WWW (τ,ω)VVV k(τ,ω))−1 eeek, (6)

wwwk(τ,ω)← wwwk(τ,ω)√
wwwH

k (τ,ω)VVV k(τ,ω)wwwk(τ,ω)
. (7)

We expect that the online AuxIVA cam achieve higher separation performance than the batch algorithm for real-world
recording with nonfixed sources and microphones.

4.3 Maximum channel selection-based TF masking
Binary TF masking assumes at most one dominant source at each TF point (W-disjoint orthogonality [15]). On the
basis of this assumption, we estimate the binary mask Mk(τ,ω) that passes only the TF components of the target
sound in Xk(τ,ω). We then extract the target signal from the observed signal by taking the product of Mk(τ,ω) and
Xk(τ,ω) as follows:

Yk (τ,ω) = Mk (τ,ω)Xk (τ,ω) . (8)



There are many methods of estimating Mk (τ,ω) such as clustering based on the time difference of arrival of the
source [15] and classification based on deep learning [16]. Binary masking results in many zeros, and the output
spectrum becomes discontinuous in many time frames. Therefore, Yk (τ,ω) may contain unpleasant noises called
musical noise.

In this study, we consider a method that takes advantage of the CEJC recording environment, where there is a
one-to-one correspondence between a speaker and a recorder, and the microphone is close to the speaker. We assume
that when each speaker speaks, the signal is most significantly observed in each speaker’s recorder, and we design a
binary mask Mk (τ,ω) on the basis of the maximum channel selection as follows:

Mk (τ,ω) =

{
1, (|Xk(τ,ω)|> |X j(τ,ω)|, ∀ j ̸= k),
0, (otherwise).

(9)

Using Mk (τ,ω) designed in this way, we can estimate Yk (τ,ω) for each speaker’s voice by applying (8) to the mixed
source signal.

4.4 Masking-based AuxIVA
Source separation by binary TF masking produces some artificial noises, including musical noise, which can affect
human auditory perception. In contrast, AuxIVA separation does not produce musical noise. On the basis of these, we
consider combining these advantages. Conventional AuxIVA uses a time-varying Gaussian distribution as the source
model and assumes that the variance of the distribution is constant across frequencies [17]. More flexible source
model with different variance for each time-frequency component would improve separation performance [11]. In
this study, we use the binary masking separation result designed in Section 4.3, Ŝk (τ,ω) = Mk (τ,ω)Xk(τ,ω), as a
source model to avoid musical noise and further improve the separation performance from conventional IVA. That is,
we replace the denominator of (2) with the estimation result by binary TF masking designed in Section 4.3, Ŝk(τ,ω),
as follows:

VVV k(ω) =
1
T ∑

τ

(
XXX(τ,ω)XXXH(τ,ω)∣∣Ŝk(τ,ω)

∣∣2
)
. (10)

So as not to divide by zero, we replace zero value components of the TF mask with a minute value ε .

5 EXPERIMENTS
5.1 Conditions
In this study, we evaluated the performance of source separation processing by subjective measures using a listening
test. Objective measures such as signal-to-distortion ratio (SDR) [18] are often used to evaluate the performance of
source separation methods. Reference sound signals are required in the evaluation of performance with these indices.
Because CEJC audio data were recorded in real environments, no reference sound source signal exists, so that SDR
and SIR cannot be computed. Therefore, we need to evaluate them subjectively by a listening test. We conducted this
evaluation with approval from the research ethics review committee of Tokyo Metropolitan University.

The audio data evaluated in this paper are the conversation utterances recorded in the public version of CEJC
Monitor. We apply BSS processing to them, using the parameters shown in Table 1. The nominal sampling frequency
of each voice recorder is 16 kHz, and we apply synchronization processing to compensate for minute errors due to
individual microphone differences.

We recruited 13 normal-hearing subjects in the listening test. They evaluated 10-second audio data segments in
each conversation scene. We instructed them to carry out two tasks. In the first task, we instructed them to transcribe
by listening to all the audio data we gave them. In the second task, we instructed them to rank five sounds (one
unprocessed observation signal and four separated signals) in terms of ease of listening to the utterance, assuming
a detailed utterance transcription including fillers and dialects. We did not inform the subjects which method was
applied for each audio data. We instructed the subjects to listen with earphones or headphones. In this section,
the names of the compared signals are simplified, as shown in Table 2. For some of the compared audio data, it
was difficult to judge their ease of listening. Therefore, we permitted the subjects to listen to the audio data for an



Table 1. Parameters for source separation

Parameter Value

STFT frame length 2048

STFT frame shift 1024

STFT window function Hamming

Block length for synchronization 30 s

Sub-block length for AuxIVA 10 s

Number of iterations in AuxIVA 20

Number of iterations in online AuxIVA 2

Forgetting factor α of online AuxIVA 0.94

Threshold for BM IVA ε 2−15

Table 2. Methods compared in the experiment

Processing Abbreviation

Unprocessed observation Obs.

AuxIVA described in 4.1 IVA

Online AuxIVA described in 4.2 OIVA

TF masking proposed in 4.3 BM

TF-masking-based AuxIVA proposed in 4.4 BM IVA

Table 3. Conversation scenes used in the experiment

Scene ID Number of speakers Scene

K004_008 3 Over tea and sweets

T003_021 5 During lunchtime

unlimited number of times for the ranking. They evaluated all speaker’s utterances in the two situations shown in
Table 3. One scene was a conversation among three women, the other was a conversation among five women. Each
conversation took place in a different place involving different people.

5.2 Results
Figure 3 shows the number of times subjects voted for each rank for each sound. The length of the horizontal axis is
the product of the number of speakers in each scene and the number of subjects. We discuss the usefulness of each
BSS method for transcription by focusing on the number of votes for each rank.

First, BM has the largest number of best ratings and a small number of poor ratings (fourth or fifth place) among
all audios compared in both scenes. This result implies that BM has a high separation performance for CEJC audio
data. We considered that the musical noise would make the BM’s rating worse. However, for many subjects, the noise
did not bother them enough to affect the ease of transcriptions.

Second, the number of second place ratings of online AuxIVA is the largest among all audios compared in both
scenes. Moreover, online AuxIVA in T003_021 (the scene of five speakers) has more good ratings (first or second
place) than that in T003_021 (the scene of three speakers), which implies that BSS methods with time-variant filters,
such as online AuxIVA, are useful for transcribing audio data recorded in real environments. Figure 3a also shows
that online AuxIVA has the largest number of worst ratings among all processed audios. This might be because of
segments where someone does not speak for a few seconds. These segments interfere with the accurate update of the
separation filter. There are many such segments during everyday conversations. Therefore, it is important to retain
speakers’ information when they are not speaking to further improve the performance.

Third, the number of third place ratings of BM IVA is slightly larger than that of AuxIVA. In addition, when
we asked subjects to comment on their evaluation of the sound separation, many said that they felt the difference
between AuxIVA and BM IVA was small. Although we expected BM IVA to be higher than AuxIVA and BM in
separation performance, subjects rated BM IVA to be the same as AuxIVA and much worse than BM. Even when the
TF masking distorted the target utterance or caused some musical noise, many subjects may have considered that the
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Figure 3. Ranking results for each speaker’s utterances in each conversation scene. The number on the band shows
the number of times the corresponding rank was chosen.

more the interference was suppressed effectively, the easier to transcribe.

6 CONCLUSION
In this paper, we statistically investigated the frequency of overlapped utterances in CEJC and examined the perfor-
mance of BSS for conversation recordings. For BSS, we focused on the recording environment of the conversation.
We designed a BM that emphasizes the target speaker’s utterance by comparing the amplitude spectrograms between
the observed signals. We then proposed an AuxIVA method combined with simple binary TF masking. We conducted
experiments to evaluate the separation performance through subjective listening tests and verified the usefulness of
BSS methods in supporting transcription. Future work may include the combination of the online AuxIVA with a
TF-masking-based source model and the evaluation of the separation performance in more variety of conversation
scenes.
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ABSTRACT 

In this paper, students were tested for vocalic and consonantal identification. English and Igbo words were 

dictated to seventy students, whose native language is Igbo, in noisy and quiet classrooms respectively. Both 

languages had words with varied consonants and vowels. Our comparative analysis of vocalic/consonantal 

perception by the students in both noise and quiet only showed significant difference for English vowels and 

English consonants in quiet environment; there was no significant difference observed in the rest. Conversely, 

there was significant difference in the isolated analyses carried out to reveal the students’ perception for 

consonants in quiet and noise on one hand and vowels in quiet and noise on the other hand (for both 

languages).  Our findings show that though vowels are more easily identified in speech than consonants, 

the perception of both vowels and consonants is hindered by noise.  

 

Keywords: Sound perception, Noisy and quiet environments 

1. INTRODUCTION 

Igbo is a Benue Congo language of the Niger Congo family. It is one of the major Nigerian 

languages and is spoken in the South East of the country. Following colonization, English was adopted as 

the official language of Nigeria, a highly multilingual nation. English is mostly learnt in the school 

environment. Noise, is a major problem in the country (1 ) hence in the learning environments, learners 

have to cope with hearing in noise. It is therefore pertinent to understand how English and Igbo (the 

indigenous language of the immediate environment) are perceived in noise. To do this, we centred on the 

comparison of the perception of the consonants and vowels in the two languages. 

At the syllable level, vowels are usually more intense than consonants and at the phrase level, 

syllables at the end of an utterance can become weaker in intensity (2). Vitevitch (3) shows that the initial 

part of a word is important for quick and accurate recognition of a spoken word. The back and round 

vowels /o/ and /u/ are the most visible, while the front unrounded vowels not involving lip rounding like /e/ 

and /i/ have been identified as the most audible (4). 

More importantly, this experiment is conducted to help find out which of the two languages (Igbo or 

English) should be used more in very noisy environments. Ebem et al (5) discovered that a group of Igbo 

subjects listening to Igbo and American English speech, were more affected by noise than native American 

English speakers listening to their own native speech. Also, Uguru (6) shows that Igbo tone has a higher 

harmonic –to-noise ratio than English intonation. All these previous findings may point to the fact that the 



 

 

perception of Igbo may be more affected by noise than English. The present study is yet another experiment 

to prove or disprove previous claims or findings. 

  

2. METHODS 

Twenty monosyllabic English words and ten Igbo words (five monosyllabic and five disyllabic) 

were read to seventy students in both quiet and noisy environments. They wrote down as perceived. In 

analyzing their written responses, attention was paid on the consonants and vowels they wrote. Their rates  

of perception were observed and analyzed with student ‘t’ to see if there is any significant difference 

between perception of consonants and vowels. The words are as follows: 

The words are as follows: 

English Words 

(1) Toy  /tɔɪ/  (2)  Boy  /bɔɪ/ (3) Noise /nɔɪz/ (4) Girl  /ɡɜl/ (5) Cry  /kɹaɪ/ (6) Lip 

 /lɪp/ (7) Light  /laɪt/ (8) Like  /laɪk/ (9) Lice  /laɪs/ (10) Life  /laɪf/ (11) Bread 

/bɹɛd/ (12) (12) Deep/dip/ (13) Gum  /ɡʌm/ (14) Cat  /kӕt/ (15) Road  /ɹəʊd/ (16) House 

/hɑʊs/ (17) Feet /fit/  (18) Pot  /pɒt/ (19) Clay  /kleɪ/ (20) Class  /klɑs/ 

 

IGBO WORDS 

Òké /oke/  ‘rat’ (2) Jí  /ʤi/  ‘yam’ (3) Àlà  /ala/  ‘ground’  (4) Nyé  /ɲe/  ‘give’ (5) Ńrí  /nri/ 

 ‘food’ (6) Gbá  /ɡba/  ‘run’ (7) Ókwú  /okwu/ ‘speech’ (8) Tí  /ti/  ‘strike’ (9) Ị̀gbà 

 /ɪɡba/  ‘drum’ (10)Gụ́  /ɡʊ/  ‘read’ 

 

3. RESULTS AND FINDINGS 

The results are shown in tables and also discussed. 

Table 1- Recognition of English consonants versus vowels by respondents in noise. 

      Utterance        No. of respondents who      No. of respondents who  

               identified vowel/diphthong   identified consonant correctly 

      correctly 

      Toy         63      42 

Boy   70      70 

Noise   70      70 

Girl   70      70 

Cry   42      56 

Lip    42      56 

Light   70      70 

Like   63      49 

Lies   70      49 

Life   70      63 

Bread   63      70 

Deep   70      35 



 

 

Gum   63      63 

Cat    63      70 

Road   70      56 

House   70      70 

Feet   56      56 

Pot    56      56 

Clay   70      70 

Class   70      70 

Total  65      58 

Vowels – 91%; Consonants – 86%; t = 1.19; Probability = 0.244; Not significant (p > 0.05). 

 

From Table 1, we see that the students’ recognition of English vowels in noise is 91% while that of 

consonants is 86%. 

t = 1.19; Probability = 0.244. This result is not significant (p > 0.05). 

 

Table 2 - Recognition of Igbo consonants versus vowels by respondents in noise. 

Utterance  No. of respondents who correctly      No. of respondents who 

            identified vowel/diphthong         correctly identified consonant  

Òké   70       70 

Jí   63      63 

Àlà    63      63 

Nyé   49      49 

Ńrí    63      63 

Gbá   42      42 

Ókwú   63      56 

Gụ́   56      35 

Ị̀gbà   56      63 

Tí    70      70 

Vowels – 85%; Consonants – 82%; t = 0.43; Probability = 0.672; Not significant (p > 0.05). 

A look at Table 2 reveals that the students’ perception of Igbo vowels in noise is 85% while that of Igbo 

consonants is 82%. 

t = 0.43. Probability = 0.672. The difference is not significant (p > 0.05). 

 

Table 3-Recognition of English consonants versus vowels by respondents in quiet. 

   Utterance  No. of respondents who correctly   No. of respondents who 

         identified vowel/diphthong      correctly identified consonant 

Toy   70      70 

Boy   70      70 

Noise   69      70 



 

 

Girl   69      68 

Cry   70      70 

Lip    69      68 

Light  68     68 

Like   70      70 

Lice   69      69 

Life   69       67 

Bread   70      70 

Deep   70      69 

Gum  69     65 

Cat    70      69 

Road   70      70 

House   70      70 

Feet   70      69 

Pot    70      69 

Clay   70      67 

Class   70      70 

Vowels – 99%; Consonants – 98%; t = −2.09; Probability = 0.046;                                                                                                                                                                                                                                                                                                                                                                                                                                                          

Significant (p < 0.05). 

 

From Table 3, we see that the students’ perception of English vowels in quiet is 99% while that of English 

consonants is 100%. t = −2.09.Probability = 0.046. The difference between the perception of English 

consonants and English vowels is therefore significant (p < 0.05). 

 

Table 4-Recognition of Igbo consonants versus vowels by respondents in quiet. 

 

Utterance      No. of respondents who correctly        No. of respondents who  

identified vowel/diphthong           correctly identified consonant 

 

Òké   70         70 

Jí    70         70 

Àlà    70         70 

Nyé   70         70 

Ńrí    70         70 

Gbá   70         70 

Ókwú   70         70 

Gụ́    70         66 

Ị̀gbà   70         70 

Tí    70        70 



 

 

Vowels – 100%; Consonants – 99%; t = 1.00; Probability = 0.331; Not significant (p > 0.05). 

 

The recognition rates for Igbo consonants and vowels in quiet (Table 4) are 99% and 100%, respectively. 

The ‘t’ test result for the analysis is t = 1.00; probability = 0.331 (not significant: (p > 0.05)). 

 

Table 5-Recognition of English vowels in noise and quiet (values indicate the number of students that 

recognized the consonants/vowels). 

                        Noise  Quiet 

Toy    63   70 

Boy    70   70 

Noise   70   69 

Girl    70  69 

Cry    42   70 

Lip     42   69 

Light    70   68 

Like    63   70 

Lies    70  69 

Life    70   69 

Bread    63   70 

Deep    70   70 

Gum    63   69 

Cat     63   70 

Road    70  70 

House    70   70 

Feet    56   70 

Pot     56   70 

Clay    70   70 

Class    70   70 

Noise – 91%; Quiet – 99%; t = 2.79; Probability = 0.012; Significant (p < 0.05) 

 

Table 6-Recognition of English consonants in noise and quiet. 

           Noise       Quiet 

    Toy  42   70 

Boy  70  70 

Noise 70   70 

Girl  70   68 

Cry  56   70 

Lip  56   68 

Light  70   68 



 

 

Like  49   70 

Lies  49   69 

Life  63   67 

Bread 70  70 

Deep  35   69 

Gum  63   65 

Cat  70   69 

Road  56   70 

House 70   69 

Feet  56   69 

Pot  56   69 

Clay  70   67 

Class 70   70 

Noise – 86%;  Quiet – 98%; t = −3.44; Probability = 0.003; Significant (p < 0.05) 

 

Table 7-Recognition of Igbo vowels in noise and quiet. 

    Noise  Quiet 

Òké  70  70 

Jí  69  70 

Àlà  63  70 

Nyé  49  70 

Ńrí  63  70 

Gbá  42  70 

Ókwú 63  70 

Gụ́  56  70 

Ị̀gbà  56  70 

Tí  70  70 

Noise – 85%; Quiet – 100%; t = 3.35; Probability = 0.004; Highly significant (p < 0.05) 

Table 8-Recognition of Igbo consonants in noise and quiet. 

     Noise  Quiet 

Òké  70  70 

Jí  69  70 

Àlà  63  70 

Nyé  49  70 

Ńrí  63  70 

Gbá  42  70 

Ókwú 63  70 

Gụ́  56  66 

Ị̀gbà  56  70 



 

 

Tí  70  70 

Noise – 85%; Quiet – 99%; t = 3.19; Probability = 0.011;Significant (p < 0.05) 

Table 5 shows the students’ rate of recognition of English vowels in noise and quiet to be 91% and 99%, 

respectively. The difference is significant (t = −2.79; probability = 0.012 (p< 0.05)). Table 6 shows the 

analysis of the students’ recognition of English consonants in noise and quiet to be 86% and 98%, 

respectively; ‘t’ test result is significant (t = −3.44; probability = 0.003 (p < 0.05)). From Table 7, the students’ 

recognition of Igbo vowels in noise and quiet is seen; 85% of the vowels were recognized in noise, while 

100% were recognized in quiet. The ‘t’ test result is: (t = 3.35, probability = 0.004 (p < 0.05)). Hence the 

difference is highly significant. Table 8 shows the recognition of the Igbo consonants in noise and quiet to be 

85% and 99%, respectively. The difference is significant as revealed by the ‘t’ test result (t = 3.19, probability 

=0.011 (p < 0.05)). From Tables 5 – 8, it can be seen that the perception and identification of both consonants 

and vowels were significantly worse in noise. From the foregoing, we conclude that noise is unfavourable 

for the recognition and the study of both English and Igbo languages. 

4.  Conclusion 

Our findings show a significant difference between the students’ perception for English vowels and English 

consonants in quiet environment (others did not show significant difference). Also, there were significant 

differences in the isolated analyses carried out to reveal the students’ perception for consonants in quiet and 

noise on one hand and vowels in quiet and noise on the other hand (for both languages).  Hence, we have 

discovered that though vowels are more easily identified in speech than consonants, the perception of both 

vowels and consonants is hindered by noise. These findings have implications for manufacturers of speech 

enhancement gadgets. Also, neither of the languages studied in this work should be studied in noisy 

environments if maximum learning is to be achieved. This has a great implication for other subjects which 

are studied in English throughout Nigeria. Noise should be limited as much as possible in our schools.  
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ABSTRACT 

 

Online lectures have become part of the ‘new normal’ with the increasing need to teach, learn, trade, and 

collaborate in the post-COVID era. However, the success of online interactions is hinged on effective 

communication which is dependent on speech and perception. This study seeks to examine the extent of 

students’ perception and comprehension of English online lectures on pronunciation. Stimuli consists of six 

online phonetics and phonology lectures, taught by two British, American and Nigerian native speakers; one 

male and female each. Subjects comprising 134 language students between ages 18-30; who took a hearing 

test, listened to and rated tokens from lectures. The mean f0, duration, intensity and syllable-count of tokens 

are analyzed on Praat. The study observes that, stimuli from female speakers are perceived and understood 

easily than that of male speakers. Also, though the duration value are same for all tokens, the syllable count 

per duration for the male speakers are higher, showing a faster speech rate than that of the female speakers; 

which explains why there is low level of stimuli perception from subjects. The study recommends moderation 

of pitch and speakers’ speech rate to accommodate the variety of English L2 speakers that listen to online 

lectures. 

 

Keywords: Speech perception/comprehension, English Online lectures 

1. INTRODUCTION 

When listening to someone talking, the most important aspect of that communication is to comprehend 

the meaning of what is being said not necessarily based on the pronunciation of the speaker, though in many 

ways pronunciation plays a huge role in the understanding of that communication or interaction. Most times 

it is argued that the mispronunciation of certain sounds do not necessarily affect the comprehension of a 

conversation, however, instances abound when one makes a faulty pronunciation, makes use of a wrong 

intonation, stress or even tone pattern, thereby impeding meaning and the essence of that communication. 

The voice of a speaker is a dynamic and fundamental instrument of communication. This goes on to say that 

without voice, communication is possible, but it may be neither efficient nor timely. The voice carries a lot 

of perceptual and acoustic information that could be studied from different perspectives; which makes 

instrumental phonetics come in handy. The use of instrumental analysis can account for not only the 

production and perception of speech at the segmental level but also for the differences in speaking rates and 

other prosodic patterns which may play a role in listeners’ comprehension (Munro, 1995 (1); Mitterer et al., 
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2016 (2); 2019 (3); Steffman, 2019 (4); Steffman, and Jun 2019 (5); 2021 (6)) . Although Holt, Lotto and 

Diehl (2004:1763) (7) argue that “communicative benefits arise not from acoustic distinctiveness among 

sounds but from distinctiveness within the human auditory system.” This implies that comprehending spoken 

language is dependent more on how listeners extract fundamental linguistic elements from the perceptual 

signals of the voice or speech of speakers. This does not in any way undermine the use of acoustic signals 

from speakers’ speech to see why certain listeners comprehend certain speakers and not others. 

A normal voice can be convincing, motivating, and stimulating in any conversation, whether it be a casual 

conversation between two individuals or from the a lecturer at the lectern in front of the lecture hall to his/her 

students. It could pass across information about a particular person’s speech pattern, emotions, speech variety 

and the environment in which s/he lives. That is why in Nigeria for example, the voice of a speaker can 

sometimes tell a listener whether the speaker is a native-speaker of Hausa, Igbo, Yoruba, Ibibio, Ijaw, Tiv or 

from any other language speaking group within Nigeria. The language or regional dialect that a person speaks 

could affect comprehension in many possible ways. Mattys, Davis, Bradlow and Scott (2012) (8) and Penga 

and Wang (2019) (9) support this assertion that speaker characteristics like foreign accent and listeners' 

individual characteristics such as language competence and performance, amongst other things can make it 

difficult and effortful to comprehend speech especially in complex realistic acoustic environments. 

In this study, we argue that a calm, clear and pleasant voice draws listeners, maintains their attention and 

enhances comprehension of the message being communicated irrespective of speaker’s accent or the 

listener’s competence of the language used in the conversation. Imagine an instance when someone delivers 

a lecture or does a presentation in a clear, pleasant and resonant voice, as well as in a language you 

understand. Irrespective of culture, educational achievements or the variety of the language used, it does 

command much more attention and invariably, understanding the speech itself will not be not far-fetched. 

Therefore, the objectives of this study are to see if hearing ability affects perception and comprehension, to 

assess which of the speakers were more or least understood and finally, we use acoustic analysis to show 

whether intensity of voice and speaking rate contributes in any way to perception and comprehension of the 

online lectures. 

2. MATERIALS AND METHODS  

As a preliminary study, we use a population of 134 language students purposively sampled from the 

Department of Linguistics, Igbo and Other Nigerian Languages, University of Nigeria, Nsukka, who are 

between 18-30 years. The sample size was derived using Taro Yamane’s formula for sampling technique 

which is: 

2)(1 eN

N
n


  (1) 

n is the sample size  

N is the total number of respondents or population  

e is the error margin which 0.05  

 



 

 

374.100
)05.0(1341
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2



n  (2) 

Out of this sample size, 18 students representing 18% of the population did not return their  

responses, out of the returned responses 7 students representing 7% of the population were  invalid 

bringing the number to 75 students which is 75% of the population. A hearing test (using Marcin 

Masalski’s hearing test app, version 2.0.26) was first conducted to ensure that the subjects have an 

average hearing ability. Data (stimuli) consist of 6 online lectures on English sounds (and 

pronunciation) from 2 British speakers, 2 American speakers and 2 Nigerian speakers; one male, one 

female each. Tokens from the lectures within 13 – 14 seconds were segmented and analyzed on Praat 

at 44.1 KHz sampling rate. Subjects are made to listen to only the audio aspect of the lectures and 

thereafter asked to write down what they heard and understood from the lectures. Tokens were playe d 

between 2 to 6 times to enable subjects hear the tokens properly in order to write down what they 

heard. Descriptive statistics is used to get the mean f0, while the duration, intensity, Syllable count 

and speaking rate are based on the praat analysis. 

3. Results and Discussion  

3.1 Perception Analysis 

The results from the figure below show the hearing level of the subjects for both ears . 

 

 

Figure 1 – Hearing level for the right ear 

 



 

 

 

Figure 2 – Hearing level for the left ear 

 

The results from the figures above show that majority of the subjects had good hearing level as many of 

them were within the hearing level threshold of -5dB to 20dB which is the normal hearing level as can be 

seen below. 

 

Figure 3 – Average Hearing Threshold 

 

 



 

 

    

Figure 4 – Subjects ratings of level of comprehension of tokens 

From figure 4 above, it can be observed based on subjects’ ratings, the Nigerian woman (NW) has the 

highest level of understanding which is 91%. The next was the British Woman (BW) with 84% then, the 

American Woman (AW) with 82%. The Nigerian Man (NM) follows with 80%, the British Man (BM) with 

76% and lastly, the American Man (AM) with 50%. This implies that the Nigerian Woman’s lecture was most 

understood while the American Man’s lecture was least understood. 

 

3.2 Acoustic Analysis 
These are the Praat spectrograms from the acoustic analysis of the tokens of the online lectures. 

See figures 5 – 10 below. 

 

 
 

Figure 5 – Praat analysis of the token for the American Female speaker 

 



 

 

 
 

Figure 6 – Praat analysis of the token for the American Male speaker 

 

 

 

Figure 7 – Praat analysis of the token for the British Female speaker 

 



 

 

 

 

Figure 8 – Praat analysis of the token for the British Male speaker 

 

 

 

Figure 9 – Praat analysis of the token for the Nigerian Female speaker 

 

 



 

 

 

 

Figure 10 – Praat analysis of the token for the Nigerian Male speaker 

 

Below is a table that collates the acoustic measurements of the different tokens as can be seen in 

the spectrograms above. 

Table 1: Acoustic Analysis of Tokens 

Speakers Mean f0 

(Hz) 

Intensity 

(dB) 

Duration 

(sec) 

Syllable 

Count 

Speaking Rate 

(Syll/sec) 

American Female 242.37 79.87 13.86 58 4.18 

American Male 142.35 69.66 13.25 74 4.58 

British Female 228.47 73.11 13.72 40 2.92 

British Male 117.98 68.05 13.59 58 4.27 

Nigerian Female 201.60 77.82 13.79 39 2.83 

Nigerian Male 138.91 74.90 13.83 55 3.98 

 

From the table above, it can be observed that the mean f0 of the tokens were within the normal pitch range 

of male and female speakers generally but for the intensity, we see that the female speakers had higher 

intensity than their male counterparts which implies that the female speakers were more audible than the 

male speakers and so this may have contributed to why there was a higher percentage of subjects’ 

understanding of the tokens of the female speakers than their male counterparts. Again, the syllable count 

per duration shows that the speaking rate of the Nigerian Woman is 2.83 syllables per seconds, followed by 

the British woman which is 2.92 syllables per seconds, then the Nigerian man which is 3.98 syllables per 

seconds, the American Woman which is 4.18 syllables per seconds, the British man which is 4.27 syllables 

per seconds and finally the American Man which is 4.58 syllables per seconds. Based on these results, it 

affirms that the Nigerian Woman’s speaking rate is the slowest while the American Man speaking rate is the 



 

 

fastest. By and large, we can also infer that the female speakers were generally slower in comparison to the 

male speakers contrary to popular opinion that females speaker rate are generally faster than that of males 

(though this is not one of our research objectives, it could open up avenue for further research). 

4. SUMMARY OF FINDINGS 

From the findings of the study, it can be seen that the subjects who rated the tokens have normal hearing 

ability, therefore, lack of perception or comprehension cannot be hinged on subjects’ hearing ability. 

Secondly, the subjects’ ratings of understanding show that token got from the utterances of the Nigeria 

Female speaker was most understood than that of others while the American male speaker was the least 

understood. 

Thirdly, the acoustic analysis of the speakers’ utterances show that the intensity of the speakers’ voice and 

the speaking rate of the speakers contributed largely to subjects’ perception and comprehension of the tokens. 

This means that the louder and slower a person speaks, irrespective of the variety of English, it is easy for 

the audience to follow through with little effort. Put simply, clarity of speech, loudness and a moderate 

speaking rate plays more role than accent in the perception and comprehension of the online lectures. This 

agrees with Guyer, Fabrigar and Vaughan-Johnston (2019) (10) but disagrees with what has been reported in 

previous studies (c.f. Harding, 2008 (11); Lev-Ari, Van Heugten, and Peperkamp, 2017 (12); Wang, 2018 

(13)). 

5. CONCLUSIONS 

Online lectures just like in-class or in-person lectures aim at not just teaching but effectively 

communicating in such a way that the audience understands with little effort. Since English has become one 

of the global languages, it is not surprising to see it being used in many online lectures. The study observes 

that if these lectures are not recorded, a lot of wealth of information may bypass the audience as they may 

have no way of replaying what has been said. Subsequently, in order to better communicate to an array of 

speakers; who speak English as their second language (L2), it is important that the intensity and speaking 

rate of speakers (teachers) be moderated to enable audience perception and comprehension of the online 

lectures. 
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ABSTRACT 

In addition to better speech perception, bilateral cochlear implants (BiCIs) provide some access to spatial 

hearing for individuals with profound hearing loss. One benefit of having access to auditory spatial cues is 

the ability to better attend to a target talker in competing background babbles, if the target is spatially 

separated from the speech masker. Such speech benefit, known as spatial unmasking, is measured as the 

difference in speech reception thresholds between two target-masker spatial conditions: co-located versus 

separated. Several studies have suggested that pediatric BiCI users have very little access to binaural cues, 

namely interaural time and level differences, but primarily rely on the monaural head shadow cue for spatial 

unmasking. In real-world listening with reverberation, the reflected sounds impose additional distortions on 

both binaural and monaural cues in the acoustic signals before CI processing. How spatial unmasking is 

affected by reverberant degradation among pediatric BiCI users is unknown. In this work, we use a novel 

measure (Peng & Litovsky, 2021) to assess spatial unmasking among pediatric BiCI users in simulated 

reverberant environments that mimic typical indoor learning environments. Results will be presented and 

provide further indications on the feasibility of individualized fitting strategies for pediatric patients with 

BiCIs. 

 

Keywords: Spatial hearing, bilateral cochlear implant, children 

1. INTRODUCTION 

For children and adults with normal hearing, spatial hearing provides access to auditory cues that 

are critical for attending to target speech in the background of competing babbles in spatial unmasking 

(Brown et al., 2010; Buss et al., 2017; Corbin et al., 2017; Griffin et al., 2019; Litovsky, 2005) . Spatial 

unmasking refers to the intelligibility benefit when the babble masker is spatially separated  from the 

target from co-location. For children with severe to profound hearing loss, bilateral cochlear implants 

(BiCIs) provide some access to spatial hearing without complete restoration (Bennett & Litovsky, 

2019; Grieco-Calub & Litovsky, 2010, 2012; Hess et al., 2018; Misurelli & Litovsky, 2012, 2015; 

Zheng et al., 2015). Recent work showed that while some children with BiCIs can receive an 

intelligibility benefit with only access to interaural timing and level difference cues relying on 

binaural processing, others needed additional monaural cues (Peng & Litovsky, 2021) – all 

demonstrating the ability to take advantage of spatial separation between the target and masker, as 

well as bilateral listening through two CIs.  

In this work, we expand beyond the basic question of whether children with BiCIs have access to 

spatial unmasking in ideal anechoic auditory environments. Specifically, we measure spatial 

unmasking in reverberant environments similar to a standard classroom, where critical verbal 

communication occurs, among children with BiCIs. In indoor spaces, reverberation is the cascade of 

sound energy reflected from interior surfaces that arrives at the listener shortly after the direct sound 

from the sound source. For adults with NH, reverberation has been shown to reduce the effect of 

spatial unmasking (Kidd et al., 2005), with a smaller target intelligibility benefit when the masker is 

spatially separated. Reflected sounds not only reduce ILD, but also distorts the signal envelope that 

leads to more difficult extraction of ongoing ITD (Rennies & Kidd, 2018). The acoustic-side 

distortions from reverberation present additional challenges for CI processing to preserve envelope-

based cues. This pilot work aims at understanding how reverberant distortions affect the access to 
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spatial unmasking among a group of children and young adults who experienced perilingual deafness 

and received BiCIs at an early age. 

2. METHOD 

2.1 Participants 

Four children and two young adults who are early CI recipients (before three years of age) 

participated in this study. Table 1 shows their demographics, including ages of CI activation and 

bilateral experiences. All children had at least three years of regular daily BiCI use, as verified by 

data logging with their audiologists at the time of testing. All experimental procedures were approved 

by Institutional Review Board at Boys Town National Research Hospital. 

 

Table 1. Demographics of bilateral cochlear implant users. 

Subject 

ID 

Age 

(yr; mo) 

Age of 

First CI 

Activation 

(yr; mo) 

Age of 

Second CI 

Activation 

(yr; mo) 

Duration of 

Bilateral Experience 

(yr; mo) 

Etiology 
Speech 

Processor 

ACI001 18; 2 2; 11 2; 11 15; 3 
Unknown, 

Hereditary 
AB, Naida 

ACI002 19; 0 2; 2 4: 6 14; 6 Unknown AB, Naida 

CCI002 14; 8 1; 1 2; 9 11; 11 Meningitis AB, Marvel 

CCIAC 7; 9 1; 5 4; 9 3; 0 
Unknown, 

Hereditary 
AB, Marvel 

CCIAF 7; 11 1; 0 1; 2 6; 9 
Unknown, 

Hereditary 
AB, Marvel 

CCIAG 7; 11 1; 0 1; 0 6; 11 Waardenburg AB, Marvel 

Note: AB = Advanced Bionics. 

2.2 Experimental Task and Procedure 

Spatialized sounds were directly streamed into the speech processors  for stereo playback. Spatial 

unmasking was assessed in two acoustic conditions, first in anechoic and again in reverberation. The 

reverberant condition was created by convolving the binaural room impulse responses simulated in 

ODEON for a virtual classroom with speech materials from virtual sound sources at various spatial 

locations. The virtual classroom had approximately 0.6 s reverberation time, based on ANSI S12.60 

classroom acoustics recommendation. The default set of head-related transfer functions from ODEON 

was used in creating the room impulse responses to ensure all listeners had access to the same auditory 

cues for comparison.  

All BiCI users began with testing speech in quiet with the target located at either -90° or +90° 

azimuth (to the left or right of the listener in the virtual environment) to determine if they had a better 

ear. The speech reception threshold (SRT) was measured by adaptively changing the target level using 

a one-down-one-up procedure (Levitt, 1971). We determined the target position for subsequent testing 

based on better SRT in quiet.  

To measure spatial unmasking, we used a recently developed metric of minimum angular separation 

(MAS). The MAS is the smallest spatial separation needed between the target and masker for a 20% 

intelligibility increase. For each acoustic condition, we first measured SRT in babble noise at 50% 

word-level accuracy using the one-down-one-up adaptive procedure  when the target and masker 

were co-located. Next, we displaced the masker at 180° separation with the target (i.e., on the opposite 

hemifield), and adaptively changed the separation using the two-down-one-up procedure for 70.7% 

accuracy. Both steps terminated after six reversals. The final angular separation from the second step 



 

 

is the MAS.  

For the older children, the target speech were open-set sentences spoken by a female (Dawson et 

al., 2013). The masker was same-sex two-talker (i.e., second female) babble of continuous discourse 

(e.g., science stories) presented at the fixed level of 55 dB SPL. On each trial, the listener was 

presented with a short sentence with three keywords and asked to repeat back words heard. Scoring 

was based on the number of keywords responded correctly. Three children were 7 years old at the time 

of testing and had limited experience completing open-set sentence recognition tasks. Hence, the same 

experiment was conducted using a word recognition task. For these younger children, the target was 

close-set rhyming words spoken by a male talker led a prompt “Show me the…”, with four-talker 

babble (i.e., male and female) as masker at 55 dB SPL. On each trial, the child chose one of six 

pictures displayed on the screen that matched the spoken word.  

3. RESULTS 

Preliminary results are presented herein. Figure 1 shows SRTs at 50% accuracy for each child in 

anechoic and reverberation. Most children, particularly those who completed the task using open-set 

sentences, require a positive signal-to-noise ratio (SNR) for achieving 50% accuracy with co-located 

target and masker. The two children, Subject ID CCIAF and CCIAG, were able to complete the close-

set word identification task using a negative SNR. However, when we proceeded to measure MAS, 

these two children was unable to produce measurable threshold using negative SNR in some 

conditions. Subsequently, we increased the target speech level to 0 dB SNR in anechoic for CCIAG, 

3 dB SNR in reverberation for CCIAF. However, child CCIAF produced measurable MAS in anechoic 

with a negative SNR. 

 
 

Figure 1. Speech reception thresholds (SRTs) as the target speech level for 50% word accuracy in 

anechoic and in reverberation for each child. Dashed line denotes the masker presentation level at 

55 dB SPL. 

 

In this task of measuring MAS with a target at either -90° or +90°, a final MAS ≤90° suggests the 

listener’s ability to complete the task to gain 20% target intelligibility using only a combination of 

ITD and ILD cues for spatial unmasking. When MAS >90°, listeners need additional head shadow for 

spatial unmasking. Figure 2 illustrates MAS for these children with BiCIs. All participants 

demonstrate larger MAS (poorer spatial unmasking) when tested in reverberation than in anechoic. 

For the three participants tested using the sentence task, one adult (Subject ID ACI001) needed an 

additional head shadow cue when reverberation was introduced. The other two BiCI users (Subject 

ID ACI002 and CCI002) experienced the reverberant distortion in ITD/ILD cues with larger MAS, 

but were still able to complete the task using binaural cues only.  



 

 

 

Figure 2. Minimum angular separation in anechoic and in low reverberation. Dashed line at 90° denotes the 

boundary distinguishing the use between binaural versus monaural cues for spatial unmasking. 

 

4. DISCUSSION 

Our preliminary results provided encouraging evidences that, even for young school-age children 

with BiCIs, they have access to spatial unmasking in both anechoic and low reverberant environments 

albeit needing a much larger MAS than older children and young adults. The two children, who 

produced negative SRT for co-located target and maskers but needed positive SNR for MAS, provided 

some insights on the limitation of close-set word recognition task. But their data are consistent with 

the idea that positive SNR is critical for speech-in-speech understanding by CI users. For younger 

children with BiCIs, at least around 7-8 years of age, are still developing spatial hearing abilities and 

primarily use head shadow cues for spatial unmasking. For the three oldest BiCI users, two 

participants completing the task solely relying on ITD/ILD cues and the third needing additional head 

shadow cues only in reverberation. Such individual differences in their MAS outcomes call for 

consideration for personalized fitting of speech processors for optimal listening outcomes. 
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ABSTRACT 

The performance of automatic speech recognition (ASR) systems has been greatly improved in recent years, 

and has reached human-level performance for clean speech. The current study investigated whether state-of-

the-art ASR systems can predict how well humans recognize degraded speech. In the first experiment, the 

ASR systems were trained on clean speech and tested using degraded speech. The degraded speech conditions 

included simulations of speech in common adverse listening conditions such as speech in babble noise, 

additive white noise and reverberated speech. The results showed that ASR speech recognition accuracy was 

lower than human performance in all tested degraded speech conditions. In the second experiment, the ASR 

systems were trained and tested using each kind of degraded speech, and the ASR accuracy on degraded 

speech was much higher in Experiment 2 than Experiment 1. ASR accuracy in Experiment 2 was comparable 

to human-level performance in most conditions. Therefore, when properly trained, ASR is a potential method 

to assess intelligibility of degraded speech. 

 

Keywords: Automatic Speech Recognition, Speech Intelligibility, Degraded speech 

1. INTRODUCTION 

The performance of automatic speech recognition (ASR) systems has been greatly improved in 

recent years as the deep neural network (DNN) was adopted to ASR tasks a decade ago [1,2]. Recently, 

the end-to-end (E2E) techniques were employed on ASR tasks, which could directly translate a speech 

input into an output token [2]. It was with the advantage of simplifying the speech recognition pipeline 

compared with traditional hybrid ASR models. The E2E models reached the state -of-the-art results in 

most benchmarks in terms of recognition accuracies [2], which also achieved human-level 

performance in clean speech recognition tasks [3]. Whereas, the performance of ASR models was not 

robust and was sensitive to small perturbations in input sequences [4]. In most cases, human 

performance was less affected by variation of distorted speech. The current study was intended to 

investigate the performance of ASR models in recognizing distorted speeches compared with humans.  

If the state-of-the-art ASR model could reach human-level performance in degraded speech 

recognition, it indicated that the design of E2E ASR models was efficient and these models might also 

be a potential method for accessing intelligibility of degraded speech.  

With the aim of evaluating the performance of ASR systems in degraded speech, two  kinds of 

experiments were performed. In the first experiment, the ASR systems were trained with clean 

speeches and tested on degraded speeches. The degraded speech conditions included simulation of 

common adverse listening conditions such as speech in babble noise, additive white noise and 

reverberation. Results of the first experiment might help us to observe performance of ASR models 

with exposure to unseen samples. In the second experiment, the ASR systems were trained and tested 



 

 

in each kind degraded speech. Human experiments corresponding to each kind of degrade speech were 

also conducted for comparison, in which the remoting web-based listening test were performed due 

to the ongoing impact of the COVID-19 pandemic. Our results demonstrated that there were still room 

for improvement of the ASR models in generalization ability. At the same time, the state -of-the-art 

ASR system might be a potential method for accessing the speech intelligibility of degrade speech 

when properly trained. 

2. MATERIALS AND METHODS 

Thirty-two (21 females; mean age, 23.2±2.8 years old) normal hearing native-Mandarin listeners 

were recruited mostly from Zhejiang university. Each subject was informed of the content of the 

experiments and received monetary payments after the experiment for their participation.  

Speech materials in our experiments were selected from a popular open source Chinese Mandarin 

speech corpus AISHELL-1[3], which was consisted of 150-hour training set, a 10-hour development 

set and a 5-hour test set. This corpus was widely used for Mandarin speech recognition and building 

automatic speech recognition systems. Eighty-four utterances were randomly extracted without 

repeating from test set of AISHELL-1 to make a new test set for our experiments, which were 

employed in both human listening experiments and ASR model experiments. Specifically, the training 

and development sets were the same as AISHELL-1 corpus in our experiments. There were three kinds 

of degraded speech involved in our experiments, including white noise, babble noise and reverberation 

noise. The audio spectrograms of these conditions are illustrated in Figure 1.  

In the human experiments, an average result of all subjects was used as the final accuracy 

corresponding to specific degraded speech condition. For ASR experiments, a popular state -of-the-art 

open-source ASR model, ESPnet combined with Conformer, was utilized in our experiments, which 

was consisted of a connectionist temporal classification (CTC)/attention architecture with conformer 

as the encoder [5]. In the first experiment, the ASR model was trained on the clean speech and tested 

using each kind of degraded speech; in the second ASR experiment, the ASR models were trained and 

tested on each kind of degraded speech. 

 
Figure 1: Spectrograms of unprocessed, white noise, babble and reverberation noise. 

3. RESULTS AND CONCLUSION 

We have tested performance of humans and ASR model in recognizing several distorted speeches, 

including white noise, babble and reverberation conditions. In the first experiments, performance of 

human is better than of models, as the models are trained on unprocessed speeches and tested on each 

kind of degraded speech. In the second experiments, when the models were trained and test on the 

same kind of degraded speeches, performances were improved and close to that of humans. Our results 

indicate that the current ASR systems may be a potential approach for achieving the speech 

intelligibility of degraded speeches when properly trained.  
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ABSTRACT
Non-native listeners are usually more disadvantaged in listening to speech in noisy environments compared
to native listeners. Many previous studies have investigated the differences in intelligibility between native
and non-native listeners and the possible causes of the degradation due to language backgrounds. To improve
the quality and intelligibility of speech, speech enhancement is widely used for signal processing for native
listeners. However, no previous study has investigated how the technique would specifically improve the
intelligibility of non-native listeners. This study evaluated noisy speech sentences that were processed by
five commonly used single-channel speech enhancement algorithms: Wiener filter, Subspace, Nonnegative
Matrix Factorization, Conv-TasNet, and Deep Complex U-Net. A listening test was carried out on native
New Zealand English speakers and native Mandarin Chinese speakers. English sentences from the Bamford-
Kowal-Bench corpus masked by either speech-shaped noise or babble noise were used. The enhanced speech
sentences were played through headphones using an online questionnaire and the participants were asked to
transcribe the sentences. The response of the native and non-native listeners was compared and analysed.

Keywords: Speech enhancement, Speech intelligibility, Non-native listeners, Mandarin, English

1 INTRODUCTION
Speech is the primary medium of communication in our daily life. The process of receiving information
from a speech by the auditory system is called speech perception. Listening under adverse conditions such
as under noise has been proved to be detrimental to speech perception and significantly reduce communica-
tion effectiveness [1]. It has been well studied that non-native listeners are disadvantaged more than native
listeners when listening in adverse conditions [2]. The possible reasons for the degradation in perception of
non-native listeners compared to native listeners under noisy environments are due to their language back-
ground [3], language proficiency, and the type of noise [4].

Speech enhancement (SE), is a technology that improves the speech quality or intelligibility of speech
signals contaminated by noise. Although a variety of SE algorithms has been designed to improve the intel-
ligibility of speech in noise, previous studies that evaluated the performance of SE algorithms were on native
listeners of the speech sentences. There is no such method proposed for non-native listeners specifically.
This prompts us to study how the existing SE algorithms would improve the speech perception in noise of
non-native listeners. This study investigates the intelligibility of noisy English sentences that are processed
by various existing SE algorithms between native and non-native English listeners. A subjective test was run
to measure the intelligibility of the enhanced speech. Since the non-native listeners’ first language would af-
fect their perception phonetically and syntactically [3], this study only focuses on listeners with Mandarin as
their first language. Participants of native listeners were recruited in New Zealand while those of non-native
listeners were recruited in China.

2 TEST DESIGN
2.1 Speech enhancement algorithms
To examine the effectiveness of the technology with breadth, the SE algorithms tested need to be 1) widely
used, 2) with a relatively simple concept and implementation, 3) easy to access the original implementation
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†yusuke.hioka@ieee.org
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(i.e. code is publicly available). Based on these criteria, five single-channel speech enhancement algorithms
were selected in this study, which were: a priori Wiener filter (WF) [5], generalised subspace (SS) [6],
unsupervised Bayesian non-negative matrix factorisation (NMF) [7], Conv-TasNet (Conv) [8], and deep
complex U-net (U-net) [9] algorithms. The selected algorithms were implemented by programmes publicly
available; where the MATLAB codes implementing WF and SS were acquired from the appendix in [10],
the programmes implementing NMF [11] and U-net [12] were provided by the authors of the literature, and
Conv was implemented through Asteroid [13].

Some parameters of the algorithms were adjusted to optimise the speech enhancement performance. For
a priori WF, the smoothing factors of β and µ [5] were set to 0.96 and 0.99, respectively. As for the SS
algorithm, the Lagrange multiplier µ [6] from the gain function was set to 0.99. For NMF, the size of the
main buffer N1 [7] was set to 50. The Conv and U-net methods are end-to-end trained methods that do not
support tuning.

2.2 Stimuli
The Bamford-Kowal-Bench (BKB) sentences in the Speech Perception Assessment New Zealand (SPANZ)
corpus [14] were used for the test. These sentences are semantically meaningful, have simple syntactic
structures, and use words of a high frequency of occurrence, which is also suitable for testing non-native
English listeners. The SPANZ corpus re-recorded the sentences in New Zealand accent and modified the
words and sentences to expressions that are commonly used in New Zealand (e.g. “vacation” was replaced
by “holiday”). Each sentence contains three to four keywords that are marked for measuring the speech
intelligibility.

The current study simulated speech under stationary and non-stationary noise, which were represented by
speech-shaped noise (SSN) and babble noise, respectively. A SSN was generated by shaping a white noise
by the spectral shape of the sum of 288 SPANZ BKB sentences. For the babble noise, the NOISEX-92
babble noise [15] was used. For both noise types, a section with the same length as the target speech signal
was truncated to mix with the clean speech at certain signal-to-noise (SNR) levels. The starting point of
the noise was always the same regardless of its length. The length of each speech audio was between 3 -
4 seconds, where some audio files had a longer quiet section at the end of the signal. To avoid significant
floor/ceiling effects in both participant groups (see Section 2.3), different sets of input SNR were chosen for
each noise type: 0, -3, -6 dB for the babble noise, and -3, -6, -9 dB for the SSN.

The noise was added to the clean speech at specific SNR levels defined in Section 2.2 to generate the
noisy speech, where the speech signals were normalised to have a root mean square of 1. The stimuli of
enhanced speech were generated by feeding the noisy speech signal to each of the selected SE algorithms
stated in Section 2.1 at a sampling rate of 16 kHz. Apart from the speech processed by five SE algorithms,
the unprocessed noisy speech signals were also included as a baseline reference. For every participant, three
sentences from a single condition were selected randomly for repetition purposes. Hence, a total of 108 BKB
sentences (5 SE algorithms (+ 1 noisy speech) × 2 noise types × 3 SNR levels × 3 repetitions) were used
in the test.

2.3 Participants
Forty-nine normal-hearing adults participated in the experiment, where 20 were native New Zealand English
(NZE) listeners recruited in New Zealand (NZE group) and 19 were native Mandarin listeners recruited in
Mainland China (CC group). All participants in both groups had been to tertiary level education.

Participants in the NZE group (mean age = 23.3, sd = 4.34, 6 female, 14 male) arrived in New Zealand
before the age of 12 years old. One participant reported that they lived in Sweden until 15 years old and
moved to New Zealand. The participant had lived in New Zealand since then and reported English as their
mother tongue and home language. The response of this participant showed no abnormality compared to the
others, hence the response was not removed.

Participants in the CC group (mean age = 23.5, sd = 1.63, 10 female, 8 male, 1 preferred not to say)
were based in Mainland China and had never lived in an English-speaking country for more than one year.
All participants learnt either British (n = 6) or/and American English (n = 13). One participant studied in
Hong Kong from the age of 23 to 24. Most Chinese universities require students to pass at least one English
certificate. English major students sit Test of English Majors (TEM) Band 4 and 8, and the others sit College
English Test (CET) Band 4 and 6, with higher Band numbers indicating rising difficulty. Only two of the
participants in the CC group had not received any relevant certificates. The rest had sat at least one of CET 4
(n = 2), CET 6 (n = 9), TEM 8 (n = 1), International English Language Testing System (IELTS) (n = 4, two
scored 6.5 and two not mentioned), and Test of English as a Foreign Language (TOFEL) (n = 1). Therefore,
participants from CC group should have learnt enough vocabularies to understand the BKB sentences.



2.4 Test Procedure

Figure 1. A screenshot of the GUI of the online test.

The test platform was developed on PsychoPy [16] which is available online through Pavlovia. The
participants were asked to wear headphones throughout the experiment and transcribe any words they could
hear from the automatically played audio via the GUI as shown in Figure 1 by a keyboard. A practice test
with one unprocessed noisy signal from the BKB sentences at -9 dB SNR was given for the participants
to get familiar with the test format. They were asked to maximise their volume to the highest they could
tolerate and not to change the device’s volume setting once the formal test started.

For the formal test, each participant responded to 108 sentences mentioned in Section 2.2. Each sen-
tence was only played once. The sentences were identical for every participant but with random parameter
combinations and were played in an arbitrarily randomised order. The test took around 30 minutes, and the
participants were given a break after listening to 54 sentences.

The participants were also required to fill out a demographics form to collect their gender, age, mother
tongue, type of English speaking, language background, proficient language, educational background, and
English language certificates (for CC group).

The study was approved by the University of Auckland Human Participants Ethics Committee (UAH-
PEC24202). The participants were rewarded koha (a New Zealand Māori custom which means gift, donation
or contribution) as compensation.

2.5 Marking Rubic
To quantify speech intelligibility, participants’ responses were marked manually following the suggestions in
the SPANZ corpus [14]. The root of the word is marked rather than the whole word. Homonyms such
as “buy” and “by”, “two” and “to” were not penalised. For NZE group, words related to the diphthong
merger /i@/ and /e@/ (e.g. “ear” and “air”) [17] were given the same marks. The ratio of correct words
(i.e. proportion correct) that indicates the speech intelligibility was calculated for each participant from the
words across three sentences under the same condition. The proportion correct (ranging from 0 to 1) of each
condition was calculated and treated as a single data point.

2.6 Statistical Analysis
The marked results were analysed by the linear mixed effect (LME) model in R by the lme4 package [18].
Interactions among multiple variables were hypothesised and tested by the lmerTest package [19] using the
step function. Likelihood ratio test was carried out to check the significance of the fixed effect by comparing
the p-values of models with and without each effect. Under the post-hoc pairwise comparisons by the em-
means package [20], the difference between every two effects was tested, and the p-values were adjusted by
the Tukey HSD method. The pairs providing p-values being less than 0.05 were considered as significant.

Since the two noise types were tested under different SNR levels, separate models were developed for
the results collected from each noise type. In summary, the fixed effects were SE algorithm (noisy, Conv,
NMF, SS, U-net, WF), input SNR (0, -3, -6 or -3, -6, -9), and nativeness (NZE, CC). The random effect
was the participant ID.
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Figure 2. Proportion correct of responses of NZE group and CC group under babble and speech-shaped noise
processed by 5 different speech enhancement algorithms.

3 Results
Figure 2 presents the proportion correct of NZE group and CC group under different noise types in boxplots.
The median line indicates that the noisy signal outperforms most SE algorithms under every condition. Ex-
ceptions occurred for CC group when signals were enhanced by Conv-TasNet under both noise types at -6
dB SNR, and when processed by subspace and WF under SSN at -6 dB SNR. For NZE group, only signals
enhanced by WF under SSN at -6 dB SNR had higher intelligibility than the noisy speech.

To ensure the speech enhancement algorithms have indeed performed as expectd, their performance was
measured by the improvement of two objective metrics, namely SDR [21] and STOI [22], which are known
to represent the quality and the intelligibility of the target speech, respectively. The average improvement of
SDR and STOI for each SE method are reported in Table 1. It shows that NMF degraded the intelligibility
of speech under both noise types, while SS and WF show degradation in intelligibility under babble noise.

The LME model for the SSN showed three-way interaction among SE algorithm, input SNR, and na-
tiveness of participants, including the random effect of the participant ID. The effect of each variable was
significant: algorithm (χ2(30) = 128.58, p< .0001), input SNR level (χ2(24) = 394.29, p< .0001), nativeness
(χ2(18) = 109.16, p < .0001) from the likelihood ratio comparison. The model for the babble noise showed
significant two way interactions between the algorithm and SNR level (χ2(10) = 20.641, p = 0.02374), algo-
rithm and nativeness (χ2(5) = 37.622, p < .0001), and SNR and nativeness (χ2(2) = 54.609, p < .0001).

The post-hoc pairwise contrasts between the NZE and CC groups were always significant for all con-
ditions, which indicates that the performance of CC group was always significantly worse than that of the
NZE group regardless of the type of SE algorithm and SNR level under both noise types. The largest differ-
ence under babble noise was observed in WF at 0 dB SNR, where the proportion correct estimate was 0.54
(t.ratio = 12.52, p < .0001). The lowest estimate was observed in U-net at -6 dB SNR, with an estimate of
0.1 (t.ratio = 2.27, p < .0001). Under SSN, the highest proportion correct estimate was 0.54 (t.ratio = 8.13,
p< .0001), which was observed in noisy speech under -6 dB SNR, and the lowest proportion correct estimate
of 0.18 (t.ratio = 2.76, p < .0001) was observed in U-net but at -9 dB SNR.

The speech intelligibility in terms of the proportion correct decreases as the SNR level decreases. The
contrasts between input SNR levels for NZE group were always significant under babble noise, for CC
group, they were insignificant between SNR -3 dB and 0 dB for most algorithms apart from U-net and WF.



Table 1. Average improvements of SDR and STOI for each speech enhancement algorithm.
SDR_impr = (output SDR) - (input SDR), STOI_impr = (output STOI) - (input STOI).

Babble noise SSN

Algorithm Input SNR SDR_impr STOI_impr Input SNR SDR_impr STOI_impr

Conv

0 7.92 0.13 -3 9.77 0.10

-3 7.46 0.14 -6 6.82 0.11

-6 5.59 0.10 -9 3.63 0.08

NMF

0 0.24 -0.03 -3 -0.41 -0.03

-3 0.88 -0.01 -6 0.01 -0.02

-6 1.45 0.002 -9 0.22 -0.005

SS

0 3.59 0.01 -3 4.79 0.03

-3 3.13 -0.001 -6 4.50 0.02

-6 2.52 -0.02 -9 3.98 0.007

U-net

0 2.54 0.07 -3 4.52 0.08

-3 3.02 0.06 -6 4.83 0.08

-6 2.65 0.002 -9 4.32 0.3

WF

0 2.29 0.001 -3 4.39 0.03

-3 2.17 -0.003 -6 4.00 0.03

-6 2.00 -0.01 -9 3.44 0.02

As for SSN, both NZE and CC groups observed insignificant contrasts between SNR -3 and -6 dB for most
conditions.

Post-hoc pairwise contrasts between SE algorithms suggest that different algorithms have little effect on
performance for CC group under both noise types. According to the number of significant contrasts, the
algorithms were more effective under babble noise (19 pairs for NZE group, 3 pairs for CC group) than
under SSN (10 pairs for NZE group, 5 pairs for CC group) for NZE group, but hardly effective for CC
group. Specifically, NMF and U-net showed significant degradation compared to the noisy speech for all SNR
levels under babble noise for NZE group. It is evident that U-net performed consistently the worst among
all of the algorithms, except when it is compared with Conv-TasNet under SSN at -9 dB for NZE group.
Moreover, it was significant that the noisy signal always had higher intelligibility than the signals enhanced
by Conv-TasNet, NMF, and U-net. WF always obtained a higher score than Conv-TasNet, NMF, and U-net
under SSN, indicating a more effective performance of WF in terms of improving speech intelligibility.

The waveform of the enhanced speech found that NMF and SS reduce the magnitude of the enhanced
speech compared to the noisy speech, leading to lower energy, i.e. lower volume signals. Conv amplified the
magnitude of speech, resulting in “louder” signals which may favour the listeners’ perception.

4 Conclusion
The present study investigated the performance of different existing speech enhancement algorithms on native
New Zealand English listeners in New Zealand and native Mandarin listeners based in China. Speech signals
contaminated by speech-shaped noise and babble noise under different SNR levels were processed by five
speech enhancement algorithms and their speech intelligibility was tested subjectively. The result of the
subjective test suggested that current algorithms showed little intelligibility improvement and even degradation
over noisy speech under negative SNR levels.
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ABSTRACT 
The cross-modal mapping between sound and perceptual images (e.g., shape) is known as sound symbolism. 
A recent study suggested that cross-modal mappings between certain consonants and perception of hardness 
differ between different native languages in adults. Exploration regarding how language development affects 
these associations is required. This study tested adult Japanese and English speakers to see whether language-
specific sound symbolism comes from language-specific pronunciation. Then, we tested Japanese infants, 
aged 9, 12, and 15 months to see whether the effect of sound symbolism changes in development.Hard and 
soft images were presented as video stimuli. As audio stimuli, two-mora nonsense words recorded with 
English- or Japanese-like pronunciations and with consonants /p/, /b/, /k/, /g/ and vowels /i/, /o/ (e.g., “bigi”) 
were presented. We confirmed that adult English speakers deemed voiceless consonants (e.g., /p/) harder than 
voiced consonants (e.g., /b/), contesting adult Japanese speakers’ perception. The hardness in sound symbolic 
associations when hearing Japanese was constant between 9 and 15 months old infants. However, the 
associations when listening to English differed from those of Japanese infants at 9 months and were the same 
at 15 months. This suggests that sound symbolic association develops in a native-language-specific manner 
between 9 and 15 months.  
 
 
Keywords: Sound symbolism, Cross modal mappings, Language development 

1. INTRODUCTION 
Sound symbolism refers to the cross-modal correspondence between sounds and specific images 

(1), which is considered a universal phenomenon (2–4), as represented by the “takete-maluma” effect 
(5) and the “bouba-kiki” effect(6). Recently, native language-specific sound symbolism has been 
reported (7–9). Symbolic sound association between consonant voicing and hardness changes across 
languages. For example, according to a previous study (8), monolingual Japanese speakers would 
relate voiced consonants (/b/, /g/) to hardness and voiceless consonants (/k/, /p/) to softness, whereas 
monolingual English speakers would relate voiceless consonants (/k/, /p/) to hardness and voiced 
consonants (/b/, /g/) to softness. However, the effect of native language experience on sound 
symbolism is unclear. Previous studies on sound symbolism have examined the acoustic and 
articulatory bases (10–13). The frequency code hypothesis (14) has been considered one of the 
mechanisms to explain sound symbolism from acoustic bases. The articulation bias is also examined 
since articulation motion creates a sense of sound symbolism, such as the oral cavity’s size and vowel 



 

 

backness (1,11,15). 
This study confirmed whether the sound symbolic association between consonants and hardness 

differs between English and Japanese native speakers, and examined whether the sound symbolic 
association alters across English and Japanese pronunciations in speech stimuli. If hardness is evoked 
by acoustic properties specific to the speaker's native language, it would depend on the language-
specific pronunciation of spoken sounds. In addition, a comparable study of Japanese infants was 
conducted to test whether the effect of language-specific pronunciation on sound symbolism changes 
in different stages of development. The results can provide insight into the acquisition of native 
language-specific sound symbolism. 

 

2. EXPERIMENT1: A FORCED-CHOICE TASK IN ADULTS 
We conducted an online experiment using the Gorilla Experiment Builder (www.gorilla.sc). Data 

from native Japanese speakers were collected between 23 October 2020 to 21 December 2020. Data 
from native English speakers were collected from 04 February 2022 to 27 February 2022. 

 

2.1 Participants 
Thirty native Japanese speakers participated in the experiment (Men = 15, women = 15; age = 19–

25, mean = 21.9). Eleven native English speakers participated in the experiment (Men = 7, women = 
4; age = 20-39, mean = 26; American English = 9, Australian English = 1, and Canadian English, 1). 
All participants provided written informed consent before the experiment started. The experiment was 
approved by the ethics committee of Doshisha University. 

 

2.2 Audio Stimuli 
Two-mora nonsense words comprising consonants (/b/, /g/, /k/, /p/) and vowels (/i/, /o/) (Table.1) 

were used. The set of stimuli contained eight nonsense words, as shown in Table 1, which were 
pronounced by two bilingual speakers of Japanese and English. Consequently, we had a total of 16 
audio stimuli. 

 

2.3 Visual Stimuli 
Three visual stimuli were prepared along with the audio stimuli. Fig.1a shows a sample of the 

video images. Two white lines were moved and rotated on the black screen. Two different movements 
were designed to induce impressions of hardness and softness. 
 

2.4 Procedure 
In each trial, audio and video stimuli (Fig.1a) were simultaneously presented twice after fixation 

cross presentation for 0.25 seconds. The video stimuli contained two movements of white lines which 
were displayed on the left and right sides of the screen for four seconds. The left and right positions 
of the two movements were switched in each trial. Subsequently, the participants chose a video 
stimulus that matched each sound stimulus (Fig.1b). A total of 32 trials (16 trials × 2 sets) were 
conducted. 
 

Table.1 Audio stimuli. All words were spoken with English- and Japanese-like pronunciation 

Vowel Voiced consonant Voiceless consonant 

/i/ bigi, gibi kipi, piki 

/o/ bogo, gobo kopo, poko 



 

 

 
Fig. 1 (a) One of the visual stimuli. White lines moved and rotated. Two movements induced impressions 

of hardness and softness. (b) Sequence of a trial: A fixation cross was presented for 0.25 s, followed by the 

first presentation of audio and video stimuli for four seconds. The left and right positions of visual stimuli 

were then changed and presented again for four seconds with the audio stimulus. Participants chose videos 

that matched each sound stimulus. 

 

2.5 Results 
In the first analysis, we used a generalized linear model (GLM) to test the relationships between 

consonants (/b/and /g/ vs. /k/and /p/) and participants’ native languages (Japanese vs. English). The 
results showed that there was an interaction between consonants and native language (Consonant ✕ 
Native language: p = 0.024), indicating that native English listeners considered /b/ and /g/ as softer 
than native Japanese listeners did (Fig. 2). 

In the second analysis, we investigated the relationships between pronunciation type (Japanese vs. 
English) and the effects of voicing consonants using GLM. The results showed no interaction between 
pronunciation and consonant types (Fig. 3 and 4). In other words, the symbolic sound association of 
hardness in adults was affected by the participants’ native language, not by the pronunciation type 
that they listened to. 
 

 
Fig.2 The average number of responses as soft by type of listener's native language. The vertical axis is the 

average number of times the participants selected “soft” for particular words (e.g., /bigi/) in two trials. The 

horizontal axis indicates the consonant codition: voiced (/b/, /g/) or voiceless (/k/, /p/). Error bars indicate 

standard error of the mean (SEM). Left: Native Japanese listener, Right：Native English listener. *p < .05 
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Fig.3 The average number of responses as soft when Japanese participants listened to the word (e.g., /bigi/) 

in Japanese-like or English-like pronunciation. The vertical axis indicates the average number of times the 

participants selected “soft” in two trials. The horizontal axis indicates the consonant condition: voiced (/b/, 

/g/) or voiceless (/k/, /p/). Left: Japanese-like pronunciation, Right: English-like pronunciation. Error bars 

indicate SEM.  

 

 

Fig.4 The average number of responses as soft when English participants listen to the word (e.g., /bigi/) in 

Japanese-like or English-like pronunciation. The vertical axis is the average number of times the 

participants selected “soft” in two trials. The horizontal axis indicates the consonant condition: voiced (/b/, 

/g/) or voiceless (/k/, /p/). Japanese-like pronunciation, Right: English-like pronunciation. Error bars 

indicate SEM. *p < .05 

3. EXPERIMENT 2: PREFERENCE LOOKING EXPERIMENT IN INFANTS 

3.1 Method  
The same stimuli as in Experiment 1 were used. We measured the time each participant looking at 

each video stimulus. A total of 32 trials (16 trials × 2 sets) were conducted (Fig. 5). 
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Fig.5 Sequence of a trial. We presented an animation called “Attention getter” to direct infants' attention to 

the display, followed by the first presentation of audio and video stimuli for four seconds. The left and right 

positions of visual stimuli were then changed and presented again for four seconds with the audio stimulus. 

We measured looking time. 

 

3.2 Participants 
Sixty-five infants participated, of which 57 were included in the study: 21 participants were 9 

months old (ten male and eleven female participants), 18 participants were 12 months old (nine male 
and nine female participants), and 18 participants were 15 months old (eight male and ten female 
participants). Eight participants withdrew from the experiment because of fussiness. All the 
participants were Japanese monolinguals with monolingual Japanese parents. The experiment was 
approved by the Research Ethics Committee of Doshisha University, and the infants' parents provided 
written informed consent before the experiment. 
 

3.3 Apparatus 
A loudspeaker (Computer MusicMonitor, BOSE) was placed behind the display (1800FP,DELL). 

An eye tracking device (Tobii Pro X3-120, Tobii) was placed under the display. Each infant was 
positioned 65 cm from the display on their parents’ lap in a forward-facing position. 

 

3.4 Data  
The data of infants (34 out of 57) whose looking time was less than 30% of the total time, or who 

looked at only one side of the screen, were excluded. As a result, a total of 23 infants were included 
in the analysis: seven infants aged 9 months (three male and four female participants), six infants aged 
12 months (two male four and female participants), and ten infants aged 15 months old (four male and 
six female participants). 
 

3.5 Results 
We analyzed the relationships between pronunciation type (Japanese vs. English) and consonant 

type based on voicing (/b, d/ vs. /p, k/) using GLM. The interaction between the consonant type and 
age was significant when the sound stimuli in English-like pronunciation were presented, whereas it 
was not significant when the sound stimuli in Japanese-like pronunciation were presented (Japanese: 
Consonant ✕ Month p = 0.163, English: Consonant ✕ Month p = 0.003). The results indicated that 
the effect of voicing in consonants differed between Japanese-like and English-like pronunciations in 
the case of infants aged 9 months, but the effect was not significantly different among 12 and 15 
month old infants (Fig. 6).  

 



 

 

 

Fig. 6 The effects of consonants were compared among three age groups. The vertical axis shows looking 

time (z-score). The horizontal axis indicates ages in months. Shaded areas are confidence intervals based on 

standard errors. Left: Japanese-like pronunciation, Right: English-like pronunciation. 
 

4. DISCUSSION 
This study investigated whether Japanese and English adult speakers and Japanese infants at 9, 12, 

and 15 months of age differ in sensitivity to cross-modal mappings. Experiment 1 tested whether 
language-specific sound symbolism among adults comes from their linguistic experience (i.e., their 
first language) or from the acoustic features of pronunciation in speech stimuli. The results showed a 
significant interaction between consonant types and listeners' native language, supporting native 
language-specific sound symbolism, but not acoustically motivated pronunciation-based sound 
symbolism. This aligns with the findings of the previous study (8), which used disyllabic pseudowords 
in VCVC form (e.g., /apap/) and a four-point Likert scale from “very hard” to “very soft.” Since the 
current study employed a different task in which participants were asked to select a combination of 
audio stimuli in CVCV form (e.g., /piki/) and video stimuli (soft or hard movement), our findings 
provide further support for the native language-specific sound symbolism of hardness. 

Surprisingly, no interaction between consonant and pronunciation types was observed. This 
suggests that adults’ symbolic sound intuition is possibly influenced by their native language rather 
than the physical features of the sounds that they hear. Although our initial hypothesis was that native 
language-specific sound symbolism may be motivated by acoustic information, as the frequency code 
hypothesis suggests, our results showed that images of hardness did not change depending on the 
pronunciation of the stimuli; rather, they were dependent on the native language of the participants. 
Thus, sound symbolism might be modulated by linguistic experiences or the acquired system of one’s 
native language rather than actual acoustic inputs on the spot.  

In Experiment 2, a similar method was applied among 9–15-month-old Japanese infants to test the 
effect of language development on language-specific sound symbolism, and a significant effect of age 
was found. Although Japanese-like sounds did not affect symbolic associations for hardness, English-
like pronunciation affected 9-month-old infants. This effect disappeared in the 15-month-old infants. 
These results suggest that sound symbolic intuitions in infants may be altered according to native 
language roughly between 9 and 15 months of age. 

 

5. CONCLUSION 
For adults, symbolic images of hardness associated with voicing consonants differed between 

English and Japanese. In addition, the effect of English-like sounds on Japanese infants’ looking 
behavior decreased from 9 to 15 months of age. Hence, language-specific sound symbolism might be 
formed in infants at around 12 months of age when their sensitivity to non-native phonemes decreases 

consonant ×	month
p = 0.163

consonant ×	month
p = 0.003



 

 

(16). The process of infant language development is crucial for the formation of sound symbolic 
intuition. Thus, language-specific sound symbolism is influenced by language development. 
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ABSTRACT
Frequency response of sound source may be one of the main causes of the inaccuracy in speech transmission
index (STI) measurement. Thus, the frequency response equalization of sound source is important to satisfy the
STI measured requirement. However, the performance of different equalization methods on STI measurement
has rarely been discussed in previous research. This study therefore investigates the effect of equalization
algorithms, including the Kirkeby algorithm and the minimum-phase reconstruction algorithm, and the effect
of magnitude normalization methods of the frequency response used for equalization on the STI measurement.
First, the impulse responses were measured in an anechoic room with three types of directional loudspeakers,
and then used to calculate the corresponding STIs with impulse-based indirect method. Results show that
compared with the Kirkeby algorithm, the equalization algorithm using minimum-phase reconstruction can
obtain a flatter frequency response. The STI difference caused by equalization depends not only on the frequency
response of the sound sources, but also on the magnitude normalization methods of the frequency response used
for equalization. It recommends to use an energy-normalized frequency response for equalization, so as to avoid
the introduction of additional energy.

Keywords: Speech Transmission Index, Frequency Response, Sound source Equalization

1 INTRODUCTION
The speech transmission index (STI) is one of the most common objective metrics for predicting speech intelli-
gibility, and can be used to predict the loss of speech information between speaker and listener [1]. The STI is
based on the fact that the interference on speech intelligibility due to the transmission system is related to the
intensity reduction of modulations from the source signal to the receiver signal, which can be described by the
modulation transfer function [2, 3]. By measuring the reduction in the modulation index, it is possible to cal-
culate the apparent signal-to-noise ratio (SNR) of each frequency band, and then the transmission indexes and
modulation transfer index can be obtained in turn. The STI is then the sum of the weighted contributions from
each band [3]. The STI fully reflects the effects of background noise and the transfer function between speaker
and listener on speech intelligibility; thus, it is better than the articulation index and the speech intelligibility
index for assessing speech intelligibility in a steady acoustic environment that satisfies a linear time-invariant
system.

In the light of the sound propagation path in a given space, in addition to background noise, binaural effect,
and the acoustic conditions of the space [4, 5], STI measurement is considerably affected by the sound source
characteristics including the frequency response and directivity. According to the specifications in IEC 60268-16
[3], the sound source used for STI measurement is better to have a similar directivity pattern as those of the av-
erage human mouth. Additionally, the frequency response of the sound source for the STI measurements should
be within ±1 dB in each 1/3 octave band over the range of 88–11300 Hz; otherwise, additional frequency
response equalization is required. Previous studies have shown that sound source characteristics affect not only
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the objective room acoustical parameters and subjective evaluation related to the sound quality [6, 7] but also
the speech intelligibility in an actual room [8, 9, 10]. For instance, Zhu [10] measured the STI in different
conditions using three different directional sound sources. They showed that both the directivity and frequency
response of the sound sources may cause noticeable differences in the STI value, and the frequency response
without equalization may afford large errors in the measured results. Additionally, Mapp [8] also showed that
equalization in an unideal frequency response can significantly affect the speech intelligibility. There is no doubt
that a careful frequency response equalization is always required when performing a STI measurement using a
sound source with unideal frequency response.

The key technology of frequency response equalization is how to generate an appropriate inverse filter, which
is always originated from the frequency response of sound source measured in an anechoic chamber [8, 10].
With regard to the generation of inverse filter, the choice of equalization algorithm and how to normalize the
relative magnitude of the frequency response used for equalization are the main issues that need to be con-
sidered. However, the performance of different equalization algorithms and magnitude normalization methods
of the frequency response used for equalization in STI measurement has not been discussed in previous re-
search yet. This motivates the present systematic study of investigating the effect of equalization algorithms and
magnitude normalization methods of the frequency response used for equalization on the STI measurement.

The impulse responses were measured in an anechoic room with three types of directional loudspeakers
in the principal axis direction, and then used to calculate the corresponding STI with impulse-based indirect
method according to IEC 60268-16 [3]. Two equalization algorithms, including the minimum-phase reconstruc-
tion algorithm [11] and the Kirkeby algorithm [12], and two magnitude normalization methods of the frequency
response used for equalization, including the way aligning the relative magnitude in 1000 Hz to 0 dB following
the treatment in reference [10] and the energy-normalized method which is first proposed in present study, were
taken into account. Finally, the STI before being equalized and after being equalized by employing different
equalization algorithms and magnitude normalization methods were analyzed.

2 METHODS
2.1 Impulse Response Measurements
Three directional loudspeakers with different frequency responses and directivity patterns were used as the sound
sources in present study: (i) an artificial mouth Brüel & Kjær 4227A with a directivity and radiation pattern
similar to those of an average human mouth; (ii) a monitor loudspeaker GENELEC 8010 with a frequency
response within ±2.5 dB in the range from 100 Hz to 20 kHz; and (iii) a domestic loudspeaker PHILIPS
MCI500H with a low frequency limit of as low as 60 Hz, which is usually used for sound reproductions in
traditional indoor environments.

The horizontal impulse responses in the principal axis direction of three sound sources were separately
measured in an anechoic chamber. Excitation was induced using a logarithmic sweep signal with a sampling
frequency of 44.1 kHz and 24-bit quantization for 3 s over a frequency range up to 22 kHz. This was fed to
the sound sources after passing through a digital-to-analog converter in a sound card (Fireface UC; RME Audio,
Haimhausen, Germany). Since the 4227A and MCI500H are passive sound sources, they need to be driven by a
power amplifier (B&K 2716C). The sources were placed on a pallet fixed on a tripod and covered with sound-
absorbing cotton to reduce reflection. The signals were recorded using an omnidirectional microphone (MicW
M215), which was fixed at the source height (i.e., 1.2 m above the wire mesh of the anechoic chamber) and
with a horizontal distance of 1 m relative to the sources. The partial photos of experimental environment in an
anechoic room are shown in Figure 1. The recordings of the logarithmic sweep signals were deconvolved with
the inverse of the original logarithmic sweep signal to yield impulse responses [13].

2.2 Equalization Methods
To smooth out the undesirable frequency response of the three sources, the inverse filters used for equalization
were generated from the frequency responses at 1 m in front of the three sources that were measured in an ane-
choic chamber by employing the minimum-phase reconstruction algorithm and Kirkeby algorithm respectively.

If the frequency response used for generating inverse filtering is H0( f ), the inverse filter H∗( f ) based on



Figure 1. The partial photos of experimental environment in an anechoic chamber

the minimum-phase reconstruction [11] can be expressed as:

H∗( f ) =
1

Hmin( f )
=

1
|H0( f )|exp( jφmin( f ))

, (1)

φmin( f ) =− 1
π

∫
∞

−∞

ln |H0( f )|
f − x

dx. (2)

The Kirkeby method is based on the introducing of the regularization factor ε( f ) to design an inverse filter
[12], which can be expression as:

H∗( f ) =
conj [H0( f )]

conj [H0( f )] ·H0 (ψ0, f )+ ε( f )
, (3)

where the regularization factor ε( f ) is set as an abnormally small value (1× 10−100) for frequencies within
the target frequency range and is set to be abnormally large value (1×10100) for frequencies outside the target
frequency range.

2.3 STI Measurement Method
In the context of STI, the interference in speech intelligibility is related to a reduction in time modulation due
to the transmission system, which can be described by the modulation transfer function. The modulation transfer
function is distributed in 14 modulation frequencies, ranging from 0.63 to 12.5 Hz, and seven octave bands, with
center frequencies ranging from 125 Hz to 8 kHz. The traditional method (direct method) for determining the
modulation transfer function uses test signals modulated sinusoidally in terms of intensity. However, this method
is time consuming because it must be repeated for each of the 98 combinations of modulation frequencies and
octave band frequencies [3]. To reduce the number of measurements needed and enhance repeatability, a single-
impulse response measurement (indirect) method was developed by Schroeder [14].

Usually, the sound pressure levels of the noise and binaural speech signal must be measured separately [1].
Here, we obtain the speech signals from the source by based on the Auralization technology [4, 5]. The speech
sample was obtained by generating a pink noise signal and then filtering and adjusting the spectrum according
to GB/T 7347 [15], the standard spectrum of Chinese speech. A stationary noise (i.e., pink noise) is regarded
as background noise with the same sound pressure level in each frequency band. We then obtained the speech
signals by convolving the speech sample with the corresponding impulse response measured in an anechoic
chamber as Section 2.1. The STIs under different conditions were then calculated according to IEC 60268-16
[3].



3 RESULTS AND DISCUSSION
3.1 The Influence of Equalization Algorithm
The original frequency response in relation to 1000 Hz and the frequency response after being equalized by
employing different equalization algorithms are shown in Figure 2.

Figure 2. Frequency response before being equalized and after being equalized by employing different equaliza-
tion algorithms in the principal axis direction for the (a) 4227A, (b) 8010, and (c) MCI500H sources, respec-
tively

Figure 3. STI result before being equalized and after being equalized by employing different equalization algo-
rithms for the 4227A, 8010, and MCI500H sources, respectively

It can be seen that the frequency response after being equalized with minimum-phase reconstruction algo-
rithm is almost flat in the entire frequency range for each sound source. However, this is not the case for the
Kirkeby algorithm, where the fluctuation range of the relative magnitude is even up to 5 dB for the 4227A and
MCI500H sources. According to the specification in IEC 60268–16 [3], the frequency response of the sound
source for the STI measurements should be within ±1 dB in each 1/3 octave band over the range of 88–11300
Hz. Obviously, the performance of the Kirkeby algorithm does not meet the requirement.

Based on the original impulse responses with relative magnitude aligned to 0 dB in 1000 Hz and those
after being equalized by employing different equalization algorithms, the corresponding STIs were calculated
based on the impulse-based indirect method, as shown in Figure 3. Note that, except for the 8010 source, the
STIs after being equalized obviously vary from those before being equalized, with difference of more than 0.3
in some cases, far exceeding the just-noticeable-difference (JND) of 0.03 [16]. On the one hand, the impulse



response used for equalization introduces additional energy to STI measurement to a large extent, and it means
a large STI difference between before and after being equalized. On the other hand, the mismatch between
the irregular frequency response of sound sources and the band-weighting coefficient at the STI calculation also
contribute a portion of difference. It is worth mentioning that there is a negligible STI difference between
before and after being equalized for the 8010 source (within 1 JND), due to its flat frequency response before
being equalized as shown in Figure 2(a).

As shown in Figure 3, except for the 8010 source, there are observable difference between the STI with
equalization employing the minimum-phase reconstruction algorithm and those employing the Kirkeby algorithm,
especially for the MCI500H source. We can also find corresponding clues in Figure 2 for these results.

Overall, compared with the Kirkeby algorithm, the equalization using minimum-phase reconstruction algo-
rithm can obtain a flatter frequency response, and there is not negligible difference between the STI result with
two algorithms for the 4227A and MCI500H sources. Therefore, the inverse filtering algorithm employing the
minimum phase reconstruction is adopted to the frequency response equalization mentioned below.

3.2 The Influence of Magnitude Normalization Method
As forementioned, if we align the relative magnitude of the frequency response used for equalization in 1000
Hz to 0 dB, the the impulse response used for equalization could introduce additional energy to the impulse
responses to be equalized, thus there will be notable difference between the STI after being equalized and those
before being equalized. To prevent the change in energy introduced by the equalization, the frequency response
used for equalization should be processed by energy normalization. If the frequency response used for the
inverse filtering is H( f ), the normalized frequency response can be expressed as:

H̄( f ) =
H( f )√

1
N ∑

N
n=1 |H( f )|2

, (4)

where N is the frequency counts. Then, the normalized frequency response H̄( f ) was used to generate the
inverse filter with minimum-phase reconstruction method as Eq. (1) and Eq. (2).

Figure 4. The frequency responses used for equalization by employing different magnitude normalization method
and those after being equalized with them for the (a) 4227A, (b) 8010, and (c) MCI500H sources, respectively

The frequency responses used for equalization employing different magnitude normalization method and
those after being equalized with them for three sound sources are shown in Figure 4. Note that, the differences
in relative magnitude of the frequency response after being equalized employing different magnitude normaliza-
tion method are about 2 dB, 14 dB, and 4 dB for 8010, 4227, and MCI500H sources respectively, which means



Figure 5. STI result before being equalized and after being equalized by employing different magnitude nor-
malization methods for the 4227A, 8010, and MCI500H sources, respectively

STI difference of 0.07, 0.47, and 0.13 according to the definition of STI [3], i.e., the SNR from –15 dB to +15
dB is linearly correlated with the STI range from 0 to 1.

The corresponding STIs were also calculated based on the impulse-based indirect method, including the
result before being equalized and those after being equalized with the frequency response under different mag-
nitude normalization methods, as shown in Figure 5. There are similar phenomena as that observed in Figure 4.
As can be seen in Figure 5, except for the 8010 source, there are considerably difference between the STIs after
being equalized with frequency response by employing different magnitude normalization methods, even with
difference of more than 0.4 for 4227A, far exceeding 1 JND of 0.03. This is principally because the frequency
response used for equalization introduces additional energy to STI measurement, as shown in Figure 4. This
recommends to use an energy-normalized frequency response for equalization in STI measurement, which can
avoid the introduction of additional energy.

4 CONCLUSIONS
This study investigates the effect of different equalization algorithms and magnitude normalization methods of
the frequency response used for equalization on the STI measurement. The impulse responses were measured
in an anechoic chamber with three directional loudspeakers. Two equalization algorithms (i.e., the Kirkeby al-
gorithm and minimum-phase reconstruction algorithm) and two magnitude normalization methods (i.e., the way
aligning the relative magnitude in 1000 Hz to 0 dB and the energy-normalized method proposed in present
study) were adopted in frequency response equalization. Then, STIs before being equalized and those after
being equalized be employing different equalization algorithms and magnitude normalization methods were an-
alyzed. Results show that the performance of the Kirkeby algorithm does not meet the requirement of STI
measurement in term of the frequency response, thus causes a considerably error (far exceed 1 JND) except
for the 8010 source. In contrast, the equalization algorithm using minimum-phase reconstruction can obtain a
flatter frequency response. The comparison among the STI result before being equalized and those after be-
ing equalized employing different magnitude normalization methods shows that, the STI difference caused by
equalization depends not only on the frequency response of the sound sources, but also on the magnitude nor-
malization methods of the frequency response used for equalization. It recommends to use an energy-normalized
frequency response for equalization in STI measurement, which can avoid the introduction of additional energy.
This study provides reference for future evaluations of speech intelligibility using a sound source with unideal
frequency response.
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ABSTRACT
After the 2011 Tōhoku earthquake and tsunami, infrastructure of radio wave and wireless internet is fulfilled

rapidly, and alerts or notifications on emergency and warning from government can be obtained easily with
outdoor loudspeaker, smartphone apps, e-mail and so on. Local government provides not only for emergency
notification but also daily useful information over the infrastructure, and frequency of use of the system is
increased. However, it is still difficult to catch the information in some cases indoors. This prevents behavior of
listening carefully to the message from the government continuously.

This paper proposes an indoor announcement system for emergency information. The system is designed
to encourage sustainable use considering human characteristics by relieving of missing important words in a
sentence. A limitation of the number of words in a sentence in listening is examined using subjects in order to
design an automatic optimized sentence generation considering human memory. Sentence composition method
based on the limitation is discussed.

Keywords: indoor announcement, human characteristics, sustainable use

1 INTRODUCTION
The 2011 Tōhoku earthquake and tsunami caused huge damage. After the earthquake, the development of

a system that can deliver appropriate information wherever has become active. System called disaster radio
system or mass notification system built by the national and local governments play important roles, and those
provide neighborhood fire information, missing person information and other useful information for residents.
People receive that information from various ways. The information which requires rapid action is provided
to television, radio, smartphone, household receiver, outdoor loudspeaker. Other daily announcement is always
delivered by e-mail and sometimes household receiver, outdoor loudspeaker. Outdoor loudspeaker is useful to
spread wide area all at once, however, residents annoyed loud sound. Long-path echo generated by buildings
and others also makes it hard to hear. Since speech from outdoor loudspeaker is uttered with pauses to avoid
long-path echo, a whole message requires longer time to understand the contents than time for a normal speed
speech. Arrangements of outdoor loudspeaker location, characteristics of sound propagation and other related
topics has been studied by references (1–5). It is also hard to hear from outdoor loudspeaker in a house due to
a wall and a window of house. Ministry of Internal Affairs and Communications in Japan recommended to use
a household receiver in a house, however, it is not widespread and to all rooms even if residents have. Due to
the mentioned conditions above, delivery of e-mail which contains the same message is expected. The e-mail
from local government is sent to a registered resident simultaneously. E-mail has an advantage of being able to
be viewed as needed. Since we can read it as appropriate, if you are doing something, such as washing dishes,
bathing, we may postpone reading the e-mail and forget that there was an announcement. These difficulties on
listening from outdoor loudspeaker and getting a message by other methods hinders habit of getting information.

1 yoshifumi.chisaki@p.chibakoudai.jp
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Figure 1. Message delivery flow from local government to residents.

In this paper, a push notification by speech is proposed. The notification method does not only read aloud
e-mail but also include interactions based on human characteristics for sustainable use. In particular, the number
of words in a sentence is investigated by listening tests, and a sentence is designed based on the findings of
listening tests.

2 CONCEPT OF THE PROPOSED SYSTEM
After the 2011 Tōhoku earthquake and tsunami, information for safe and daily life from local government

is delivered by several ways including e-mail. In this study, popular devices such as smartphone, smart speaker,
or ceiling light with loudspeaker are supposed to read aloud a message in a room and the message from
government is delivered by e-mail. The message contains a purpose, an incident, date and time. Since other
warning sentences are included in the message, a total duration of message is over one minute when a whole
message is read aloud. Since residents cannot keep paying attention to the speech during housework and so
on, it is expected to summarize the e-mail contents for reducing the playback duration. This function is quite
important for long-term use. FIgure 1 shows a flow of message delivery. The emergency information service
is provided by local government. One of routes to residents is via outdoor loudspeaker. As mentioned above,
sound propagation from outdoor loudspeaker is insufficient for residents in a room. On the other hand, residents
can receive e-mail and get contents of message using smartphone or PC in a room. Since it is troublesome to
pick up a smartphone to check e-mail while doing housework, the proposed system optimizes sentences of
message in the e-mail and the optimized sentences are read aloud.

Category of message is indicated in Table 1, and category is not limited to emergency incident but also wide
for daily life matters. Table 2 shows examples of message from local government. E-mail is consisted of the
message with header and footer. Fig. 2 indicates an example of e-mail which includes message, and shows that
e-mail has possibility of various sentences. As shown in Fig. 2, it is expected to take a minute to read aloud
original contents of e-mail directly. It is considered that shorter sentence is preferred to avoid misunderstanding
of message, and to encourage long-term use of the system.

Thus, functions of message analysis and sentence optimization are designed as follows:

1. specify a category from e-mail,

2. pick up essential items for a specified category from e-mail,

3. generate sentence for text-to-speech based on human’s listening ability; the number of maximum words
to catch in a sentence,



Table 1. Category of message from local government.

Topic Details

Fire Fire outbreak and suppression.

Disaster Information J-alerts (Earthquake Early Warnings, Special Warnings of Weather,
etc.) related to earthquakes and weather, as well as information on
typhoons, heavy rain, sediment disasters, heavy snow, tornadoes, etc.

Photochemical Smog/PM 2.5 Precautions against photochemical smog and PM 2.5.

Suspicious person information Witness information about suspicious persons, etc.

Lost or missing Information about lost or missing persons.

City crime occurrence situation Precautions regarding the occurrence of crimes in the city, etc.

City Emergency J-Alert for public protection (Ballistic missile information, large-scale
terrorist information, etc.), large-scale accidents, etc.

Broadcast contents of disaster pre-
vention administration radio

Broadcast contents of disaster prevention administration radio (ex-
cluding regular evening broadcast).

Others Other information (information on heat stroke, information on new
coronavirus infection), etc.

Table 2. Examples of messages from local government.

Topic Message

Fire Building fire occurred, ◦◦◦◦ city ◦◦◦ town, June 4th 2022, around one thirteen. Fire
brigade is dispatched now.

Missing
person

Mr. ◦◦◦◦, 74 years old has been missing since Tuesday, August 23. Height is 165
cm. The physique is medium meat and medium back. He wears a beige hat, navy
blue short sleeve T-shirt, Gray long trousers. If you find, please call ◦◦◦◦ police
station, 81-47-474-xxxx.

Warning This is ◦◦◦◦ police station. we gets a lot of fraudulent calls recently in our city. The
message is like ‘ There is a refund. The card has been used illegally and needs to
update. I needed cash from my son and grandson.’ These calls are fraudulent. Be
careful about fraudulent calls.

4. generate sentence based on personal characteristics; only what a user wants.

It is considered that a message part which are essentials to make notice could be formatted on each topic as
shown in Table 2. Although those formatted sentences could be generated with a machine learning algorithm,
a rule-based method to generate sentence is considered as a first trial in this paper. So, it is necessary to
find out a category from e-mail as function 1. In function 2, some specific words are extracted from e-mail.
For example, a message for missing person indicated in Table 2 includes some words; gender, ages, height,
physique, wears, and police phone number to provide information. These feature words are extracted with
dependency relationship of words, units and so on.

Function 3 and 4 are the key idea to encourage long-term use. In function 3, a user will stop using the
system continuously if the frequency of not being able to hear the contents increases. Thus, an automatic



Example of e-mail� �
The number of suspicious persons is reported to the Youth Center in May.
[strange people talking: 3 incidents ]ABC area, DEF area, GHI area
[perverted behavior : 4 incidents ] JKL area, MNO area, PQR area
[violence, violent language : 1 incident ] XYZ area

The Youth Center provided this information for the police, and carried out patrol.
For other suspicious person information, please see the XYZ Prefectural Police "Safety Map for Living".
Smartphone site
https://www2.xyz.jp/cp-gis-sp/

————
Click here to change user information or unsubscribe.
https://service.abcxyz.com/XYZ/m/u/i/9965a7a594b4
XYZ Youth Center
TEL 000-010-0203

� �
Figure 2. Example of e-mail from local government to residents.

sentence generation function that limits the number of words that a person can hear in one sentence is required.
In function 4, continuing to provide unnecessary information for a user does not encourage to long-term use.
thus, it is preferred that playback message is selectable, whether playback or through based on the preset by a
user.

In this paper, function 3 is focused to obtain findings for sentence generation based on human ability.

3 DESIGN OF SENTENCE STRUCTURE
From the viewpoint of human memory in hearing, sentence length for playback should be controlled. In this

section, the appropriate number of words in a sentence is discussed.

3.1 Experiments on the number of words
Listening tests using subjects are conducted. The number of subjects is 6, and range of age is from 21

to 23. Their primary language is Japanese. All sentences are in Japanese. Experiments are performed with
a headphone and 44.1kHz/16bits DA converter. Sound pressure level for playback is set to appropriate one
by each subject at beginning of experiment. Four topics; lost or missing, fire, city crime occurrence situation,
disaster Information are used.

The sentences blow are examples of sentence on each topic.

• Missing person
Mr. ◦◦◦◦, 74 years old has been missing since Tuesday, August 23. Height is 165 cm. The physique is
medium meat and medium back. He wears a beige hat, navy blue short sleeve T-shirt, Gray long trousers.
If you find, please call ◦◦◦◦ police station, 81-47-474-xxxx.

• Fire
Building fire occurred, ◦◦◦◦ city ◦◦◦ town, 1 choume, 1 banchi, around one thirteen, June 4th, Thursday.
Fire brigade is dispatched now.

• City crime occurrence situation
The main crime that occurred was 5 snatching, around ◦◦◦◦ city ◦◦◦ town, June 4th, Thursday, 2022.
Please be careful.



• Disaster Information
Emergency heavy rain warning was issued around ◦◦◦◦ city ◦◦◦ town. The forecast will continue until
around 23 on Thursday, March 2nd. Please be careful.

Although the above examples are in English to explain the experiments, all sentences are in Japanese in Lis-
tening tests. Underlined words are selected from the same category, e.g. red, black, gray and so on in case of
color. The number of words in a sentence is also varied from 4 to 12. The number of generated sentences with
varying all words is 2,700, and the sentences are presented to the subject randomly. Each session is 20 minutes
and a break.

A subject answer a result from 5 choices. One is correct answer, other 3 choices are wrong words in the
same category, and the last one is ‘others or not included.’

3.2 Results
From the viewpoint of the number of words, percentage of correct answers is shown Table 3. According

to the results, major trend was that percentage of correct answers becomes smaller as the number of words
becomes larger. The maximum percentage of correct answers was 87 % even if the number of words was 4.
Therefore, it is recommended shorter length of message for announcement is preferred.

Table 3. Results : percentage of correct answers on the number of words.

The number of words 4 5 6 7 8 9 10 11 12

% of correct answers 87 79 75 70 64 59 47 49 52

The average number of correct words was around 4 overall. In each trial, lower percentage was shown in
category of ‘Fire’ with 7 to 12 words. In this case, a sentence included street address, such as 1 choume or
1 banchi. On the other hand, higher percentage was obtained in case that many numeric parameters; e.g. date,
hour, street address were equal to or less than 2 words. Since it is considered that the numeric words make a
user confused, the number of numeric words in a sentence is recommended up to 2 words.

3.3 Discussion
According to the results of experiments of the number of words, it is recommended that a sentence can

include up to 4 words, and a numeric words is 2 words of 4. Therefore, only hour and minute can be indicated
and two incident words in a sentence. Example sentence for missing person topic is below.

• Missing person
sign sound, such as bell or beep
+ Mr. ◦◦◦◦, 74 years old has been missing for ELAPSED_TIME.
+ PAUSE
+ The physique is PHYSIQUE.
+ PAUSE
+ He wears CLOTHING_FEATURE1, CLOTHING_FEATURE2,

CLOTHING_FEATURE3, CLOTHING_FEATURE4.
+ PAUSE
+ please call ◦◦◦◦ police station, PHONE_NUMBER.

The ‘ELAPSED TIME’ can be calculated as difference between the system time and date/hour/minute in e-mail.
‘ELAPSED TIME’ also can be rounded as only hours; e.g. 6 hours or 2 days to reduce the numeric words.

Example sentence for fire topic is below.

• Fire
sign sound, such as bell or beep



+ Fire occurred ELAPSED_TIME ago.
+ PAUSE
+ It is DISTANCE_FROM_HERE in ◦◦◦◦ city ◦◦◦ town.
+ PAUSE
+ Fire brigade is dispatched now.

The ‘DISTANCE_FROM_HERE’ can be calculated approximately using difference between GPS/internet access
and address information in e-mail.

Example sentence for City crime occurrence situation topic is below.

• City crime occurrence situation
sign sound, such as bell or beep
+ The main crime that occurred was NUMBER_OF_INCIDENTS CRIME these last ELAPSED_TIME.
+ PAUSE
+ It is DISTANCE_FROM_HERE in ◦◦◦◦ city ◦◦◦ town.
+ PAUSE
+ Please be careful.

The ‘DISTANCE_FROM_HERE’ can be calculated approximately using difference between GPS/internet access
and address information in e-mail.

As discussed above, words on date and time can be reduced with elapsed time. words on place also will be
reduce the distance from a user. This method is expected to be useful to other topics.

4 CONCLUSIONS
In this paper, Indoor announcement system of emergency information based on human characteristics for

sustainable use is proposed. Design of the system is proposed, and the ideas to use e-mail from L-alter is
discussed. In particular, human characteristics on the number of words in a sentence in listening is investigated
by listening tests. As a result, it is suggested that a sentence can include up to 4 words, and a numeric words
is 2 words of 4. Some ideas of sentence generation based on the findings are discussed.

Listening tests based on ideas and field listening tests will be conducted in the future.
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modulation spectrum and voice conversion to professional 

announcer voice 
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Abstract 

This study introduces two different approaches to increase intelligibility of speech in adverse conditions. One 
is modifying portions of the modulation spectra of smeared voices showing high correlation with 
intelligibility scores from listening tests. The other is a speech enhancement using voice conversion (VQ-
VAE) to modify the speaking styles of non-professional voices to that of professional announcers. The results 
of subjective evaluations confirm that the intelligibility of the enhanced voices is higher than that of the 
original voices. 
 
Keywords: Speech intelligibility, Modulation transfer function, Voice conversion, Clear speech 

1. Introduction 
Japan is a disaster-prone country. There are many earthquakes, and in recent years, damage from 

wind and rain has also increased. To minimize the potential for these life-threatening emergencies to 
do damage and harm, it is important to present appropriate evacuation guidance according to the 
situation. Voiced evacuation guidance is used in various places because it is effective even if the visual 
signs for the evacuation guidance cannot be confirmed, and many people can be given guidance at 
one time. However, speech in environments with large amounts of noise and long reverberation times 
may be difficult to hear and understand. 

To combat this problem, simply increasing the volume cannot improve the audibility of the voice. 
Also, even if the guidance can be heard, it may not convey a sense of danger due to the "normalcy 
bias", and as a result, evacuations may be delayed. Evacuation guidance must strongly convey the 
potential danger and strongly urge people to evacuate; that is, voice announcements must account for 
various environmental factors and convey the degree of danger. 

Since the Great East Japan Earthquake on March 11, 2011, various disaster-prevention proposals 
have been made to the Cabinet Office. In particular, they have pointed out problems related to the 
difficulty of hearing outdoor loudspeakers belonging to the disaster administration wireless 
communication system, called bousai-musen (1) and understanding the content of the broadcast 
calling for evacuation. To convey the necessary information by voice in the event of a disaster, it is 
believed that speech-information technology can be used to clearly and reliably present the dangers 
and to strongly encourage evacuation. 

Our research group has been studying a speech announcement system that can provide evacuation 
guidance with high intelligibility in order to provide the "necessary information by speech" capability 
called for by the SCOPE Program of the Ministry of Internal Affairs and Communications, Japan. The 
main issues in building a system for presenting evacuation guidance by voice are as follows. 

1) Evacuation guidance must be heard clearly regardless of the acoustical environment of the 
disaster space and situations of evacuees. 

2) Evacuation guidance must give the urge to evacuees to escape depending on the risk of disaster. 
In this report, we introduce the research that our group has conducted on methods of appropriately 

presenting speech evacuation guidance. 
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2. Research concept 
The sound environment of the disaster space affects the effectiveness of spoken evacuation 

guidance. In noisy and reverberant environments, the presented speech reaches evacuees through the 
path illustrated in Fig. 1: guidance speech (a); presentation by audio equipment (b); distortion of 
speech by noisy and reverberant environment (c); hearing the distorted speech (d) (Fig. 1). 
Accordingly, the following three methods can be implemented as measures to improve intelligibility. 

[1] To reduce the distortion of the sound by the space (c), the sound space should be prepared by 
taking measures against noise and reverberation that absorb sound from walls and ceilings. 

[2] The characteristics of the audio equipment used to present the guidance (b) should be as good 
as possible by taking measures such as proper placement of speakers. 

[3] The voice of the speaker giving the guidance (a) should be converted to ensure that is clear and 
presentable. 

There are many studies on [1] and [2]. However, their application entails expensive new 
constructions. Our research focuses on [3] above. 

The author is considering humans’ excellent behavior performed consciously or unknowingly in 
speech communication in a noisy reverberant environment, like uttering Lombard speech or clear 
speech and controlling para-linguistic information. An automatic system mimicking this aspect can 
be constructed to generate voices that are clear even in such an environment and to present appropriate 
evacuation guidance according to the degree of risk and urgency. There are two points to focus on 
regarding the humans’ behaviors. 

(A) Adaptive control of the presented speech based on feedback of sound environment 
situations and knowledge of clear speech: 

As in the case of the Lombard effect, by constantly monitoring the presented voices while 
measuring the noisy reverberant environment in which the listeners are present, we can generate an 
announcement voice that is natural and has the highest intelligibility in that environment. In addition, 
it is well known that the voices of professional announcers are clear and have a high degree of 
intelligibility in a noisy environment. 

(B) Control of linguistic and para-linguistic information according to the situation:  
By selecting linguistic information according to the situation and adding para-linguistic 

information adaptively, we can generate an announcement voice to alert listeners. We can determine 
what characteristics the evacuation guidance voice should have by considering the characteristics of 
speech perception in an emergency and generating a highly understandable natural voice based on the 
restrictions of the human vocal system. 

Figure 2 shows a conceptual diagram of the proposed system. Due to the limitation on the number 
of pages, this paper focuses on the issues of (A). 

 

 
Figure 1 – Sound presentation in noisy and reverberant sound environment. 

 

3. Adaptive control of presented speech based on feedback of sound 

environment situations and knowledge of clear speech 
We implement two types of adaptive control: 

- Speech modification based on the modulation transfer function (MTF) concept, and 
- Mimicry of clear speech uttered by professional announcers by using voice conversion techniques. 
 



 

 

 

Figure 2 – Design of proposed system. The guidance voices are converted controllably by feedbacking 
situations of sound environment and appropriate linguistic and para-linguistic information. 

3.1 Speech modification based on MTF concept (2) 

The Lombard effect is simulated by converting speech by feeding back information of sound 
environments. At first, we proposed a method to convert speech by feeding back the noise level (3). 
In this paper, a method using a modulation transfer function (MTF) as the information of noisy and 
reverberant environment is proposed. The proposed method controls the speech modulation spectrum 
(MS) based on a room acoustic model, MTF, and demonstrates a more systematic and explicit 
derivation to enhance intelligibility of speech against environmentally caused smearing. 

As proposed by Houtgast and Steeneken (4), the MTF reduces fluctuations in the envelope of the 
output signal relative to the envelope of the input signal during its transmission in a room. The MTF 
has been used in the calculation of the speech transmission index (STI) (5), which is an important 
objective index for the intelligibility of speech in noisy reverberant environments. In the MS concept, 
the speech MS is produced by spectral analysis of the temporal amplitude envelope of the frequency 
spectra. The dominant MS component of continuous speech lies between modulation frequencies of 1 
and 16 Hz, with a peak around 4 Hz (4). Recent studies (6) have reported that higher intelligibility is 
obtained when the MS index is high as in the case of Lombard speech. In the other words, the higher 
the MS index is at these modulation frequencies, the greater the intelligibility becomes. 

As shown in Fig. 3, suppose a ‘‘smeared MS’’ ( SMS ) is given by 

S OMS MS MTF  ,          (1) 
where OMS   is the MS of the original speech. Then, an ‘‘optimally resistant MS’’ ( RMS  ) can be 
calculated using 

1
R OMS MS MTF  .          (2) 

If RMS  is presented in an adverse environment with such an MTF, the MS of the speech reaching the 
listeners should be OMS  as follows, 

O RMS MS MTF  ,          (3) 
which has the original intelligible MS. 

Directly obtaining the inverse MTF, 1MTF  , which requires an estimate of the MTF, is 
complicated; the assumption is that the estimation is usually done with the provided noise and room 
impulse response. Though 1MTF  can be obtained under this assumption, a critical problem is how 
it can be used efficiently. If we use the inverse MTF strictly according to the theory to modify speech 
MS (7)(8), it is sometimes ineffective, or even dangerous in our case, because the modification might 
destroy important speech features and it takes a lot of energy to boost all the acoustic and modulation 
frequency regions of smeared MS. 

 
 



 

 

 
Figure 3 – Speech modification based on MTF concept. OMS : Modulation spectrum (MS) of original 

speech, SMS : MS of smeared speech, RMS : MS of optimally resistant speech. 
 

We consider that the basic concepts of the MS and MTF are central to an efficient way to modify 
the speech MS. To this end, we concentrated on significant acoustic and modulation frequency regions 
and their appropriate amplitude levels for improving the intelligibility and naturalness of speech in 
adverse conditions. Furthermore, our concept is not constrained by noise level or SNR; the conversion 
controls are based on the MTF which can be estimated at any time. 

 

3.1.1 Monitoring of the sound environment (9) 
In order to monitor sound environments that change from moment to moment depending on the 

situation, the STI and five other room-acoustic parameters can be estimated promptly and 
simultaneously in almost real time. However, it is difficult to obtain such parameters in spaces 
occupied by people, since the room impulse response (RIR) cannot be measured. In such cases, the 
room acoustic parameters have to be blindly estimated from the observed signals without measuring 
the RIR. To this end, we proposed a method for estimating the STI, MTF, reverberation time (T60), 
Deutlichkeit (D50), clarity index (C80), and early decay time (EDT) simultaneously (9). In this 
method, the temporal amplitude envelope of a reverberant speech signal is mapped to the parameters 
of an RIR model for each sub-band and the six parameters excluding the STI are calculated from the 
estimated temporal amplitude envelope.  

We evaluate the proposed method in unseen reverberant environments. The root-mean-square 
errors between the ground-truths and estimated parameters suggest that the accuracy of the proposed 
scheme is close to the standardized measurements. This method is now being implemented in mobile 
equipment. Figure 4 shows an example of an operation screen of the sound environment monitoring 
system on a laptop computer. 

 

 
Figure 4 – Operation screen of sound environment monitoring system on a laptop computer. 



 

 

3.1.2 Speech modification algorithm based on MTF concept 
The basic concept of the algorithm is that speech is intelligible if its MS resists smearing of the 

MTF by the environment. Our resistant MS is calculated for multiple narrow acoustic frequency 
ranges; it is thus a two-dimensional spectrum on the two axes of acoustic frequency (AF) and 
modulation frequency (MF). Speech is analyzed by passing a speech wave through a band-pass (BP) 
filterbank on the AF; each wave output by the BP filterbank is transformed into an amplitude envelope 
and carrier, and the amplitude envelope is transformed into an MS on the MF at a certain AF. Thus, 
the MS for the outputs of the BP filterbank is a two-dimensional spectrum. The essential of this 
concept is to gain AF and MF regions of the smeared MS, SMS  under the effect of the environment 
that relate to the intelligibility and naturalness of speech. 

Two-dimensional filters (2-D filters) are used to modify the plain speech MS efficiently by using 
both AF and MF filtering. The 2-D filter is not used the inverse MTF, 1MTF simply but designed 
based on the estimated MTF by considering the intelligibility and naturalness of the modified speech 
having the resistant MS. 

The problems of identifying acoustic and modulation frequency regions and their tuning gains are 
tackled separately. Here, 
[1] we aim to obtain correlated acoustic and modulation frequency regions, which are called MS 
features by analyzing relationships between the estimated SMS  and the intelligibility and naturalness 
scores by conducting listening tests on enhanced and plain speech. 
[2] The tuning amplitude levels or the gain of the 2-D filters for each feature are estimated from 

1MTF   and are limited to within ranges with small gaps between them in order to make a fair 
comparison among the MS features. Listening tests were conducted to evaluate the intelligibility and 
naturalness of these modified feature combinations. The significant MS features were identified. 
[3] The gains of the 2-D filters in the regions of the identified significant MS features were tuned by 
performing trials in different ranges to identify the optimal filter design for modifying the speech MS. 

The detailed methodology can be found in the literature (2). Figure 5 illustrates the steps to convert 
plain speech into intelligible and natural speech by modifying the plain-speech MS. Figure 6 shows 
examples of an audio spectrum before and after the processing. 

 

 
Figure 5 – Procedure of speech modification. AF and MF stand for acoustic frequency and modulation 
frequency respectively. Environments might contain both noise and reverberation (After Fig. 1 in (2)). 



 

 

 
Figure 6 – Spectrograms of plain speech (top) and modified speech (bottom) for the English words ‘‘four 

large rings” (After Fig. 13 in (2)). 
 

To evaluate the performance of the proposed algorithm, we participated in the Hurricane challenge 
2.0 (HC 2.0) (10) and tried to improve the intelligibility of the provided speech data. The name of our 
algorithm in reference (11) which describes the results of the competition is MS500. 

The speech material was in German and Spanish (100 sentences each) and English (90 sentences). 
It was recorded by male native speakers and was used as plain speech. The evaluation was performed 
by HC 2.0 with about 180 listeners. MS500 obtained an improvement in intelligibility for English and 
Spanish in all conditions but for German only in some conditions. An average improvement of about 
4–18% in recognition rate compared with plain speech was obtained. 

3.2 Mimicry of clear speech (12) 

In most practical scenarios, the announcement system must deliver speech messages in a noisy 
environment in which background noise cannot be cancelled out. The noise reduces the intelligibility 
of the speech and increases listening effort; hence, it hampers the effectiveness of the announcement 
system. Recent studies have shown that the speech of professional announcers is more intelligible 
than speech of non-professionals in very noisy environments (13). This finding suggests that speech 
intelligibility might be related to the speaking style, which can be adapted by using a voice conversion 
method. Motivated by this idea, we devised a speech intelligibility enhancement for noisy 
environments by applying voice conversion to the voices of people who are not professional 
announcers. 

The voice conversion method is based on StarGANv2 (14). An overview of the voice conversion 
model is shown in Fig. 7. 

The training data consisted of utterances from 20 professional announcers from ATR dataset A-set 
and 20 non-expert speakers from ATR dataset C-set. All the utterances were preprocessed by 
resampling to 24 kHz. We followed the training strategy described in (15) with the same objective 
functions and hyper-parameters. 

The speaker embedding encodes the speaker individuality conveyed in the input mel-spectrogram 
into a compact vector. By analyzing the speaker embedding by using principal component analysis 
(PCA), we can factorize out the dominant features of speaker individuality. Figure 8 plots the first 
and second principal components of the speaker embedding after training. The first component 
corresponds to the gender of the speakers, while the second component corresponds to the voice type, 
which is non-expert voice or professional announcer voice. This result suggests that the style of voice, 
i.e., non-expert or professional announcer, can be controlled independently from other voice attributes. 



 

 

 
Figure 7 – Overview of StarGAN-v2 voice conversion model. The model consists of a generator network to 

convert the input mel-spectrogram, a discriminator network for adversarial training, a style encoder to 
extract the speaker embedding, a pretrained F0 network for extracting the F0 feature, a pretrained speech 

recognition to extract linguistic features, and a pretrained Parallel WaveGAN vocoder to generate the 
waveform from the mel-spectrogram. 

 

 

Figure 8 – 2D visualization of first and second principal components of speaker embedding. The red dots 
and shaded ellipses denote the centroid and covariance of each cluster. The M105 and MAU are the non-

expert speaker and the target announcer used for the conversion. 
 
To evaluate the proposed method, we carried out objective and subjective evaluations. As 

experiment speech stimuli, we selected 520 Japanese words, each containing 1 to 4 morae, from the 
ATR Digital Voice Database A-set (ATR-A) and ATR Digital Voice Database C-set (ATR-C) as clean 
stimuli for the target and source speaker. All of the speech waveforms were resampled at a 16 kHz 
sampling rate. There were four types of speech stimuli in the experiments, as follows: 
Non-expert: Natural speech of a non-professional speaker, which was collected from speaker M105 
in ATR-C.  
Announcer: Natural speech of a professional announcer, which was collected from speaker MAU in 
ATR-A. 
VC-1: Speech converted from speaker M105 to speaker MAU by using the voice conversion model. 
To check whether the announcer-adapted voice still possessed the properties of the natural announcer 
voice, we transformed the speaker individuality of speaker M105 to that of the target speaker MAU 
by using the voice conversion model. The speaker embedding of the MAU speaker was used to 



 

 

synthesize the converted stimuli. 
VC-2: Speech converted by shifting the second principal component of the speaker embedding of 
speaker M105 by using the voice conversion model. It was expected that the second principal 
component can be used to increase the intelligibility of the non-expert voice. To clarify this point, we 
replaced the second principal component of the M105 speaker embeddings with the average value 
calculated from the second principal component of all male professional announcers. Then, the 
obtained speaker embedding was used to synthesize converted stimuli. 

Non-expert and Announcer were the reference stimuli. 
To create the noisy stimuli, we masked the clean stimuli with pink noise at five different SNR 

levels: -9 dB, -6 dB, -3 dB, 0 dB, and ∞ (no noise). 

3.2.1 Objective evaluation 
Two objective metrics were used to evaluate the intelligibility of the converted speech: 1) average 

vowel space and 2) extended short-time objective intelligibility (eSTOI). 
We compared the areas of the average vowel spaces derived from the different stimuli. The formant 

frequencies of five Japanese vowels (/a/, /e/, /i/, /o/, and /u/) were extracted using Praat. The locations 
of the vowels in each utterance were determined using the provided text transcription. The average 
frequencies of the first and second formants of the vowels were calculated across all speech utterances. 
The vowel space is defined as the smallest polygon that fits all the vowels. As can be seen from Fig. 
9, the average vowel space of the professional announcer has the largest area. Interestingly, the 
converted voices from the non-expert speaker (VC-1 and VC-2) show an expansion of the vowel space 
from the non-expert vowel space. 

 

Figure 9 – Average vowel space of non-expert, announcer, VC-1, and VC-2 stimuli. 
 

 

Figure 10 – Mean and standard deviation of eSTOI score of non-expert, announcer, VC-1, and VC-2 
stimuli across all utterances. The horizontal axis is SNR in dB. The eSTOI score is in the range [0, 1]: a 

higher score indicates better intelligibility. 



 

 

 

Figure 11 – Mean and standard deviation of word correct answer rates across participants. The horizontal 
axis is SNR in dB. 

 
To objectively measure the intelligibility of speech in the presence of noise, we calculated the 

eSTOI of the speech stimuli at four SNR levels, -9 dB, -6 dB, -3 dB and 0 dB, using the pySTOI 
python package. The clean speech was used as the reference signal for the eSTOI calculation. 

As can be seen from Fig. 10, the announcer voice resisted the noisy environment better than the 
non-expert voice, as expected. Moreover, the VC-1 and VC-2 stimuli showed comparable performance 
to that of the announcer voice. 

 

3.2.2 Subjective evaluation 
We conducted a listening test comparing the intelligibility of four types of speech stimuli. There 

were seven native Japanese participants. Each participant listened to a set of 300 different random 
words, which were equally distributed into five SNR levels and included four types of speech stimuli. 
Each stimulus was presented only once in each trial in a diotic fashion and the order of the presented 
stimuli was randomized for each participant. 

Figure 11 reports the average word correction rate across participants. A one-way ANOVA test 
indicated statistical differences between the four types of stimuli. A post-hoc pairwise analysis using 
a Tukey HSD test (p < 0.05) was carried out to determine the statistical differences between pairs of 
stimulus types in different SNR conditions. The results indicated that the converted and announcer 
stimuli are significantly different from non-expert stimuli in noisy conditions. In addition, no 
statistical difference between the four types of stimuli was found in the clean condition. 

The results of the objective measurements and subjective evaluation confirm that adapting the 
speech of a non-expert speaker to that of a professional announcer can increase its intelligibility. By 
modifying the second principal component of the speaker embedding, we can manually control the 
extent to which the announcer speaking style is used and hence increase the intelligibility of the speech 
in a noisy environment. 

4. Conclusion 
This paper described two different approaches for adaptive control of presented speech to increase 

its intelligibility in adverse conditions. One was modifying portions of the modulation spectra of the 
smeared voices. The other was a speech enhancement in which a voice conversion method is used to 
modify the speaking styles of non-professional voices to that of professional announcers. The results 
of objective and subjective evaluations confirmed that the intelligibility of the enhanced voices is 
higher than that of the original voices. 

We did not discuss the control of linguistic and para-linguistic information according to the 
situation in this paper, due to the limitation on the number of pages. A detailed explanation is given 



 

 

in reference (1). In future, by combining these technologies, we will construct a speech announcement 
system that can give evacuation guidance with high intelligibility. 
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ABSTRACT 
Non-linguistic information plays an important role in speech communication. Our previous study on noise-
vocoded speech (NVS) showed that the temporal modulation cue in the temporal amplitude envelope (TAE) 
affects the perception of non-linguistic information such as urgency. We determined the upper or lower 
limitation of temporal modulation frequencies required for a sense of urgency perception using low-pass or 
high-pass filtering of TAEs. However, the frequency range of temporal modulation required for urgency 
perception has not yet been clarified. This study established an analysis-synthesis system of NVS with a 
modulation filterbank to identify the modulation frequency range that contributes to the perception of urgency. 
We compared NVS in which the TAEs were identical to those of the original speech with a band-limited NVS 
for the modulation frequencies. Urgent scales were derived from Scheffe's paired comparison of the results. 
The derived scales determined the relationship between the temporal modulation frequencies and urgency 
perception. The results show that the temporal modulation component contributes to the perception of 
urgency. Our new finding was that the temporal modulation frequencies important for urgency perception 
were 4 – 16 Hz, indicating that there must be a wide bandwidth. Therefore, the perception of urgency might 
be able to be manipulated by controlling the modulation frequencies. 
 
Keywords: Modulation frequency, Urgency perception, Noise-vocoded speech, Temporal amplitude 
envelope, Non-linguistic information 

1. INTRODUCTION 
Speech communication plays an important role in human-to-human information communication. 

Non-linguistic information is important to convey the intent of speech to the dialoguer. If you hear a 
foreign language you do not know, you will still be able to determine the speaker’s emotions, gender, 
etc. because non-linguistic information is not associated with language or culture (1). This example 
indicates that humans receive a lot of information from non-linguistic information. 

There are many studies on what (acoustical) features of speech contain non-linguistic information 
perception (2-4). Previous studies showed a kind of static feature used in machine recognition (3, 4) 
or the fundamental frequency (F0) (2). These studies indicate the relationship between non-linguistic 
information and static feature. However, the relationship between non-linguistic information and 
temporal cues is not clear. 

The temporal cue of speech perception by the temporal amplitude envelope (TAE) was 
demonstrated by experiments using noise-vocoded speech (NVS). NVS was proposed to reveal the 
primary cue of the recognition of linguistic information in speech perception (5). Studies using NVS 
showed that TAE of speech, as amplitude modulation of speech, is an important cue for speech 
perception (5, 6). Moreover, the temporal modulation frequency (TMF) band required for speech 
recognition is 4 – 16 Hz (7). These studies suggest that TAE might also contain a factor of perception 
on non-linguistic information. 
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Zhu et al. conducted psychoacoustic experiments using NVS and showed that the temporal cues 
involved speaker individuality (8, 9) and vocal emotion recognition (9, 10) as the non-linguistic 
information. They used a low-pass filter (LPF) to control the variability of TAEs by varying with cut-
off frequency, revealing an upper limit on the TMF that is important for the perception of non-
linguistic information. The results revealed that both speaker individuality and vocal emotion 
recognition have a TMF between 4 – 16 Hz. Additionally, the modulation spectral feature concerning 
to vocal emotion recognition is also shown (10). 

Our previous study, which was based on studies by Zhu et al., showed that temporal cues are also 
involved in the perception of urgency as para-linguistic information (11). During a disaster, a voice 
with a sense of urgency is essential to encourage people to evacuate. The TMF band that causes the 
perception of urgency needs to be identified to manipulate the vocal urgency. Our previous study used 
the high-pass filter (HPF) in addition to the LPF to identify the upper and lower limits of the TMF 
involved in the perception of urgency. The results showed that the TMF band that contributes to the 
perception of urgency is at 6 – 8 Hz. However, it has not been possible to determine by the previous 
method whether 6 – 8 Hz of the TMF band is all that is needed to perceive urgency, or whether the 
band before and after are also needed. 

This study aims to investigate the TMF band(s) that are important for perceiving urgency. 
Therefore, we construct a synthesis system for NVS using a modulation filterbank (MFB) to control 
speech in each modulation frequency band. This paper (I) determines whether NVS created using 
MFB and NVS created using previous methods are perceptually equivalent and (II) investigates the 
TMF bands that contribute to the perception of urgency. 

2. NOISE-VOCODED SPEECH 

2.1 Speech data 
The input signal were real speech data: the evacuation call voices of a male announcer used in 

Kobayashi & Akagi (12) to investigate perception of urgency. The content of all the voices was “Please 
run away now” in Japanese (“Ima sugu nigete kudasai”). The speech data have four different types 
that have been shown to have different perceived urgency. These NVS stimuli were labeled “a,” “b,” 
“c,” and “d.” 
 

 

Figure 1 – Schematic diagram of noise-vocoder method with modulation filterbank used to generate stimuli. 

  



 

 

2.2 Speech synthesis for generating NVS 
Figure 1 schematically illustrates the signal processing to generate NVS using MFB. The procedure 

for making NVS is shown below. First, to reduce the effect of the average intensity, the active speech 
levels of all speech signals were normalized to −26 dBov by the same method as (9). Next, the input 
signal was divided into 16 frequency bands using an auditory filterbank. The 6th-order Butterworth 
band-pass filters (BPFs) of the Infinite Impulse Response (IIR) type were used as the auditory 
filterbank. The bandwidth of each filter was defined to be the bandwidth of the auditory filter, and the 
order of the filters was along the Equivalent Rectangular Bandwidth (ERBN) and ERBN-number scale 
(13). The relationship between ERBN-number and acoustic frequency is defined as follows: 







 += 1

1000
37.4log4.21number-ERB 10N

f  (1) 

where 𝑓𝑓 is acoustic frequency in Hz. The boundary frequencies of the BPFs were defined from 3 to 
35 ERBN-number with bandwidth as 2 ERBN. 

Then, the amplitude envelope of the signal in each band was extracted using the Hilbert transform 
and a 2nd-order IIR-type Butterworth LPF, in each frequency band. The cut-off frequency was 64 Hz. 

The TAE was divided into six bands for each modulation frequency band using MFBs. The MFBs 
utilized a group of IIR-type Butterworth BPFs. The MFBs have consisted of one LPF (0 to 2 Hz) and 
five LPF (a bandwidth of nth filter was 2𝑛𝑛−1 Hz between 2 and 64 Hz). 

Finally, the band signal is generated by multiplying the narrow band-limited noise (NBN) carriers 
restricted to each frequency band by the TAE controlled above. The NVS was generated by summing 
the bandwidth signals over the entire frequency range. 

3. EXPERIMENT 1: PERCEPTUAL EQUIVALANCE OF DIFFERENT METHODS 
OF GENERATING NVS 
   Perceptual experiments were conducted to determine whether NVSs (stimuli No. a1 – d1) were generated 
using MFB, and whether NVSs (stimuli No. a – d) generated without MFB by using the same method used 
in previous studies (11) are perceptually equivalent. Stimuli with the same letters represent the same original 
voice. 

3.1 Stimuli, Participants, and Procedure 
Stimulus pairs for the pairwise comparison method were randomly made from the eight stimuli, “a 

– d” and “a1 - d1”. The interval between the two stimuli was 0.5 s. The total number of paired stimuli 
was 28. 

Eleven native Japanese speakers (three females and eight males, aged 22 to 25 years old) 
participated in experiment 1. All participants had normal hearing (hearing losses of the participants 
were below the hearing level of 12 dB in the frequency range from 125 to 8,000 Hz). 

The experiment was conducted while the participants were in a soundproof room. The stimuli were 
simultaneously presented to both ears of a participant through a PC, audio interface (RME, Fireface 
UCX), and a set of headphones (Sennheiser HDA 200). The sound pressure levels were calibrated to 
be the same for all participants by using a head and torso simulator (B&K, type 4128) and sound level 
meter (B&K type 2231). 

The stimuli were presented to the experimental participants. The experiment carried out using 
Scheffe’s method of paired comparison (Ura variation) to evaluate the degree of urgency of stimuli. 
Participants were asked to evaluate whether or not the first stimulus was more urgent than the second 
one by using a five-grade evaluation measure (from “very strained (+2)” to "not quite strained (−2)"). 

Figure 2 – Urgency scale of NVS. Diamonds indicate the previous method of generating NVS (without MFB), 

and circles indicate the proposed method of generating NVS (with MFB). 



 

 

Table 1 – Corresponding table of modulation frequencies and stimulus conditions used in experiment 2. Fill 

indicates the number of MFBs used. 

 Channel number and frequency of modulation filterbank 

Stimulus condition 
1 

0 – 2 Hz 

2 

2 – 4 Hz 

3 

4 – 8 Hz 

4 

8 – 16 Hz 

5 

16 – 32 Hz 

6 

32 – 64 Hz 

Condition 1: a1 – d1       

Condition 2: a2 – d2       

Condition 3: a3 – d3       

Condition 4: a4 – d4       

Condition 5: a5 – d5       

Condition 6: a6 – d6       

Condition 7: a7 – d7       
 

3.2 Results 
The psychological scale of urgency perception (named the urgency scale) obtained in experiment 

1 is shown in Fig. 2. The horizontal axis represents the degree of urgency perception, with larger 
positive values indicating a higher perception of urgency. Diamonds indicate the generating method 
of NVS without MFB, and circles indicate the proposed method of generating NVS using MFB. 

The result is that the same symbol is appended to the same position on the urgency scale. An 
analysis of variance (ANOVA) was conducted with differences in generating methods of NVS as a 
factor. According to the ANOVA, the main effect on generating methods of NVS (F(7,507) = 171.5, 
(𝑝𝑝 < 0.01)) was determined. This indicates that if the original voices are the same, they are perceived 
with the same degree of urgency, regardless of the NVS generating method. The results of experiment 
1 show that NVS generated with MFB can be used to study the perception of urgency. 

4. EXPERIMENT 2: CONTRIBUTION OF TMF BANDS TO PERCEPTION OF 
URGENCY 
   This experiment was conducted to investigate the TMF bands that contribute to the perception of 
urgency. 

4.1 Stimuli, Participants, and Procedure 
In experiment 2, the NVS was generated by controlling the TMF band. Table 1 shows the 

corresponding table of modulation frequency bands and stimulus conditions used to generate the NVS. 
The filled part in Table 1 indicates the number of MFBs used. Stimuli determined the frequency band 
to be controlled in this experiment because we considered that there is a core of urgency perception 
at 4 – 8 Hz in TMF based on the results of our previous study (11). Stimulus pairs for the pairwise 
comparison method were randomly made from the twenty-eight stimuli. The total number of paired 
stimuli was 756.  

Eleven native Japanese speakers (four females and seven males, aged 22 to 25 years old) 
participated in experiment 2. All participants had normal hearing (hearing losses of the participants 
were below the hearing level of 12 dB in the frequency range from 125 to 8000 Hz). 

In experiment 2, 28 stimulus pairs were used as one unit and a break was given for each unit. The 
stimuli presentation method, equipment, and procedure were the same as in experiment 1. 

4.2 Results 
Figure 3 shows that the results obtained in experiment 2. The results could be presented on a single 

urgency scale, but since the number of stimulus conditions is large and difficult to understand, urgency 
scales are presented for each stimulus condition being compared. The scale is the same as that in 
experiment 1. 



 

 

Figure 3 – Urgency scale of NVS which urgency perception with controlled the TMF bandwidth. 
 

Fig. 3(A) shows that the perception of urgency decreases when 4 – 8 Hz is excluded, as predicted 
from our previous study (11). Fig. 3(B), however, shows that 4 – 8 Hz of the modulation frequency 
does not have a higher urgency perception compared with condition 1, which includes all modulation 
frequencies. 

Figs. 3(C) and 3(D) show that the highest urgency is found in condition 4, which has only 
modulation frequencies between 8 and 16 Hz. However, the different order of urgency perception 
compared with condition 1 suggests that factors other than urgency might be involved. 

In Fig. 3(E), condition 6, with the modulation frequencies between 4 and 16 Hz, is found to be 
comparable in urgency perception to condition 1. Fig. 3(F) shows that condition 7, in which this band 
is excluded, clusters toward 0 on the urgency scale. 

5. DISCUSSION 
   The results of experiment 1 show that the contribution of TAE to non-linguistic information can be 
revealed using the analytical synthesis system of NVS with MFB. It is shown that the instantaneous 
modulation frequency of speech can be manipulated using an analytical synthesis system with MFB. 
Therefore, the effect of the instantaneous modulation frequency of speech on speech perception can be 
considered by using the proposed method of generating NVS in this paper. 
   The results of experiment 2 indicated that the upper and lower TMF limits determined using the LPF and 
HPF are not only modulation frequency bands that contribute to urgency perception. Method for the limiting 
of modulation frequency using LPF or HPF includes frequencies on the higher or lower side of the limited 
band in addition to the in-band frequencies. Therefore, it is considered that the range of modulation 
frequencies (4 – 8 Hz) shown in our previous studies could not explain all of the urgency perception. 
   To summarize and discuss the results of two experiments, it was suggested that the temporal cue for the 
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perception of urgency is not a single modulation frequency, but a simultaneous variation with several TMFs. 

6. CONCLUSION 
   This paper generated the noise-vocoded speech (NVS) with modulation filterbank (MFB) and 
conducted perception of urgency experiments to evaluate the methods of generating NVS with/without 
MFB and investigate the temporal modulation frequency (TMF) band that contributes to the urgency 
perception. The results showed that (I) there is no difference in the methods of generating NVS, and 
(II) the TMF band between 4 and 16 Hz was important for the perception of urgency. Our future work 
is to investigate the contribution of temporal variation of modulation frequency to the perception of 
urgency. 
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ABSTRACT
Objective evaluation of speech intelligibility is a viable alternative to a time-consuming subjective evaluation
in evaluating the performance of systems that process speech. Of these, non-intrusive objective evaluation is
more practical than the intrusive methods, which require a clean speech signal corresponding to the speech
under test. We previously proposed a non-intrusively intelligibility method that generates pseudo-clean speech
using speech enhancement, mainly for reverberant speech. The frequency-weighted segmental (fwSNRseg) is
calculated from the degraded speech and the pseudo-clean speech and is input to a neural network to estimate in-
telligibility. The fwSNRseg is calculated using the number of subbands and the SNR weight intensity optimized
for this purpose. In the previous study, the effect of changing these parameters on the accuracy of intelligibility
estimation was not evaluated in detail. Thus in this study, we aimed to improve the accuracy of intelligibility
estimation by optimizing these parameters. We found that the linear correlation coefficient (LCC) between esti-
mated intelligibility and subjective intelligibility was highest when the number of subbands was 50 and the SNR
weight intensity was 2. The analysis between these parameters and LCC suggests a strong influence of the SNR
weight intensity on the intelligibility accuracy.

Keywords: Speech intelligibility, Speech enhancement, Neural networks, Reverberation

1 INTRODUCTION
The development of communication systems and devices has allowed telephone conversations to take place
in a variety of environments. However, in environments where noise and reverberation are mixed in, it can
be difficult to use the system comfortably. Therefore, it is necessary to improve or maintain the quality of
the system using intelligibility as an indicator. The simplest method to obtain intelligibility is the subjective
evaluation method, in which a listening test is conducted on a human being. The intelligibility obtained by the
subjective evaluation method is the most reliable way to evaluate a system used by humans, but it is expensive
because it requires time-consuming testing on a large number of subjects. To solve this problem, objective
evaluation methods that estimate intelligibility using an estimator have been developed. There are two types of
objective evaluation methods: the intrusive method, which requires the degraded speech (target speech) and the
corresponding original speech as input to the estimator, and the non-intrusive method, which requires only the
target speech as input. The intrusive method is characterized by its ability to calculate the difference between
the degraded voice and the original voice, and thus can estimate more accurately than the non-intrusive method.
On the other hand, the non-intrusive method can be used even when the original voice is unavailable, because it
can be estimated only from the degraded voice. Therefore, a non-intrusive model that can estimate intelligibility
with high accuracy is needed.

We proposed a non-intrusive intelligibility estimation method using enhanced speech in our previous study
and showed that intelligibility estimation is possible for additive noise degraded speech[1] and raververant
speech[2]. In these studies, intelligibility estimation was performed using the feature fwSNRseg calculated from
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Figure 1. Overview of speech intelligibility estimation method. The input is reverberation-degraded speech
and emphasized speech, and feature calculation is performed according to fwsnrseg to output estimated speech
intelligibility SI′ from the fully-connected DNN.

speech. The calculation involves parameters such as the number of filter bank bands and the strength of the
weights, but in the previous study, only one parameter set was examined, and the effect of the parameters on
the accuracy of intelligibility estimation was not confirmed. Therefore, this study aims to improve the intelligi-
bility estimation accuracy of non-intrusive speech intelligibility method using enhanced speech by searching for
the optimal parameters for intelligibility estimation for reverberant speech.

2 SPEECH AND SUBJECTIVE INTELLIGIBILITY DATA
The speech used in this study is the Japanese version of the DRT speech set[3] .We generated reverberated
speech by convolving Room ImpulseResponse (RIR) with the above speech. RIR is simulated using the RIR
Generator[4]. The RIRs were generated with reverberation times of 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0,
and 1.2. These RIRs were convolved with the JDRT speech data of three speakers (two males and one female)
to generate the reverberant speech. The sampling frequency of the speech data was 16 kHz and the number of
quantization bits was 16 bits. We conducted a listening test according to the DRT on subjects using the above
reverberated speech to measure their subjective intelligibility. The intelligibility used in this study is the mean
value obtained from seven healthy hearing subjects in their 20s.

3 SPEECH ENHANCEMENTMODEL
Spectral mapping based on BiLSTM[5] is used for speech enhancement. The input is a spectrogram of reverberation-
degraded speech, with 20 frames of spectrum input and a clean spectrum of the target frame output. The con-
figuration consists of two 512-unit BiLSTM layers and a subsequent fully connected layer. The phase obtained
from the reverberation degraded speech is used to recover the speech from the estimated spectrogram.

4 FEATURE CALCULATION
In this study, fwSNRseg is used as a feature. This feature has been conventionally used as a intrusive objec-
tive intelligibility index[6, 7]. It has also been shown to be effective in non-intrusive intelligibility estimation
using emphasized speech. The calculation procedure is shown in Fig. 2, with the input spectrogram X of the
reververant speech and the input spectrogram Y of the enhanced speech. A mel filter bank with B subbands
is applied to these spectrograms to generate melspectrograms Xmel and Y mel. The SNR for each frame and
subband of these melspectrograms is calculated according to Equation 1.



SNRseg(b, t) = 10log10
Y 2

mel(b, t)
{Xmel(b, t)−Ymel(b, t)}2 (1)

Calculate the weights W for the SNRs according to Equation 2.

W (b, t) = |Ymel(b, t)|p (2)

Multiply SNRseg by the weights W , average them in the time direction, and use them as the input to the
fully-connected DNN.

f wSNRseg(b) =
1
T ∑

t

W (b, t)SNRseg(b, t)
∑b W (b, t)

(3)

5 EXPERIMENT
We use reverberated speech of reverberation durations 0.2, 0.4, 0.6, 0.8, and 1.0 seconds and the correspond-
ing intelligibility as training data, and reverberated speech of reverberation durations 0.3, 0.5, 0.7, 0.9, and
1.2 seconds and intelligibility as test data. The enhanced speech DNN and intelligibility estimation DNN are
trained using the above training data, and the estimation accuracy is evaluated on test data. In this study, the
spectrogram is calculated by a 512-point FFT with 75% overlap using a Hanning window.

5.1 SPEECH ENHANCEMENT DNN
In training the enhanced speech DNN, supervised learning is used, where reverberated speech is used as input
and the corresponding clean speech is used as the teacher data. The loss function is the mean squared error
between the estimated spectrum and the true clean spectrum, and the optimization method is Adam with 1000
epochs of training.

5.2 FEATURE CALCULATION AND INTELLIGIBILITY ESTIMATION DNN
The parameters to be explored in this study are the number of bandwidth divisions B of the mel filter bank
and the SNR weight intensity p. The search ranges are set to 16, 32, and 50 for B and 0, 1, and 2 for p,
respectively. The fully-connected layer consists of 5 layers of 128 units. The loss function is the mean squared
error between the subjective intelligibility SI and the estimated intelligibility SI′, and the optimization method
is Adam, which is used to train 1000 epochs. We cross-validated the training data by dividing it into 10 parts.

5.3 EVALUATION
We evaluate estimation accuracy using the linear correlation coefficient and RMSE between subjective intelligi-
bility and estimated intelligibility for the test data.

6 RESULT
Fig.42 and Fig.3 show the LCC and RMSE between estimated intelligibility and subjective intelligibility in the
test data. The horizontal axis represents the SNR weight intensity p, and the legend represents the number
of bandwidth divisions B. It can be seen that LCC tends to increase and RMSE tends to decrease as p and
B increase. Based on these results, the accuracy of intelligibility estimation can be improved by adjusting the
parameters of feature calculation.

7 DISCUSSION
The reasons for these results are discussed in terms of the number of subbands B in the Melfilter bank and the
SNR weight intensity p. The accuracy of intelligibility estimation as the number of subbands B increases, and
we speculate that this is because a finer analysis of frequency components makes it possible to extract acoustic
features of consonants that affect intelligibility.
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Figure 2. Linear correlation coefficient (LCC) between estimated intelligibility and subjective intelligibility. B
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Figure 3. RMSE between estimated intelligibility and subjective intelligibility. B is the number of subbands in
the mel filter bank and p is the SNR weight intensity.

As for p, it represents the intensity of the mask W that extracts the location of enhanced speech from the
SNR from Equations(2) and (3), and the intensity of W varies with p. Therefore, it is assumed that by selecting
an appropriate p, it is possible to effectively extract the SNR of the location where the speech is present.

8 CONCLUSION
In this study, we attempted to improve intelligibility estimation in non-intrusive speech enhanced speech by
adjusting parameters during feature computation. As a result, the intelligibility estimation accuracy can be
improved by increasing the number of subbands in the Melfilter bank used for bandwidth segmentation and by
increasing the SNR weight intensity , and the highest accuracy was obtained with a LCC of 0.821 when the
number of subbands was 50 and the SNR weight intensity was 2. However, the filter bank used in this study
was not used. Future plans include verifying the improvement in estimation accuracy by using a filter bank
other than the Mel filter bank used in this study. It is also necessary to verify that the system works well with
speech degraded by both reverberation and additive noise.
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ABSTRACT
To clarify human speech perception and production mechanisms, perceptual properties of speakers’ own voices
transmitted via bone conduction should be further understood. In our previous studies, transfer functions of ear-
canal sound pressure and regio temporalis vibration relative to oral-cavity sound pressure were physically mea-
sured. The former and latter were assumed to represent perceptual properties of the outer-ear and middle/inner-
ear part of bone-conducted (BC) speech transmission during voicing, respectively. This paper investigated the
contribution of BC speech reaching the middle/inner ear to one’s own voice perception, as well as that reaching
the outer ear, by making two types of filtered speech signals based on the measured transfer functions. The
mixing ratio of speech signals filtered by each transfer function (i.e., mimicked BC speech signals) relative to
the original air-conducted (AC) speech signals were determined through subjective evaluations. It was found
that two filtered speech signals were mixed at almost the same level, and a combination of two filtered speech
signals were mixed at almost the same level as the AC speech. These findings suggest that the middle/inner-ear
part of transmission contributes to BC speech perception at almost the same extent as the outer-ear part.

Keywords: Own voice, air-conducted speech, bone-conducted speech, transmission characteristics, mixing
ratio

1 INTRODUCTION
During speaking, humans perceive their own voices to control their speech production systems (1). There are
two different types of sound transmission of one’s own voice: air-conducted (AC) and bone-conducted (BC)
speech. While the voice is generated by the larynx, modified by the vocal tract, then transmitted as AC speech
to the auditory system, the sound inside the vocal tract is also transmitted to the auditory system through the
soft tissue and the skull bone as BC speech. To further explore human speaking/hearing mechanisms, both AC
and BC speech transmission processes during the perception of one’s own voice need to be clarified.

The effect of BC speech perception on one’s speech production has been investigated using a delayed au-
ditory feedback technique (2), showing that BC speech perception affects one’s speech production similarly to
AC speech perception. However, the transmission process of BC speech has not been well understood.

Stenfelt previously proposed a model of BC speech transmission pathways for one’s own voice (3). This
model shows the relationships between the soft tissue/skull bone vibration and each part of the auditory system
on the basis of the physiological aspects of BC hearing. Vibrations of the soft tissue and that of the skull bone
were hypothesized to produce the ear-canal (EC) sound pressure, respectively. The skull-bone vibration was also
hypothesized to cause inertial forces in the middle ear ossicles and the cochlea fluid.

One of the largest issues in investigating the BC speech transmission process is to identify the contribu-
tion of each pathway to one’s own voice perception (hereafter, own-voice perception). Békésy showed in his
perceptual investigation that BC speech transmission has almost the same order of magnitude as AC speech
transmission (4). Reinfeldt et al. clarified the contribution of BC speech reaching the outer ear to own-voice
perception for multiple phonemes, showing that the magnitude of BC speech dominated at frequencies between
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Figure 1. Simple model of AC/BC speech transmission pathways for own voice. AC/BC speech transmission
process is assumed as summation of power of signal reached from each pathway to inner ear.

1 and 2 kHz (5). Pörschmann (6) investigated the perceptual relationship between AC and BC speech as a
function of frequency, concluding that BC speech has a perceptually greater magnitude at frequencies between
0.7 and 1.2 kHz than AC speech, but the contribution of the outer ear component to BC speech transmission
is very small (6). Currently, it is still not clear whether outer- or middle/inner-ear components of BC speech
transmission dominate own-voice perception.

This paper aims to identify the contribution of BC speech reaching the middle/inner ear to own-voice percep-
tion, as well as that reaching the outer ear. Here, we focus on two types of observable BC speech components:
the sound radiated into the ear canal (EC) and the vibration of the regio temporalis (RT). This study attempts
to mimic the spectra of the EC sound radiation and RT vibration due to the oral-cavity (OC) sound pressure.
The voice timbre for mixed stimuli with AC and two types of mimicked BC speech is evaluated to determine
the perceptually optimal mixing ratio of those speech signals.

2 CONCEPTS FOR INVESTIGATING PERCEPTUAL CONTRIBUTION
On the basis of Stenfelt’s model (3), this paper hypothesizes a simple model of AC and BC speech transmis-
sion pathways for one’s own voice. Figure 1 shows an overview of our hypothesized transmission pathways.
Although the transmission characteristics for the middle/inner ear parts of bone-conduction cannot be directly
measured, the transmission characteristics from the speech production system to the outer ear through the soft
tissue and skull bone can be measured physically. Here, the middle-ear ossicular vibration relative to the RT
vibration does not drastically fluctuate across frequencies (7). Skull-bone vibration is also reported to cause an
excitation in the cochlea (8). Considering these facts, it is assumed that the spectral shape of the RT vibration
itself represents the contribution of the middle/inner ear parts of bone-conduction to own-voice perception.

The authors previously measured the transmission characteristics of bone conduction focusing on EC sound
pressure and RT vibration due to acoustic excitation in the OC (9, 10). Figure 2 shows the amplitude charac-
teristics of the transfer functions of EC sound pressure relative to OC sound pressure (|Hoc( f )|) and that of RT
vibration relative to OC sound pressure (|Hob( f )|) averaged across five participants, which was measured in the
authors’ previous study (10). The characters “o”, “b” and “c” correspond to the observation positions o⃝, b⃝,
and c⃝ in Fig. 1. On the basis of the assumption stated above, the measured transfer functions |Hoc( f )| and
|Hob( f )| are regarded as the transmission characteristics of the outer-ear BC and middle/inner-ear BC speech
pathways, respectively.

Here, the total power of the own-voice signal reaching the inner ear POV can be represented as follows:

POV = PA +PB1 +PB2, (1)

where PA, PB1, and PB2 denote the power for AC speech signals, BC speech signals reaching the outer ear, and
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Figure 2. Transfer functions of EC sound pressure (|Hoc( f )|) and RT vibration (|Hob( f )|) relative to OC sound
pressure measured by Toya et al. (10)

BC speech signals reaching the middle/inner-ear, respectively. Note that the phase characteristics of the different
transmission pathways were ignored since those could not be measured directly.

In this paper, the mixing ratio between PA, PB1 and PB2 was investigated subjectively using recorded and
filtered AC speech signals.

3 SPECTRALLY-MIMICKED BC SPEECH
3.1 Vocal recording
Seven students (five males and two females, aged 22 to 29) participated in the production tasks for vocal
recording. All were native Japanese speakers with normal hearing, and none had a speaking disorder.

Production tasks for recording were conducted in a soundproof room. Speakers’ voices were recorded
through a microphone (Rode NT1-A), located 10 cm from their lips. The recorded signals were routed through
an amplifier and an A/D converter (Steinberg UR44) to a PC (Windows 10, with MATLAB 2020a). The sam-
pling frequency was 44.1 kHz and the number of quantizing bits was 16. The speakers were asked to utter a
Japanese vowel /a/ with as constant vocal intensity as possible. The utterance duration was around 2.5 sec.

3.2 FIR filter design and filtering for spectral mimicking
Two types of FIR filters were designed to mimic the spectrum of BC speech signals from the recorded AC
speech signals. In Eq. (1), the total power POV is defined as the summation of power of the multiple signals at
the inner ear, while mixed signals of recorded AC speech and simulated BC speech can just be presented as AC
sound at the EC entrance (shown as p⃝ in Fig.1). To compensate the measured transfer functions (|Hoc( f )| and
|Hob( f )|) for the transfer functions between the middle/inner ear and EC entrance, the desired transfer functions
for mimicking the spectrum of BC speech reaching the outer ear |Hocp( f )| and that reaching the middle/inner
ear |Hobp( f )| were defined as follows:

|Hocp( f )|= |O−1( f )||Hoc( f )|, (2)

|Hobp( f )|= |O−1( f )||M−1( f )||Hob( f )|, (3)
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Figure 3. Amplitude characteristics of filters for mimicking spectra of BC speech reaching outer ear (|Hocp( f )|)
and middle/inner ear (|Hobp( f )|)

where |O−1( f )| denotes the inverse transfer function of EC and eardrum during AC sound transmission reported
by Shaw (11), and |M−1( f )| denotes the inverse transfer function of the middle ear ossicles reported by Aibara
et al. (12). On the basis of Eqs. (2) and (3), FIR filters for mimicking the spectra of BC speech reaching the
outer- and middle/inner-ear were designed, so that the squared error between the filter characteristics and each
desired transfer function (|Hocp( f )| and |Hobp( f )|) was minimized. The sampling frequency was set to 44.1 kHz
and the filter order was set to 8192. Here, phase characteristics of the desired |Hocp( f )| and |Hobp( f )| were
unknown. Therefore, the FIR filters were constructed with a linear phase characteristics.

Figure 3 shows the amplitude characteristics of the filters for mimicking the spectra of the BC speech
reaching the outer ear (|Hocp( f )|) and the middle/inner ear (|Hobp( f )|). The recorded speech signals for each
speaker were filtered by those filters to make two types of spectrally-mimicked BC speech signals.

4 EXPERIMENT
Subjective evaluation of own-voice timbre was conducted to determine the mixing relationship among PA, PB1
and PB2. The seven speakers mentioned in Sec. 3.1 participated in this experiment.

4.1 Stimuli
For mimicking each participant’s own voice, their own recorded AC speech and the spectrally-mimicked BC
speech reaching the outer and middle/inner ear were mixed under a certain power combination (PA, PB1, and
PB2). PA was determined so that the A-weighted sound pressure level in the headphone was 60 dB. The mixing
ratio of total BC speech to AC speech (LBA) and that of BC speech reaching the middle/inner ear to BC speech
reaching the outer ear (LB2B1) were defined as follows:

LBA = 10log10
(PB1 +PB2)

PA
, (4)

LB2B1 = 10log10
PB2

PB1
. (5)



Figure 4. Schematic illustration of experimental setup and flow chart of stimulus presentation for subjective
evaluation of own-voice quality

LBA was set to LBA = −10,0, and 10 dB, considering the fact that BC speech transmission has almost the
same order of magnitude as AC speech transmission (4). LB2B1 was set to LB2B1 = −6,−3,0,3, and 6 dB.
Additionally, following five stimuli were also prepared as extra conditions:

Original The recorded AC speech signal itself,
Low-1 The low-pass filtered AC speech signal with a cut-off frequency of 1 kHz,
Low-4 The low-pass filtered AC speech signal with a cut-off frequency of 4 kHz,
High-1 The high-pass filtered AC speech signal with a cut-off frequency of 1 kHz,
High-4 The high-pass filtered AC speech signal with a cut-off frequency of 4 kHz.

Those stimuli for the extra conditions were assumed to be dissimilar perceptually to the participants’ own
produced voice. Therefore, those are prepared to confirm whether they could successfully compare the similarity
of the stimuli to their own produced voice.

The total number of conditions was 20 (3 variants of LBA × 5 variants of LB2B1 + 5 extra conditions).

4.2 Apparatus and procedure
Figure 4 shows a schematic illustration of the experimental setup and a flow chart of stimulus presentation. The
experiment was conducted in the same soundproof room mentioned in Sec. 3.1. An open-air headphone (Stax
SR-L700) was used for presenting experimental stimuli. For controlling the stimulus presentation, the same A/D
converter and the PC mentioned in Sec. 3.1 were used. A GUI on MATLAB 2021a were used for obtaining
participants’ answers.

A tournament-style listening test with two alternative forced choice (2AFC) trials was adopted in the ex-
periment. The participants were asked to listen to a pair of stimuli (A and B), and choose the one which is



Table 1. Number of times stimulus was chosen as first and second places by all participants for tournament-
style listening test

LBA \ LB2B1 −6 dB −3 dB 0 dB 3 dB 6 dB

10 dB (1st) 0 0 2 2 0

(2nd) 3 1 1 0 2

0 dB (1st) 0 7 5 2 4

(2nd) 2 4 6 4 4

−10 dB (1st) 3 5 0 3 1

(2nd) 0 0 4 1 1

Extra Low-1 Low-4 Original High-1 High-4

(1st) 0 0 1 0 0

(2nd) 0 0 2 0 0

perceptually more similar to their own produced voice. Before answering each trial, they were allowed to utter
the vowel /a/, which enabled them to compare the voice quality between the stimuli and their own produced
voice. For the paired stimuli (A and B) in each trial, the stimulus chosen in 2AFC is regarded as the WINNER,
while the stimulus not chosen is regarded as the LOSER.

As shown in Fig. 4(b), 10 initial stimulus pairs were determined in a random sequence of all 20 stimuli.
After completion of the 2AFC trials for all 10 pairs, the next stimulus pairs were determined in the WINNER
stimuli to continue 2AFC trials. This procedure was repeated until only one WINNER (i.e., the first-place
stimuli) and one LOSER (i.e., the second-place stimuli) were determined.

A total of 21 trials were included in a tournament. For each participant, the tournament was performed five
times. The total number of tournaments was 35 (7 participants × 5 tournaments), and for each condition, it
was counted how often it reached the first or second place in the tournaments.

5 RESULTS
Table 1 shows how often a condition was chosen as the first and second place across all participants in the
tournament-style listening test. Overall, the conditions under which LBA = 0 tended to be chosen most often as
the first and second places. Under the conditions (LBA,LB2B1) = (0,−3) dB, the number of times chosen as the
first places was seven, which is the best in all conditions. The conditions (LBA,LB2B1) = (0,0) dB was chosen
for the first place five times (the second best), and the number of times it was chosen as the second place was
six (the best). In the extra conditions, only the original recorded stimuli were chosen as the first and second
places three times in total.

6 DISCUSSION
The tendency of the greater number of times chosen as the first and second places when LBA = 0 is assumed
to support the fact reported by Békésy (4) that AC and BC speech transmissions have almost the same order
of magnitude. Under LBA = 0, the number of times a condition was chosen as the first and second places
was greater when LB2B1 = −3 and 0 dB, which means that PB2 almost equals, or is at least half as great
as PB1. This finding suggests that the contribution of BC speech transmission reaching the middle/inner ear
to own-voice perception cannot be ignored, as well as that reaching the outer ear. Pörschmann suggests in his
psychoacoustical study that the contribution of the outer ear component to BC speech transmission is very small
(6). The results in this study may partly support Pörschmann’s suggestion using a different method.

Here, the averaged transfer functions |Hoc( f )| and |Hob( f )| across five participants were used for making



spectrally-mimicked BC speech. Although the authors’ previous study found that global spectral shapes of the
measured transfer functions were similar among all participants (9, 10), individual differences of the transfer
functions should be further considered for more precise evaluation.

In this paper, a tournament-style listening test was carried out. Such methods have been adopted mainly
for investigating perceptual best-fitting conditions (e.g., individualization for virtual audio display (13)). The
tournament-style method is assumed to be more effective if the transfer functions for mimicking BC speech
were well-customized individually.

7 CONCLUSION
This paper investigated the contribution of BC speech reaching the middle/inner ear to own-voice perception,
as well as that reaching the outer ear, by making two types (the outer- and middle/inner-ear components) of
spectrally-mimicked BC speech signals based on the measured transfer functions. The subjective evaluation
of own-voice quality for the mixed signal of recorded AC speech and two types of spectrally-mimicked BC
speech found that two mimicked BC speech signals were mixed at almost the same level, and a combination
of two mimicked BC speech signals were mixed at almost the same level as the AC speech. This suggests that
the middle/inner-ear part of transmission contributes to BC speech perception at almost the same extent as the
outer-ear part of transmission.
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ABSTRACT 
I am currently supervising a TV program to help children in Japan acquire English sounds. Through 
discussing the contents of the show, we often come across that some foreign sounds are difficult for non-
native speakers. As an example, native Japanese speakers tend to have difficulty producing and perceiving 
the English /r/ and /l/ sounds. In this study, we discuss several methods to overcome such barriers for foreign 
sounds. The first is a simple but effective emphasis of a set of important components of a target sound. For 
example, lowering the third formant of the English /r/ is essential, and to train the ears to detect this 
component, listening to sounds with the emphasized component is effective. The second method is to give a 
non-native speaker some feedback on such important component. One example of this is an auditory or a 
visual feedback while producing a speech sound. The third method is to use physical models of the human 
vocal tract. For example, we have developed several vocal-tract models, such as one for the retroflex /r/ sound 
and the other for the bunched /r/ sound. These models can be utilized to help language learners acquire the 
pronunciations of English /r/ sound. 
 
Keywords: Speech Production, Speech Perception, Foreign Sounds 

1. INTRODUCTION 
Six-month-old infants are known to make a distinction between two sounds, A and B, but when 

they get to 10–12 months old, they are unable to make such distinction if they are raised in a language 
environment in which A and B sounds belong to the same phoneme (1). Therefore, native Japanese 
speakers find it difficult to discriminate English /r/ and /l/ sounds, leading to many studies on this 
“challenge,” such as (2). The difficulty is not only speech perception but also speech production, 
where Japanese native speakers usually cannot articulate the English /r/ and /l/ sounds well. Thus, we 
will discuss several approaches to overcoming this difficulty. 

2. KIDS’ TV SHOW ON ENGLISH SOUNDS 
In 2017, the Japan Broadcasting Corporation, or NHK, started an English TV show for children, 

“Eigo-de Asobo with Orton.” I am the sound supervisor for this TV show, including pronunciation of 
English vowels and consonants. For example, in an episode related to the English sound /f/, we 
introduced a so-called “super machine” made of a string and a rubber plate. In the episode, when a 
child actor placed the rubber plate between the upper teeth and the lower lip, pulled the string, and 
released it, the machine fished up a dummy fish. By doing this, viewers can learn and even feel that 
the /f/ in “fish” is articulated by the upper teeth and the lower lip. 

The two most difficult sounds in English for Japanese children are /r/ and /l/. In the same TV show, 
we invented ways to practice these two sounds. For /r/, we wanted the children to train the retroflex 
shape of the tongue. Therefore, we introduced the “tongue trainer” shown in Fig. 1 (a), which is three 
beads threaded together on a string. The children placed the beads on their tongue and scooped them 
up to shape their tongue like the retroflex configuration. For /l/, we wanted the children to make sure 
there are lateral pathways of the air on the left and right sides of their tongue. Therefore, we introduced 
the “lion mask” shown in Fig. 1 (b), where a straw is placed between the tongue and the palate when 
the child makes a tongue configuration of this sound. 
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Figure 1 – Tools and their use for producing English sounds (left: /l/, right: /r/). 

 
 

 
Figure 2 – Vocal-tract models. (a) BMW-RL model, (b) bunched /r/ model. 

 
 

3. EMPHASIZING CUES FOR PERCEPTION 
The most important cue to distinguish /r/ and /l/ sounds is the movement of the third formant (3). 

One way to train the perception of such a cue is by emphasizing it and letting listeners focus on the 
cue. For English /r/, the third formant frequency goes as low as 2 kHz. To train the ears to detect this 
frequency range, the frequency components between 1500 and 3000 Hz are emphasized for listening. 

4. VOCAL-TRACT MODELS FOR PRODUCTION 
We have developed a set of vocal-tract models for several purposes, including pronunciation 

training. For instance, our “BMW-RL” model (4) can mechanically produce /b/, /m/, /w/, /r/, and /l/ 
English consonants (Fig. 2 (a)). For the /l/ sound, the first half of the tongue can be rotated. A lateral 
sound is produced when the tongue tip touches the alveolar ridge because there are still spaces on the 
left and right sides of the tongue. For /r/, the tongue rotation does not touch anywhere on the palate 
and forms its retroflexion when the tongue is shortened in the same model, mimicking the retroflex 
/r/. Model (5) can change each part of the tongue height (Fig. 2 (b)), enabling us to bunch the tongue 
to form the bunched /r/. With these models, learners can listen to sounds, touch the models, and watch 
the movements of speech organs to help them acquire such sounds. 
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ABSTRACT 

The state-of-the-art virtual audio display technologies reproducing complex sound scenes show considerable 

auditory research prospects. The authentic sound field recreated by multi-channel loudspeakers makes it 

possible to evaluate speech perception for both normal-hearing and hearing-impaired listeners under some 

critical scenarios. Among the loudspeaker-based sound reproduction system, the Ambisonics system is 

considered to have a good trade-off between authenticity and hardware cost. However, speech intelligibility 

could be damaged by the crosstalk of multiple loudspeakers, especially when the lower-order Ambisonics 

system with a large energy spread is used. To evaluate the degradation of speech intelligibility under various 

orders of Ambisonics, the speech reception thresholds (SRTs) of twelve participants under different orders of 

Ambisonics and the one-channel playback (reference) conditions were measured. Results show that SRTs 

under the 1st and 3rd order Ambisonics were significantly higher (worse intelligibility) than those under the 

reference condition. The SRTs of higher-order (7th and 9th) Ambisonics are slightly higher than those under 

the reference condition, but it is not statistically significant. The variation range of SRTs under first-order 

Ambisonics is more extensive than other conditions, which may be related to the limited sweet area of first-

order Ambisonics. 

 

Keywords: Speech intelligibility, Ambisonics, Sound reproduction 

1. INTRODUCTION 

Conventional auditory research predominantly adopts simple audio (e.g., free -field recording) 

stimuli in experiments. Albeit using simplified stimuli may be capable of revealing the intrinsic 

auditory mechanism, realistic sound scenes may fetch conclusions with higher ecological validity in 

some venues. In other cases, realistic sound scenes may be desired due to the research purpose, e.g., 

speech perception in a specific reverberation environment1. Hence, the state-of-the-art virtual audio 

display technologies reproducing the elaborate sound scenes confirm considerable prospects for 

auditory research.  

Binaural virtual audio display technology with earphones meets its massive application in auditory 

research. It is still regarded as the most accurate method up to now, even when several apparent 

drawbacks, including front-back confusion and in-head localization, exist2. However, the inherent 

limitation of binaural reproduction due to the earphones restricts the usage for hearing -assisted 

individuals. 

The authentic sound field recreated by multi-channel loudspeakers makes it possible to evaluate 

speech perception for normal-hearing and hearing-impaired listeners under critical scenarios3. Among 

the loudspeaker-based sound reproduction system, the Ambisonics system is considered to have a 

good trade-off between authenticity and hardware cost. However, the Ambisonics system cannot 

reproduce the ideal sound field without distortions due to the limitation of the actual system. Hence, 

understanding how these distortions impact specific aspects of auditory perception may be one of the 

essential premises for applications of the Ambisonics system. 
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The present study investigated the speech intelligibility damaged by the multiple-loudspeaker 

reproduction system, especially when the lower-order Ambisonics system with a large energy spread 

is used. The hypothesis of this study is that both the distortions from crosstalk of multiple 

loudspeakers and spatial masking release from the energy spread of Ambisonics may influence speech 

intelligibility. To evaluate the degradation of speech intelligibility, the speech reception thresholds 

(SRTs) under different orders of Ambisonics and the one-channel playback (reference) conditions 

were measured. 

2. Methods 

During the SRT measurement, the masking noise was speech shape noise, and the sentences from 

Mandarin Hearing In Noise Test (MHINT) corpus were used as the speech stimuli. The noise was 

played with a single front loudspeaker directly while the speech was played in different methods. Six 

types of speech stimuli were incorporated in the experiment, i.e., played with a single front 

loudspeaker (reference) and synthesized with 0-, 1-, 3-, 7-, and 9-order of Ambisonics. Note that the 

0-order Ambisonics implies the signal was distributed to all loudspeakers equally; hence the speech 

had no definite direction. In other conditions, the locations of noise and speech were always spatially 

coincident. The sound level differences among 6 conditions were measured with a monaural 

microphone placed in the center of the loudspeaker array and compensated correspondingly.  

The Ambisonics system used in the present study comprises 192 spherically distributed 

loudspeakers. The virtual stimuli were reproduction with the model-match methods. 

Twelve participants (aged from 21 to 29) were recruited with payments. Each participant underwent 

12 SRT measurements of 6 different conditions (1 reference and 5 different orders of Ambisonics) 

with 2 repetitions. The sequence of tests was balanced with a 12 × 12 Latin square. Before the formal 

experiment, a training phase including 2 measurements of SRT was assigned to participants.  

3. Results and discussions 

Totally 144 thresholds of speech recognition were gathered in the experiment. The SRTs of all 

conditions were illustrated in Fig. 1. It clearly shows that the SRTs decreased and approached the 

results of the reference conditions when the order was promoted except for the 0-order condition, 

which means higher speech intelligibility. SRTs of the 0-order condition were inferior to other 

conditions using Ambisonics.  

 

 
Fig 1. Tukey box and whisker plot of SRTs. The upper, middle, and lower lines of the box indicate 

the 75th, middle, and 25th of the SRTs, respectively. The * and ** caps denote significant 

differences at a level of 0.05 and 0.001, respectively.  

 

The SRTs were statistically analyzed with the one-way repeated measures ANOVA, given the SRTs 

conform to the normality distribution. It reveals that conditions make a significant influence on the 

SRTs [F(2.651, 29.16) = 7.652, p = 0.0009]. According to the Tukey multiple comparisons, SRTs of 

the 1-, 3-, and 7-order conditions were significantly superior to those of the reference condition (p = 

0.0112, 0.0001, and 0.0394, respectively). No significant difference between 9-order and reference 

conditions was observed. SRTs of 3-order were significantly higher than SRTs of 9-order condition (p 

= 0.0409). Besides, the variations of SRTs were also much larger for 0- and 1-order conditions. The 



 

 

degraded speech intelligibility under lower order of Ambisonics probably comes from the crosstalk of 

multiple loudspeakers, which was verified for stereo4 and Ambisonics system5. However, these results 

were disparate from those of Ahrens et al.6, which show the SRTs barely not change with the order of 

Ambisonics when noise and speech are spatially coincident. Considering the differences between the 

two experimental configurations, further study may be needed. 

While it seems SRTs of 0-order condition were below other conditions, a significant difference was 

only observed compared to 3-order condition (p = 0.0201). Given the noise was concentrated in the 

front loudspeaker in the present study, the spatial masking release may contribute to the speech 

intelligibility with the enlarged energy spread of speech in the lower order of Ambisonics. It may 

account for the phenomenon that the 0-order condition was completely contrary to the trend of other 

conditions. 

4. Conclusion 

The present study examined SRTs under different orders of Ambisonics. The results reveal that 

speech intelligibility was deteriorated by Ambisonics under the 9 order compared to playing with a 

single loudspeaker. Besides, the energy spread under the lower order of Ambisonics may induce 

perceivable spatial masking release. The study emphasizes the importance of considering the 

limitation of the Ambisonics system when using it to conduct auditory research. 
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Applying Lombard speech improves speech intelligibility of outdoor 

public address systems under aircraft noise 
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ABSTRACT 
An outdoor public address (PA) system is a popular method of rapid information propagation. This is 

especially important in events such as an emergency or disaster evacuation. However, spoken announcements 

broadcast from the outdoor PA system are sometimes unintelligible due to multiple echoes and aircraft noises. 

This study investigated whether adapting the Lombard speech (i.e., humans modify their speech to make it 

more intelligible against noise) to spoken announcements of the outdoor PA system improved speech 

intelligibility under aircraft noise. A young adult recorded words in a carrier sentence under a quiet condition 

(Q) and under an aircraft noise and multiple echo condition (NE), where the aircraft noise and speaker outputs 

convolved by the multiple echoes were fed back to the speaker through headphones. With multiple echoes 

and aircraft noise, listening tests were conducted with 24 young adults under a simulated outdoor PA system. 

The result of the listening tests showed that NE had significantly higher speech intelligibility than Q. The 

result suggests that introducing the Lombard speech as an input to spoken announcements of outdoor PA 

systems might yield higher speech intelligibility than conventional spoken announcements. 
 
Keywords: Lombard speech, speech intelligibility, aircraft noise, multiple echoes, outdoor PA system 

1. INTRODUCTION： 
Outdoor public address (PA) systems, which are among the most popular methods for rapidly 

broadcasting information to numerous people simultaneously, are used in a wide variety of residential 

areas for purposes such as disseminating disaster evacuation instructions and air pollution warnings. 

However, spoken announcements broadcast from outdoor PA systems are often insufficiently 

intelligible. Indeed, in response to a survey conducted after the Great East Japan earthquake in 2011, 

57.1% of 303 residents in a targeted disaster-struck area reported that they could not understand 

information broadcast from the outdoor PA system loudspeakers[1]. 
There are various reasons why the speech intelligibility of outdoor PA systems commonly becomes 

unintelligible. First, multiple or long-path echoes (consisting of delays longer than 50 ms) caused by 

sound reflections from neighboring buildings or mountains, as well as interference from the 

announcements broadcast from adjacent outdoor PA loudspeakers, can decrease listener 

comprehension. In fact, several studies have shown that speech with multiple simulated echoes was 

considerably less intelligible than speech without echoes[2]. 
Aircraft noise, which is a major problem in residential areas close to airports, also decreases the 

speech intelligibility of outdoor PA systems. However, it is typically difficult to restrict aircraft noise 

levels because air traffic control laws govern aviation routes and aviation safety regulations have 

priority over aircraft noise abatement considerations. As a result, according to monthly monitoring 

results produced by the Tokyo Metropolitan Government at seven locations (five schools, one library, 

and a central wholesale market) within six to 24 km of the Tokyo International Airport in June 2022, 

the number of high aircraft noise periods measured were from 34 to 73 times a day, maximum noise 

levels were from 63 to 74 dB, and day-evening-night equivalent noise levels (Lden) were from 40 to 

53 dB at five of those seven locations[3]. 
This is significant because the World Health Organization (WHO) strongly recommends that Lden 

aviation noise exposure be kept below 45 dB[4], which means that three of the five abovementioned 

monitoring points failed to meet the WHO guideline. Furthermore, unlike in Europe, where there have 

been serious attempts to regulate aircraft noise levels near the main airports[5], no strict noise 

regulation attempts have been implemented at the Tokyo International Airport, at least during the 



 

 

daytime. On the other hand, the average sound pressure levels (SPLs) measured at 13 fishing ports in 
the Tokyo area exceeded 60 dB within a 300 m radius of the area’s outdoor PA system loudspeakers[6], 
thus indicating they had a lower signal-to-noise ratio (SNR) than the 0 dB level measured in many 
residential areas near the Tokyo International Airport. 

In a previous study that simulated an outdoor PA system to evaluate the effects of aircraft noise 
and multiple echoes on speech intelligibility[7], the results obtained showed that when an aircraft noise 
was added at an SNR of −5 dB, the correct word recognition rate when multiple echoes were present 
was significantly lower than when the noises were absent. Those results also showed that the correct 
word recognition rate with aircraft noise present at an SPL of 70 dB was significantly higher than that 
at an SPL of 60 dB. However, that rate did not increase significantly between SPLs of 70 and 80 dB, 
regardless of whether or not multiple echoes were present. Based on these results, we determined that 
increasing the SPLs of spoken announcements could increase the speech intelligibility of outdoor PA 
systems but that they might also end up causing further noise-related problems. 

During speech communications, we modify our speech to make it more intelligible against the 
surrounding noise. This is known as the Lombard effect[8]. Furthermore, when compared with speech 
spoken under a quiet condition, the speech spoken under noisy condition shows different acoustical 
characteristics (fundamental frequency, intensity, and duration) as well as increased speech 
intelligibility [8-10]. Similar results, both in acoustical characteristics and speech intelligibility, have 
been observed in reverberant environments[11,12], even though the masking patterns from noise and 
reverberation are spectrally and temporally different. For example, noise masks speech simultaneously, 
while overlap-masking results in reverberation[13]. 

With the above points in mind, this study aims to determine whether speech uttered in high aircraft 
noise and multiple echo surroundings is more intelligible for outdoor PA systems than spoken 
announcements in quiet when those announcements were heard in simulated residential areas near an 
airport. To accomplish this, 24 young adults were subjected to listening tests during which spoken 
sentences were presented with and without aircraft noise (SNR of 0 dB) and multiple artificial echoes.  

2. LISTENING TEST 

2.1 Participants 
As stated above, 24 native speakers of Japanese (ages 21 to 24 years) with normal hearing 

participated in this study. All of the research methods used in this study were approved by the Ethics 
Committee of Tokai University, and written informed consent was obtained from all participants 
before the listening tests began. 

2.2 Stimuli 
The speech materials were target words embedded in the carrier sentence, “This is a [target word] 

announcement from the local government office.” (English translation from Japanese). In total, 52 
target words consisting of four morae (Japanese phonological syllable-like units) were selected from 
word lists, and each target word consisted of four consonant-vowel sequences[14]. To prevent the 
participants from using context and semantic cues, all of the words were selected with familiarity 
levels between 2.5 and 4.0 on a seven-point scale ranging from (1) unfamiliar to (7) very familiar. 

Table 1 shows two speaking conditions used in the recording: quiet (Q) and under aircraft noise 
and multiple echoes (NE). The aircraft noise was recorded using a condenser microphone (Shure 
KSM141) connected to a portable SD recorder (Marantz PMD661) at the Jonanjima Seaside Park in 
Tokyo’s Ota Ward, which is under an airport flight path approximately 3 km away from the Tokyo 
International Airport. After analyzing all the recorded aircraft noise, a period when the background 
noise level (e.g., ship noises, people talking, bird calls, etc.) was low was selected for use. Next, 
multiple echoes were created at delay times of 84 with an amplitude of 1, 189 with an amplitude of 
0.5, and 400 ms with an amplitude of 0.25 using MATLAB software. These delay times were selected 
to simulate the impulse responses of an outdoor PA system[7]. 

Figure 1 shows the recording setup. Speech materials were recorded on a computer through the 
abovementioned microphone and a digital audio interface (Tascam US-144mkII) at a sampling rate of 
44.1 kHz in a soundproof room. The speaker was a 22-year-old male native Japanese speaker. Under 
NE conditions, utterances were added to the aircraft noise, convolved by the impulse response, and 
then fed to the speaker through dynamic, closed circumaural type headphones (Sennheiser HDA200). 
The playback level of the noise was set at 85 dB. The playback level of the impulse response was set 



 

 

at −10 dB relative to the speaking level at the speaker’s ears. The recording was controlled by Adobe 

Audition 11.0. The speaker was asked to imagine that his speech was being broadcast from an outdoor 

PA system under the same acoustic conditions he was experiencing through the headphones. 
After the speech materials were recorded, one carrier sentence was chosen for each speaking 

condition, and target words were embedded within the carrier sentence (with 150 ms before and after 

pauses) were produced for each speaking condition. In other words, each of the 52 target words spoken 

under either Q or NE condition was paired with a carrier phrase spoken under either Q or NE condition, 

respectively. The intensity ratio of the carrier sentence relative to the target word was normalized. 
Finally, the concatenated speech sounds produced by the aircraft noise were added at SNR of 0 dB 

and convolved with the same multiple echoes that were used in the recording. After the overall 

intensity of the stimuli was normalized across speaking conditions, 104 stimuli were created (two 

speaking conditions × 52 sentences).  
 

Table 1 – Speaking conditions 

Condition Presented through headphones during recordings 

Q  

NE aircraft noise and multiple echoes 

 

 
Figure 1 – Recording setup 

 

2.3 Procedures 
During the listening tests, which were also carried out in a soundproof room, stimuli were diotically 

presented to each participant via the abovementioned digital audio interfaces and headphones, which 

were connected to a computer. The playback level was set to 70 dB to simulate the SPL near an 

airport[3]. Two practice trials were held with each participant to familiarize them with the experimental 

procedure. 
In each trial, a stimulus was presented once, after which the participants were instructed to write 

down the target word they heard on their answer sheets. The participants then were then asked to rate 

the impression of the stimulus according to their listening difficulty on a four-point scale where (1) 

indicated easy to comprehend and (4) corresponded to difficult to understand. For each participant, 

100 stimuli (two speaking conditions × 50 sentences) were presented randomly. The target word and 

speaking condition combinations were counterbalanced across the participants. 

3. RESULTS and DISCUSSION 
Figure 2 shows the mean percentage of correct mora rates of the target words for each condition. 

A paired t-test was carried out for both speaking conditions (Q and NE) as the repeated variables and 

with the correct mora rate as the dependent variable. The results, which showed that NE had 

significantly higher correct rates than Q (p < 0.01), were consistent with previous studies that used 

white noise-induced[9] and reverberation-induced speech[12]. This result indicates that speech spoken 

under an actual condition with aircraft noise and multiple echoes induced was more intelligible than 

speech spoken under a quiet condition when the listeners were presented with the same noise and 

multiple echoes.  
Figure 3 shows the four-point scale mean ratings of the stimuli. Here, we can see that Q was rated 

significantly more difficult to understand than NE (p < 0.01) based on Wilcoxon signed-rank test. As 



 

 

for intelligibility, we can see that listeners found NE condition easier to listen to than Q condition. 
Acoustical analysis showed that fundamental frequency was higher under NE (111 Hz) than under 

Q (90 Hz) conditions, which is significant because that higher fundamental frequency is one of the 

characteristics of speech spoken in noise or reverberation surroundings[8-11]. Therefore, the higher 

fundamental frequency in speech spoken in the presence of aircraft noise and multiple echoes may be 

one of the reasons for higher speech intelligibility and the impression that such speech is easier to 

understand than speech spoken in quiet locations. 

 
Figure 2 – Mean correct mora rate and standard error of target words for each speaking condition. 

 

 
Figure 3 – Mean listening difficulty (1: easy to comprehend, 4: difficult to comprehend) and the 

standard error of target words for each speaking condition. 

4. CONCLUSIONS 
In this study, we carried out listening tests to investigate whether speech spoken under high aircraft 

noise and multiple echo conditions improved the intelligibility of speech uttered via a simulated 

residential area outdoor PA system near an airport when compared with the currently spoken PA 

announcements. The results of listening tests conducted on 24 participants subjected to speech 

recordings that included aircraft noise and multiple echoes showed that such speech was significantly 

more intelligible than the same speech spoken under a quiet condition. The results also showed that, 

on a four-point impression scale, speech spoken under quiet condition was significantly more difficult 

to comprehend than that spoken under aircraft noise and multiple echo conditions. 
However, since this study used a single speaker, aircraft noise, and multiple echoes at a fixed SNR, 

additional research with more speakers and a wider range of noise and echo conditions will be needed 

in the future. It is also unclear how aircraft noise and multiple echoes separately degrade speech 

intelligibility of outdoor PA announcements. Further study could investigate the effect of multiple 

echoes and aircraft noise on speech intelligibility of outdoor PA systems, respectively. 
Furthermore, the present study results revealed that, compared with current spoken announcements, 

speech spoken under aircraft noise and multiple echo conditions might increase the intelligibility of 

outdoor PA announcements near an airport where the SNR of PA announcements are often below 0 

dB, and thus highly unintelligible. Accordingly, additional research will be needed to determine the 



 

 

most appropriate conditions, such as acoustic settings and outdoor speaker surroundings, for further 
improving the intelligibility of outdoor PA announcements, especially in emergency situations. 
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ABSTRACT 
This research aims to make “expression via voice” richer and freer. Our immediate aim is to develop a system 
for converting standard utterances into attractive whispering. So far, we have devised a practical method for 
converting regular speech into whispered speech by using WORLD, a high-quality vocoder. With this 
“phantom silhouette method,” the spectral envelope is first extracted from regular speech. Then, the envelope 
is manipulated, so the speech sounds like a whisper. Finally, a pseudo-whisper is created by driving the 
manipulated envelope using white noise instead of a vocal cord sound source signal. The spectral envelope 
is transformed using three operations to manipulate the timbre: (1) upward shifting of the spectrum in the F1-
F2 formant frequency bands; (2) compensation of the breathy sound component in the high-frequency range; 
(3) suppression of the low-frequency band in the spectral envelope. Since the timbre is directly manipulated, 
the desired timbre can be obtained when synthesizing speech using WORLD. This report describes the latest 
improvements: implementation of multi-language support (i.e., English, Chinese, and Korean), conversion 
of the speaking rate, and expansion and contraction of the vocal tract length. 
 
Keywords: Noise-vocoded speech, spectral envelopment, voice conversion, speech synthesis, WORLD 
 

1. INTRODUCTION 

1.1 Whisper voice generation from standard utterance speech 
We previously presented the phantom silhouette method, a practical method for converting 

standard utterance speech into whispered speech to enrich “expression via voice.” It is a simple 
parametric method using vocoder-type speech analysis and synthesis. The use of a high-quality 
vocoder, WORLD, makes it easy to understand which parts of the speech sound are manipulated 
intuitively.  

The WORLD speech analysis/synthesis system is used in various applications, such as voice 
conversion and statistical parametric speech synthesis (1, 2). It is a high-quality vocoder-based system 
that accurately decomposes a speech waveform into the fundamental frequency (fo), spectral envelope, 
and aperiodicity and synthesizes a new voice by integrating the transformed fo, spectral envelope, and 
aperiodicity. 

1.2 Multilingual support and new features 
The method was originally tuned for Japanese speech (3–6). We have now tuned it for non-Japanese 

speech, aiming for multilingual support, and have added new functions for converting the speech rate 
and voice timbre. The results of whispered voice generation experiments demonstrated that the 
improved phantom silhouette method had enhanced performance. 
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2. PREVIOUS VERSION OF THE PHANTOM SILHOUETTE METHOD 
We first give an overview of the previous version of the phantom silhouette method (3). In version 

two of the method (PS-2), the spectral envelope of the standard speech is first extracted using WORLD. 
The envelope is then transformed so that the voice sounds like a whisper. Finally, a whole devoiced 
pseudo-whisper is created by driving the manipulated spectral envelope using white noise instead of 
the vocal cord sound source signal (7). The spectral envelope is transformed by using three operations 
to manipulate the timbre: 

(1) Upward shifting of the spectrum in the F1-F2 formant frequency bands, 
(2) Compensation of the breathy sound component in the high-frequency range, 
(3) Suppression of the low-frequency band in the spectral envelope. 
This timbre manipulation is not signal processing performed after voice conversion but a rather 

direct manipulation of the spectrum. The desired timbre can thus be obtained when synthesizing 
speech. 

The conversion process can be likened to the image of a Halloween ghost (Figure 1). The core of 
the method is noise-driven devoicing transformation and suppression of the low-frequency spectrum, 
which are referred to as the “phantomization of standard voice.” The procedure for adding the 
characteristics of whispering to the spectrum of standard speech is called “spectral silhouette 
compensation.” Specifically, it is the upward shifting of F1-F2 and compensating for the high-
frequency component. 

2.1 Upshifting of F1-F2 frequency bands 
Matsuda et al. (8) reported that formants below 1200 Hz rise when whispering. Therefore, in the 

conversion, the standard speech's spectral frequency axis is partially expanded or contracted on the 
equivalent-rectangular-band-width (ERB RATE) scale, which corresponds to the critical bandwidth of 
hearing. 

A certain amount of shift is required for male voices, and the increase in F1-F2 is not as large for 
female whisper voices as it is for male voices. The quality of the converted voice is better for female 
voices when the shift amount is small. Therefore, the shift amount is controlled in accordance with 
the median value of fo so that the shift amount is large for low-fo male voices and small for high-fo 
female voices (Figure 2). 

 
 

 
Figure 1 – Image of phantom silhouette method 



 

 

 
Figure 2 – Expanding and contracting spectral frequency scales 

 

2.2 Compensation for high-frequency component 
Compared with that of actual whispered speech, the standard speech spectrum may lack high-

frequency components, as shown in Figure 3. The figure shows the time-averaged spectra of a female 
speaker uttering the same sentence in standard and whisper voices as recorded in a narration booth. 
The spectral gradient difference in the high-frequency range (1.6 kHz – 10 kHz) can be considered 
the amount of compensation required when generating a whisper.  

The difference in spectral gradient corresponding to the fo median for male and female voices is 
plotted in Figure 4. The figure shows that more high-frequency compensation was required for male 
whisper voices. Furthermore, the higher the fo, the more compensation was required for both male and 
female voices. Therefore, after classification of male and female voices on the basis of the fo median, 
the weighting of high-frequency emphasis is corrected in accordance with the fo value (Figure 5). 

 
 
 

 
Figure 3 – Time-averaged spectra of standard speech and whispered speech by female speaker. 



 

 

 
Figure 4 –Difference in spectral gradient (1.6 kHz – 10 kHz) between whispered  

and standard speech at fo median for each standard speech sample 
 

    
Figure 5 – Compensation functions used for high-frequency range based on fo median 

 

2.3 Low-frequency spectrum suppression 
Matsuda et al. (8) observed that the sound pressure level in a whisper is in the range where the 

frequency is below 1 kHz. Kishida et al. (9) discovered that the amplitude information from 570 Hz 
to 1370 Hz plays an essential role in phonological comprehension in noise-vocoded speech. We thus 
set the transition range to 550 Hz – 1350 Hz, and the low-frequency spectrum was suppressed (Figure 
6). 

After the three spectral transformations described above, the transformed spectrum is used by 
WORLD as the basis for synthesizing a pseudo-whispering voice by driving it with white noise. 

 



 

 

 

Figure 6 – Suppression curve for low-frequency spectrum 

3. IMPROVED VERSION 
The improved version of the Phantom Silhouette Method (PS-3) incorporated three significant 

enhancements. First, we have worked on multilingual support. The phantom silhouette method (PS-
2), which previously supported only Japanese speech, has been expanded to multiple languages. 
Second, we added a function to adjust the speech rate when converting standard speeches to whispers. 
Third, we also added a voice timbre conversion function that mimics manipulating the speaker's 
physique. Then, we compared the parameters of the previous and improved methods and auditioned 
the generated whispers. 

3.1 Multi-language support 
We implemented multi-language support using speech data (24-kHz sampling, 16-bit quantization) 

of a female speaker in tri-jek, a corpus of Japanese, English, and Korean trilingual speech (10), as 
multilingual speech by the same speaker. For multiple speakers, we used male and female speech data 
(44.1-kHz sampling, 16-bit quantization) from the English listening comprehension test for the 
National Center Test for University Admissions in Japan. For Chinese speakers, we used male and 
female speech data (44.1-kHz sampling, 16-bit quantization) obtained with the publisher’s permission 
from a learning material CD (11). 

3.2 Problems and solutions for multilingual support 
In PS-2, the shift amount of F1-F2 and high-frequency compensation ratio were adjusted following 

the median fo of the original voice. The tuning was based on Japanese speech. However, with 
multilingualization, differences in the speaker's physique and speech style must be considered. In fact, 
when speech samples from the English listening test of the National Center Test were used, the shift 
amount of F1-F2 and high-frequency compensation ratio frequently were wrongly estimated due to 
errors in discriminating between male and female voices. Therefore, we tentatively set the initial 
values of the shift of F1-F2 and high-frequency compensation ratio at moderate levels and left the 
fine-tuning to the user. 

Furthermore, the cutoff frequency for suppression of the low-frequency spectrum was made 
adjustable. These changes enable the user to manipulate the parameters while searching for the desired 
tone freely. 

3.3 Additional features for proactive sound creation 
In PS-3, the policy for specification settings was changed to leave sound creation to the user. 

Therefore, we added more optional functions to enable users to have the pleasure of creating voices 
that they find suitable. 



 

 

One added function enables the user to adjust the speech rate. Since the phantom silhouette uses 
WORLD, it is relatively easy to adjust the time axis. In addition, the quality degradation caused by 
the speech rate adjustment is negligible for pseudo-whispers compared with standard speech. 
Therefore, we explicitly added it as a new feature.  

Another added function enables the user to adjust the voice timbre to mimic the expansion and 
contraction of the speaker's vocal organs. This is done by stretching and contracting the spectral 
frequency axis. This function has also been called “vocal tract length transformation.” This new 
function is not intended to accurately reproduce the original speaker's voice. Instead, it is intended to 
create special effects, such as a whispering voice reminiscent of a small fairy or the whispering voice 
of a giant demon, which do not exist in reality. 

By adding these new functions, we have expanded the degree of freedom in sound creation 
intending to make sound creation pleasurable. 

3.4 Comparison of conversion parameters between PS-2 and PS-3 
In PS-2, the parameters for conversion to whispered speech are automatically calculated from the 

fo of the original standard speech but with the limitation that the estimation is based on the features 
of Japanese speakers' speech. In PS-3, the user searches for the optimal parameters for creating the 
desired whisper by repeatedly generating pseudo-whispering voices. 

To evaluate whether there is any systematic difference between the parameters used in the two 
versions of the phantom silhouette method, we compared the English speech produced by English 
speakers using the two versions. The physiques of the speakers were assumed to differ greatly from 
those of Japanese speakers. Because the size of the speech organs corresponds to the speaker's 
physique, the physical characteristics of the vocalizations as well as the language-specific 
characteristics were assumed to differ systematically. 

A total of 24 speech samples uttered by three male and three female speakers in the English 
listening portion of the National Center Test for University Admissions were used as the original 
voices. The mean and standard deviation of the parameters used in the generation of pseudo-
whispering voices were compared between the two versions of the phantom silhouette method (Table 
1). The parameters of the fo search range during speech analysis in WORLD, the first conversion stage, 
are also listed. 

There were systematic differences in the parameter values between the two versions. First, the F1-
F2 formant shift was larger for PS-3. In English speech, it is assumed that the formants, which are 
considerably lower in frequency, must be raised during the conversion to remain even in whispered 
speech. Second, the amount of high-frequency compensation was lower with PS-3. It is thought that 
English speech does not require much compensation because of the power of high frequencies, even 
in standard speech. Furthermore, the pitch search range for fo with PS-3 was lower. This lowering may 
be because English speakers are larger in stature than Japanese speakers, so fo of their voices is 
necessarily lower.  

These comparisons suggest that the improved version is more effective because the parameter 
search is more adaptive to the characteristics of the targeted language and speakers. 

 
Table 1 – Comparison of conversion parameters between previous and improved versions  

(24 voices; uttered by three male and three female English speakers) 

 

F1-F2 formant 
shift amount 

(Magnification 
at 400 Hz) 

Compensation 
ratio of high-

frequency 
component 

Cutoff 
frequency for 
suppression of 
low-frequency 

spectrum 
(Offset in Hz) 

WORLD: 
minimal 

pitch (Hz) 

WORLD: 
maximal 

pitch (Hz) 

Previous Version: 
PS-2  

1.29 † 
(0.20) †† 

1.61 
(0.35) 

0.0 
(0.00) 

71.0 
(0.00) 

800.0 
(0.00) 

Improved 
Version: PS-3 

1.37 
(0.22) 

1.53 
(0.38) 

−4.39 
(21.57) 

58.3 
(15.03) 

433.3 
(74.54) 

Paired t-test: t (23) 27.18 *** −3.41 ** −0.86 −3.88 *** −23.59 *** 
†: mean, ††: SD 
+: p < .10; *: p < .05; **: p < .01, ***: p < .001 



 

 

3.5 Generated whispered speech and its evaluation 
The PS-3 version of the phantom silhouette method was used to generate a pseudo-whisper from a 

standard speech in each language. Figure 7(a) shows the waveforms and spectrograms of the standard 
male speech samples taken from the English listening comprehension portion of the National Center 
Test for University Admissions. Figure 7(b) shows the generated whispered speech. The whispered 
speech was transformed by reducing the vocal tract length by a factor of 0.78, i.e., by stretching the 
spectral frequency axis by a factor of 1.28 (1/0.78), to produce a small speaker's timbre reminiscent 
of a child.  

Figure 8(a) shows the waveforms and spectrograms of the standard female speech samples taken 
from the same test, and Figure 8(b) shows the generated whispered speech. The whispered speech was 
extended by a factor of 1.25 on the time scale to produce slower speech. 

The generated pseudo-whispers were subjectively evaluated by a native speaker of each language 
working at a Japanese university. The speech was recognized as a whisper in each case, and the 
linguistic content was clearly understood. 

4. DISCUSSION 

4.1 Multilingual support and user-centered voice timbre adjustment 
The phantom silhouette method is based on WORLD. Since WORLD is currently being used 

worldwide, it is clearly language-independent. In addition, whispering is a universal speech utterance 
method that does not involve vocal cord vibration and is derived from turbulence in the vocal tract.  

 

   
Figure 7 – Waveforms and spectrograms of standard speech and generated whispered speech 

for which spectral frequency axis was stretched by a factor of 1.28 (male voice: “I have way too much 

homework to finish by tomorrow.”) 

 

   
Figure 8 – Waveforms and spectrograms of standard speech and generated whispered speech for which 

time axis was stretched by a factor of 1.25 (female voice: “I checked your design for the team uniform.”) 



 

 

Multilingual support, therefore, did not inherently require any special treatment. However, the 
previous version of our phantom silhouette method (PS-2) was tuned based on the speech of Japanese 
speakers, which hindered multilingual support. 

Our improved version (PS-3) has naively supported multiple languages by leaving parameter 
adjustment to the user. This change enables the user to explore parameters more suitable for individual 
original voices than by using the parameters calculated from the median of fo, as is done in the previous 
version. In short, we have paved the way toward producing higher-quality whispered speech. 

The improved version supports manipulating the F1-F2 formant shift and the compensation ratio 
of the high-frequency component. It also supports the controllability of the cutoff frequency for 
suppression of the low-frequency spectrum. These changes enable the user to actively participate in 
the sound creation process by gradually changing the parameters and searching for the desired tone. 
The addition of functions for adjusting the speech rate and voice timbre has also expanded the freedom 
of vocal expression. 

4.2 Symbiosis with neural vocoder using DNN and challenges 
Continuing research on voice generation using deep neural networks (DNNs) and deep learning is 

expected to lead to the development of methods for generating higher quality “AI whispers” using a 
neural vocoder and to the development of other promising methods (12, 13). 

One advantage of the phantom silhouette method is that it does not require prior training. Moreover, 
it easily runs in computer environments that do not include a GPU. Furthermore, it can be used to 
create unreal voices, such as fairy whispers so that they can be separated from AI whispers. 

Future work includes developing a more efficient way to search for parameters and a method for 
numerically evaluating the generated whispered speech. 
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ABSTRACT 

Dysarthric speech reconstruction (DSR) aims to improve the intelligibility and naturalness of dysarthric 

speech, while maintaining the speaker identity. In this paper, we propose to decompose the problem of DSR 

into three subproblems, i.e., content restoration, prosody correction and speaker identity preservation. To 

properly tackle each subproblems, we present a neural encoder-decoder framework for DSR. The framework 

includes: (1) a content encoder that extracts accurate content representations from the dysarthric speech; (2) 

a prosody encoder that infers normal prosodic features, i.e., pitch and duration, to replace their abnormal 

counterparts; (3) a speaker encoder that extracts an effective speaker representation; and (4) a decoder that 

aggregates the above representations to generate the reconstructed speech with improved quality. Subjective 

listening evaluation results verify the effectiveness of proposed framework to enhance both articulation and 

prosody of dysarthric speech. Besides, objective evaluation is conducted through automatic speech 

recognition, compared with original dysarthric speech, reconstructed speech achieves 23.2% and 31.8% 

absolute word error rate reduction for speakers with moderate and moderate-to-severe dysarthria respectively.  

 

Keywords: Dysarthric speech reconstruction, Neural encoder-decoder 

1. INTRODUCTION 

Dysarthria arises from various neurological disorders including Parkinson’s disease or 

amyotrophic lateral sclerosis, leading to weak regulation of articulators such as jaw, tongue, and lips 

(1). Therefore, the resulting dysarthric speech may be perceived as harsh or  breathy with abnormal 

prosody and inaccurate pronunciation, which degrades the efficiency of vocal communication for 

dysarthric patients.  

To improve the quality of dysarthric speech, various dysarthric speech reconstruction (DSR) 

approaches have been investigated. Generally, these approaches can be divided into rule -based DSR 

and statistical DSR. Rule-based DSR tends to apply manually designed, speaker-dependent rules to 

correct phoneme errors or modify temporal and frequency features to improve intelligibility (2, 3), 

while such rules are not flexible and restrict their applications in practice. Statistical DSR 

automatically maps the features of dysarthric speech to those of normal speech, where typical 

approaches contain Gaussian mixture model (4), non-negative matrix factorization (5, 6), partial least 

squares (7), and deep learning methods including sequence-to-sequence (seq2seq) models (8-11) and 

gated convolutional networks (12). Though significant progress has been achieved, most approaches 

rely on the parallel speech data from dysarthric speaker and healthy speaker to train the mapping 

models, while such data is generally unavailable in reality. 

In this paper, we decompose the problem of DSR into three subproblems, i.e., content restoration, 

prosody correction and speaker identity preservation, which are tackled by our proposed neural 

encoder-decoder (NED) framework that contains four modules: (1) a content encoder extracting 

accurate phoneme embeddings from dysarthric speech to restore the linguistic content; (2) a prosody 

encoder inferring normal prosody features that are treated as canonical values for correction; (3) a 

speaker encoder producing a single vector as speaker representation used to preserve the speaker 

identity; and (4) a decoder mapping phoneme embeddings, prosody features and speaker 

representation to reconstructed mel-spectrograms. The proposed NED framework has high degrees of 
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interpretability and flexibility, since each encoder produces meaningful intermediate representation 

and each factor of dysarthric speech can be flexibly modified.  Besides, each module of NED 

framework is independently trained by using carefully-designed training strategies, which remove the 

requirements of parallel speech data. 

The rest of the paper is organized as follows: Section 2 presents the acoustic characteristics of 

dysarthric speech. Section 3 describes the proposed NED framework for DSR. Section 4 gives the 

experimental results and analysis, and Section 5 concludes the paper.  

2. ACOUSTIC CHARACTERISTICS OF DYSARTHRIC SPEECH 

To demonstrate the acoustic characteristics of dysarthric speech, we select UASPEECH dataset 

(13) that contains 15 dysarthric speakers and 13 normal speakers with three blocks of speech data per 

speaker for prosodic analysis of different phonemes. We categorize all phonemes into four vowel 

groups and nine consonant groups following (14). Vowels are divided into short vowels (V1), medium 

vowels (V2), long vowels (V3) and diphthongs (V4). Consonants are divided into glides (C1), voiced 

stops (C2), nasals (C3), voiced fricatives (C4), voiced affricates (C5), aspirates (C6), unvoiced stops 

(C7), unvoiced fricatives (C8) and unvoiced affricates (C9).  

To obtain the speech segments corresponding to different phonemes, the speech signals and 

phoneme sequence are aligned via forced-alignment by using speaker-dependent automatic speech 

recognition (ASR) models. Then we compute the values of phoneme duration and pitch for analysis.  

2.1 Duration Analysis 

With the segment-phoneme alignment information, we can compute the average duration of 

different phoneme groups across all utterances of each speaker as shown in Figure  1, and we have the 

following observations: 

Normal speech: From the results of normal speech in Figure 1 (a), we observe that the average 

durations of vowels and consonants mainly lie in the interval [100ms, 200ms], the duration of vowels 

exceeds that of consonants with around 26ms in average, and durations of different phoneme groups 

from different healthy speakers are relatively consistent in general, which shows that normal speakers 

tend to have similar and stable speaking rate. 

Dysarthric speech: From the results of dysarthric speech in Figure 1 (b), we see that the average 

durations of different phonemes vary dramatically across different dysarthric speakers. For those with 

relatively severe dysarthria (Severe and Moderate-Severe), the durations of different patients are 

significantly different and their durations are longer than those of normal speech, especially for 

speakers M12, M01 and F02. For those with relatively mild dysarthria (Moderate and Mild), the 

durations tend to be shorter and approximate those of normal speech. Roughly speaking, it seems that 

the duration is proportional to the dysarthria severity, i.e., the higher the severity, the longer the 

duration. However, it does not hold for patients within the severe group that is diagnosed as spastic 

dysarthria, where the duration is in reverse ratio to the dysarthria severi ty, we reckon that it may be 

         

            (a) Normal speech                            (b) Dysarthric speech 

Figure 1 – Average duration of different phoneme groups across all utterances from: (a) Healthy 

speakers; and (b) Dysarthric speakers 

 



 

 

labored for patients with severe dysarthria to pronounce standard phonemes of words in a clear manner.  

Through above observations and analysis, we find that different dysarthric speakers have different 

speaking rates which depend on the severity of dysarthria and other speaker-dependent causes, e.g., 

etiologies. Generally, due to the weak control of muscles responsible for speaking, the phoneme 

duration of dysarthric speech is longer than that of normal speech, which lowers the speech naturalness 

and intelligibility. Therefore, the abnormal duration is a key factor that requires amendment during 

the voice reconstruction of dysarthria. 

2.2 Pitch Analysis 

From the acoustic perspective, pitch can be described by fundamental frequency (F0). The typical 

characteristics of dysarthric speech, such as hypernasality, mono-pitch, breathiness and harsh voice, 

are strongly associated with the abnormal F0 contour. To demonstrate these issues, we illustrate the 

average range of F0 that is used to measure the variations of F0 within each phoneme group, it can be 

employed to indicate whether the F0 variation is excessive or limited. For each phoneme, we first 

compute the F0 sequence for the corresponding segment, calculate the range of F0 as Max(F0)-Min(F0) 

that is the difference between the maximum and minimum values of F0 sequence, then the average 

range of F0 is calculated by using all ranges of that phoneme. The statistical results are illustrated in 

Figure 2, where we only show the results for vowels and voiced consonants with the source excitation 

signals produced by the vibration of vocal folds with specific F0 values. We have the following 

observations: 

Normal speech: From the results of normal speech in Figure 2 (a), we observe that the average 

ranges of F0 of female speakers (with "CF" as prefix) are larger than those of male speakers (with 

"CM" as prefix) in general, the female and male speakers also have the following differences: (1) For 

female speakers, the average ranges of F0 of vowels and voiced consonants roughly lie in the intervals 

[38Hz, 52Hz] and [30Hz, 48Hz] respectively, and the average F0 ranges of vowels tend to be larger 

than those of voiced consonants; (2) For male speakers, the average ranges of F0 of vowels and voiced 

consonants lie in the intervals [14Hz, 25Hz] and [16Hz, 25Hz] respectively, and the average ranges 

of F0 are nearly the same for both vowels and voiced consonants.  

Dysarthric speech: From the results of dysarthric speech in Figure 2 (b), we observe that most 

female dysarthric speakers (with "F" as prefix) have the average ranges of F0 matching those of 

healthy female speakers, except that the average ranges of F0 of vowels and voiced consonants for the 

speaker F02 are 96Hz and 70Hz respectively, which greatly exceed the normal average ranges of F0, 

indicating that F02 cannot well control the intonations with excessive F0 variations. Besides, we can 

see that for male dysarthric speakers (with "M" as prefix) with mild and moderate dysarthria, their 

average ranges of F0 match those of healthy male speakers. However, when the dysarthria becomes 

severe, male dysarthric speakers with severe and moderate-severe dysarthria have excessive F0 

variations as their average ranges of F0 of vowels and voiced consonants significantly deviate from 

the normal average ranges of F0 of male healthy speakers, which shows that those patients also have 
weak control of intonations with excessive F0 variations. 

Through above observations and analysis, we find that the speech of different dysarthric speakers 

   

(a) Normal speech                            (b) Dysarthric speech 

Figure 2 – Average range of F0 of different phoneme groups across all utterances from: (a) Healthy 

speakers; and (b) Dysarthric speakers 



 

 

has different F0 variations which generally depend on the dysarthria severity of patients. For dysarthric 

speakers with relatively severe dysarthria, the average ranges of F0 of their speech tend to be excessive, 

which corresponds to dramatic or sudden changes of intonations from the perspective of perception. 

As a result, the speech naturalness and intelligibility are degraded significantly. Therefore, the 

abnormal F0 is also a key factor that requires amendment during the voice reconstruction of dysarthria.  

3. PROPOSED APPROACH 

The proposed NED framework for DSR is shown in Figure 3, it contains four modules: content 

encoder, prosody encoder, speaker encoder and decoder. The first three modules respectively produce 

phoneme embeddings, prosody values and speaker representation; and the fourth module, the decoder, 

maps these features to reconstructed mel-spectrograms 

Content encoder: We adopt a sequence-to-sequence (seq2seq) based content encoder to restore the 

content, it consists of 6-layer VGG extractor and 5-layer bidirectional long short-term memory (BLSTM) 

with 320 units per direction, location-aware attention, one-layer LSTM with 320 units and a 75-dim 

fully connected (FC) layer. The content encoder is only optimized to predict the phoneme sequence (73 

phonemes + 1 start token + 1 end token) from the input speech by minimizing the sum of cross-entropy 

(CE) and connectionist temporal classification (CTC) losses between the predicted and ground-truth 

phoneme sequence. To improve the phoneme prediction accuracy on dysarthric speech, the content 

encoder is trained in two stages: (1) Pre-training on large-scale normal speech data to obtain an 

initialization model that has powerful generalization capacity; (2) Fine-tuning on the dysarthric speech 

of a certain patient sd to boost the phoneme prediction performance. The outputs of pre-trained content 

encoder Φp or fine-tuned content encoder Φsd are used as content representations (phoneme embeddings) 

that denote posterior phoneme probability distributions. In the following, Φp and Φsd are used to extract 

content representations from the normal speech and dysarthric speech, respectively. 

Prosody encoder: the prosody encoder contains two predictors to respectively infer normal phoneme 

duration and fundamental frequency (F0). As we do not need the original prosodic features, we omit the 

extraction of abnormal phoneme duration and F0 from the dysarthric speech. The prosody encoder is 

trained by a healthy speaker’s speech with normal prosodic patterns: (1) Given the phoneme embeddings 

extracted by the speech encoder Φp as inputs, the phoneme duration predictor 𝜃𝑑 is trained to infer the 

normal phoneme durations that are obtained from force-alignment via Montreal Forced Aligner toolkit 

(15); (2) The ground-truth phoneme durations are used to align phoneme embeddings and 𝐹0 as shown 

in Figure 3, the expanded phoneme embeddings are denoted as p and fed into the pitch predictor 𝜃𝑝 to 

infer normal 𝐹0 that is denoted by v. The prosody encoder is expected to take in phoneme embeddings 

extracted from dysarthric speech to infer normal values of phoneme duration and F0, which can be used 

as canonical values to replace their abnormal counterparts for generating the speech with normal 

 

Figure 3 – The proposed neural encoder-decoder (NED) framework for dysarthric speech 

reconstruction 



 

 

prosodic patterns.  

Speaker encoder: The speaker encoder, θs
sv , is trained on a speaker verification (SV) task to capture 

speaker characteristics. θs
sv takes in mel-spectrograms m of one utterance with arbitrary length to 

produce a single vector as speaker representation: e = fs(m; θs
sv). Following the training scheme in (16), 

θs
sv is optimized to minimize a generalized end-to-end loss (17) by using normal speech data that is 

easily acquired from thousands of healthy speakers. 

Decoder: The decoder aims to generate mel-spectrograms, it consists of two 512-dimensional FC 

layers, 4-layer BLSTM with 512 units per direction and one 80-dimensional FC layer to predict mel-

spectrograms. The speaker representation extracted by the speaker encoder is repeated and concatenated 

with the expanded phoneme embeddings and F0 sequence as the input of decoder. The decoder with 

parameters θg predicts mel-spectrograms as: z = fg(p,v,e;θg). The decoder is also trained by using normal 

speech data from a set of healthy speakers . Each speaker si ∼  has the training data set si = {(mj, pj, 

vj)}, where each sample corresponds to one utterance and contains mel-spectrograms mj, expanded 

phoneme embeddings pj and pitch features vj. Then decoder is optimized by minimizing the generation 

loss, i.e., the L2-norm between the predicted mel-spectrograms z
j

sv and mj: 
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During the reconstruction phase, the DSR system takes in the dysarthric speech of speaker sd 

to generate reconstructed mel-spectrograms as fg(�̃�, �̃�, esv;θg), where �̃� are phoneme embeddings 

extracted by fine-tuned content encoder Φsd and expanded with predicted normal duration, �̃� is 

predicted normal F0 contour, and esv is the speaker representation. Then Parallel WaveGAN (PWG) 

(18) is adopted as the neural vocoder to transform fg(�̃�, �̃�, esv;θg) into speech waveform. 

4. EXPERIMENTAL RESULTS AND ANALYSIS 

The datasets used in our experiments contain LibriSpeech (19), LJSpeech (20), VCTK (21) and 

UASPEECH (13). Different modules of proposed SED-based DSR system are independently trained 

by using different datasets. Content encoder Φp is pre-trained by 960h training data of LibriSpeech, 

prosody encoder including the phoneme duration predictor and F0 predictor is trained by the data of a 

healthy female speaker from LJSpeech, decoder θg and PWG vocoder are trained by VCTK. For 

dysarthric patients, we choose UASPEECH for experiments, where two male speakers (M05 and M07) 

and two female speakers (F04 and F02) are selected from UASPEECH, M05/F04 and M07/F02 have 

moderate and moderate-severe dysarthria respectively. We use the speech data of blocks 1 and 3 of 

each dysarthric speaker for fine-tuning content encoder, and block 2 for testing. The inputs of content 

encoder are 40-dim mel-spectrograms appended with deltas and delta-deltas which results in 120-dim 

vectors, the targets of decoder are 80-dim mel-spectrograms, all mel-spectrograms are computed with 

400-point Fourier transform, 25ms Hanning window and 10ms hop length.  All acoustic features 

including mel-spectrograms and log-scale F0 are normalized to have zero mean and unit variance.  

The speaker encoder training follows (16). The pre-training and fine-tuning of content encoder are 

performed by Adadelta optimizer (22) with 1M and 2K steps respectively by using learning rate of 1 

and batch size of 8. For the phoneme duration predictor and F0 predictor, 3-layers with 256 units per 

direction are used to form the stacked Bi-GRU, which is followed by a 1-layer 256-dim Bi-GRU and 

the filter-bank that contains 3 convolution layers with kernel size of 5, 9 and 19 respectively, and a 1 -

dim fully-connected (FC) layer to predict the duration or F0 value. Both duration and F0 predictors are 

trained by Adam optimizer (23) with 30K steps by using learning rate of 1e-3 and batch size of 16. 

Decoder is optimized in a similar way except that the training steps are set  to 50K.  

We compare the proposed approach with an end-to-end DSR (E2E-DSR) system (8). Subjective 

listening tests have been conducted to measure the speech naturalness and speaker similarity, in terms 

of 5-point mean opinion score (MOS, 1-bad, 2-poor, 3-fair, 4-good, 5-excellent) rated by 20 subjects 

for 20 utterances randomly selected from each of four dysarthric speakers2. Objective evaluation based 

on ASR is used to measure the speech intelligibility in terms of word error rate (WER).  

                                                        
2 Some audio samples used for subjective evaluation: https://wendison.github.io/ASA-DSR-demo/  

https://wendison.github.io/ASA-DSR-demo/


 

 

4.1 Comparison Based on Speech Naturalness 

Table 1 gives the MOS results of naturalness of original or reconstructed speech from different 

systems. We can see that the original dysarthric speech has lowest naturalness, due to non -standard 

articulation with abnormal phoneme duration and F0 contour that degrade the perceptual quality. 

However, it is encouraging to see that both E2E-DSR and proposed system improve the naturalness 

of original dysarthric speech, where the proposed DSR system consistently achieves higher speech 

naturalness scores for all speakers. On one hand, E2E-DSR system models the phoneme duration 

implicitly by using the attention mechanism to align the length between input and output, but the 

attention module tends to make alignment errors, e.g., the stop token may not be predicted accurate ly, 

which degrades the speech naturalness. On the other hand, the proposed phoneme duration predictor 

can accurately infer the duration of each phoneme for expansion, together with the explicit modelling 

of pitch by using the F0 predictor, the generated speech has higher quality with stable and accurate 

prosodic patterns. 

4.2 Comparison Based on Speaker Similarity 

Table 2 gives the MOS results of speaker similarity. We observe that the original speech has high 

scores of speaker similarity as expected, while both E2E-DSR and proposed system achieve low scores 

of speaker similarity, as the speaker encoder is trained on large-scale normal speech data, it may not 

fully capture the characteristics of previously unseen dysarthric speaker. Through our listening tests, 

the gender of reconstructed speech by E2E-DSR and proposed system may be changed especially for 

female speakers, this shows the limited generalization ability of the speaker encoder to extract 

effective speaker representations from the dysarthric speech.   

4.3 Comparison Based on Speech Intelligibility 

Objective evaluation of speech intelligibility is conducted by using a publicly released speech 

recognition model, i.e., Jasper (24), to compute WER with greedy decoding, and the results are shown 
in Table 3. We observe that the original dysarthric speech has high WER that is larger than 80%, which 

shows that an ASR system trained by large-scale normal speech data of healthy speakers nearly cannot 

Table 1 – Comparison results of MOS with 95% confidence intervals for speech naturalness 

Approaches M05 F04 M07 F02 

Original 2.37±0.08 2.49±0.09 1.95±0.10 1.79±0.09 

E2E-DSR 3.64±0.11 3.40±0.13 3.58±0.12 3.35±0.12 

Proposed 3.88±0.11 3.92±0.10 3.80±0.10 3.79±0.09 

 

Table 2 – Comparison results of MOS with 95% confidence intervals for speaker similarity 

Approaches M05 F04 M07 F02 

Original 4.93±0.01 4.89±0.02 4.95±0.01 4.96±0.01 

E2E-DSR 2.66±0.12 2.50±0.13 2.47±0.16 2.27±0.14 

Proposed 2.70±0.14 2.27±0.10 2.55±0.14 1.88±0.13 

 

Table 3 – WER () (%) results comparison, where  denotes the WER reduction of different 

approaches compared with original dysarthric Speech. 

Approaches M05 F04 M07 F02 

Original 91.0 81.7 95.6 95.9 

E2E-DSR 69.8 (21.2) 69.3 (12.4) 73.1 (22.5) 72.0 (23.9) 

Proposed 61.7 (29.3) 64.6 (17.1) 62.7 (32.9) 65.3 (30.6) 

 



 

 

recognize the spoken content of dysarthric speech, indicating that dysarthric speaker has  significant 

deviations of pronunciation patterns from those of healthy speakers.  However, compared with original 

dysarthric speech, it is promising to see that both E2E-DSR and proposed systems achieve WER 

reduction, where the proposed system consistently achieves larger WER reduction for all dysarthric 

speakers, showing the effectiveness of proposed explicit prosody correction to improve the speech 

intelligibility, leading to 23.2% and 31.8% absolute WER reduction on average for speakers M05/F04 

and M07/F02 that have moderate and moderate-severe dysarthria respectively. 

5. CONCLUSIONS 

This paper presents a DSR system based on NED framework, which employs a bank of encoders 

that have the capacity of modelling different factors of speech signals, i.e., content, prosody and 

speaker, which correspond to three subproblems of DSR, i.e., content restoration, prosody correction 

and speaker identity preservation, respectively. Then a decoder combines the representations of 

restored content, corrected prosody and original speaker identity to generate normal sounding speech . 

Experimental results show that the proposed DSR system achieves significant improvements of speech 

intelligibility and naturalness. However, the reconstructed speech still has low speaker similarity. One 

simple way to tackle this issue is to fine-tune the speaker encoder by using dysarthric speech as 

proposed in (25), which improves the speaker similarity to some extent. However, there is still room 

for improvement, we leave this as our future work.  
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ABSTRACT
One-shot voice conversion (VC) aims to convert the voice across arbitrary speakers even unseen during train-
ing, with only one reference utterance from the target speaker. It is still a challenging task as both content and
speaker representations estimated from speech are required to be reliable. In this paper, we propose a novel
method which combines phonetic posteriorgrams (PPGs) and multi-scale speaker representations to achieve ro-
bust one-shot VC. PPGs are extracted by a pretrained automatic speech recognition (ASR) model and contain
robust linguistic information. Cycle PPGs which are generated from a cycle conversion process are used for
training to eliminate the influence of residual speaker information in PPGs. Furthermore, multi-scale speaker
representations composed of global and local ones are utilized. Global speaker representations are modeled
by an advanced speaker embedding network which integrates squeeze-excitation blocks and attentive statistics
pooling to get utterance-level vectors. In order to extract time-varying and content-dependent local speaker rep-
resentations, an attention mechanism is adopted to select the most suitable features depending on each content
frame, which is expected to refine the coarse speaker information given by utterance-level speaker represen-
tations. Experimental results showed that the proposed method outperformed baseline methods on one-shot
VC.

Keywords: Voice Conversion, Multi-scale, Speaker Representations, Phonetic Posteriorgrams

1 INTRODUCTION
Voice conversion (VC) aims to convert certain speech characteristic from one speaker to make it sound like
spoken by another speaker, without changing linguistic contents [1]. Early VC methods are built on parallel
training corpus, where source and target speakers speak the same linguistic contents. Thus, the mapping function
between source and target speeches can be learned directly. Considering that it is difficult and time-consuming
to collect parallel utterances, developing VC methods free of parallel data is necessary. In recent years non-
parallel VC methods have been explored, such as phonetic posteriorgrams (PPGs) based ones [2, 3, 4, 5],
variational auto-encoder (VAE) [6, 7] based ones, generative adversarial network (GAN) based ones [8, 9] and
disentangled representations based ones [10].

Recently, more researches have been attracted to one-shot VC, which deal with the conversion across arbi-
trary speakers which are even unseen during training, with only one reference utterance from the target speaker.
Many approaches have been explored for one-shot VC task. In particular, autoencoders with disentangled lin-
guistic and speaker representations has been proved to be an effective way. The linguistic and speaker represen-
tations are extracted by two encoders respectively. And it is assumed that the linguistic information is dynamic
and time-varying while the speaker information is static and time-invarant. Thus, the speaker representation is
often modeled as utterance-lever vectors. Disentangling linguistic and speaker information can be achieved by
carefully tuned bottleneck [11], adaptive instance normalization (IN) [12], vector quantization (VQ) [13, 14] and
mutual information (MI) [15]. Despite recent progress, it is still a challenging task as the current one-shot VC
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Figure 1. The structure of the proposed method.

methods are not robust for unseen speakers [16]. This is mainly because either linguistic or speaker represen-
tations estimated from speech is not accurate and reliable. Disentanglement methods like IN,VQ and MI may
cause the loss of linguistic information, and the training is sometimes unstable. Representing speaker character-
istics with utterance-level vectors is also insufficient, as some local characteristics like pronunciation variations
depend on linguistic contents.

In this paper, we contribute to propose a robust one-shot VC method by modeling linguistic and speaker
representations in a more effective way. Phonetic posteriorgrams (PPGs) are adopted as the linguistic repre-
sentations, which are extracted by a pretrained automatic speech recognition (ASR) model and contain robust
linguistic information. To eliminate the influence of residual speaker information in PPGs, previous work [17]
proposed a cyclic training methods in any-to-one VC. But in one-shot VC, it has not been explored. We modify
the cyclic training methods and adopt it to one-shot VC. The initial PPGs are consumed by an auxiliary PPG-
VC model to produce pseudo speech with different speaker characteristics, and then PPGs are extracted from the
pseudo speech, called Cycle PPGs, as the final linguistic representations. Furthermore, multi-scale speaker rep-
resentations composed of global and local ones are utilized. Global speaker representations are modeled by an
advanced speaker embedding network which integrates squeeze-excitation blocks and attentive statistics pooling
to get utterance-level vectors. In order to extract time-varying and content-dependent local speaker representa-
tion, an attention mechanism is adopted to select the most suitable features depending on each content frame,
which is expected to refine the coarse speaker information given by utterance-level speaker representations.

2 METHODS
The overall framework of the proposed method is illustrated in Figure 1, which consists of an ASR model,
an auxiliary PPG-VC model, a content encoder, two speaker encoders, a merge module and a decoder. The
ASR model extract PPGs from mel-spectrograms. The content encoder captures linguistic information from
PPGs. The speaker encoders consist of a global one which models global speaker representations and a local
one which models content-dependent frame-level local speaker representations from mel-spectrograms. The lin-
guistic and multi-scale speaker representations are concatenated and passed into the merge module to produce
merged representations, and a Tacotron2-like autoregressive LSTM based decoder predicts mel-spectrograms
from it. In training, linguistic and multi-scale speaker representaions are all obtained from the mel-spectrograms
of the same target speaker, and the training goal is to reconstruct the target mel-spectrograms. Instead of us-
ing normal PPGs, Cycle PPGs, which are extracted by converting the target mel-spectrograms towards sampled
speakers to generate pseudo mel-spectrograms and then extracting PPGs, are used. At the conversion stage,
PPGs are extracted from the source speech and passed into the content encoder to obtain linguistic represen-
tations while multi-scale speaker representations are obtained from the reference speech of the target speaker.
Then a HiFiGAN vocoder is used to generate waveforms from the converted mel-spectrograms.



Figure 2. The structure for modeling global speaker representations.

2.1 Extracting Cycle PPGs
PPGs extracted from pretrained ASR model contain rich content-related features to ensure content correctness
in the conversion. Traditional PPGs-based VC treats PPGs as speaker-independent content features, which takes
PPGs of the target speaker as input for training while takes that of the source speaker for conversion. However,
some residual speaker information also remains in PPGs, and the source speaker information in PPGs degrades
the similarity of converted speech to the target speaker at the conversion stage. Previous work [17] proposed
a cyclic training method to deal with this problem. But it focuses on training on the task with one specific
target speaker to achieve any-to-one VC, and can not be applied to unseen target speakers. We modify this
method and expand it to one-shot VC. An auxiliary VC model which takes PPGs as input and produces mel-
spectrograms is introduced. It is trained with a multi-speaker speech corpus, and we treat these speakers as
pseudo-source speakers. In training, the auxiliary VC model converts the target mel-spectrograms towards a
randomly sampled pseudo-source speaker, and produces pseudo mel-spectrograms which have the same temporal
structure but different speaker characteristics with the target mel-spectrograms. Then we extract PPGs from the
pseudo mel-spectrograms as the content features for following modeling, and name them Cycle PPGs. Since
the global and local speaker representations are all from the target speakers, the training procedure directly
optimizes the conversion flow of pseudo-source to target, which is consistent with the conversion flow of source
to target at the conversion stage.

2.2 Modeling global speaker representations
As shown in Figure 2, the global speaker encoder is based on a ResNet architecture, with squeeze-excitation
blocks (SE-block) [18] and attentive statistics pooling, to get utterance-level vectors. The model structure is
similar to the ECAPA-TDNN model[19] for speaker verification area.

The SE-block is first proposed for computer vision tasks to model global channel interdependence of feature
maps and is also proven successful in speaker verification. The SE-block consists of two operations, and the first
operation is squeeze which generates channel-wise descriptor by calculating the mean vector zzz of frame-level
features across the time-axis as

zzz =
1
T

T

∑
t

hhht . (1)

zzz is then used in the second operation of excitation, which calculates weights for each channel, formulated as

sss = σ(WWW 2 f (WWW 1zzz+bbb1)+bbb2), (2)



Figure 3. The structure for modeling local speaker representations.

where σ(·) and f (·) denote the sigmoid function and a non-linear function respectively, WWW 1 ∈ RR×C and WWW 2 ∈
RC×R, and C and R are the numbers of input channels and reduced dimensionality respectively. The resulting
vector sss contains the channel-wise weight sc for each channel, which are multiplicated with the original input
to obtain the final output of each channel c

h̃hhc = schhhc. (3)

Then attentive statistics pooling is adopted to generate utterance-level vectors. A attention module calculates
a channel-dependent self-attention score et,c for each frame-level feature and these scores are then normalized
by a softmax function as

et,c = vvvT
c f (WWWhhht +bbb)+ kc, (4)

αt,c =
exp(et,c)

∑
T
τ exp(eτ,c)

. (5)

αt,c represents the importance of each frame given the channel and is used to calculate the weighted statistics
of channel c. For each utterance, the channel components µ̃c of the weighted mean vector µ̃̃µ̃µ and the weighted
standard deviation vector σ̃̃σ̃σ are estimated as

µ̃c =
T

∑
t

αt,cht,c, (6)

σ̃c =

√
T

∑
t

αt,ch2
t,c− µ̃2

c . (7)

µ̃̃µ̃µ and σ̃̃σ̃σ are concatenated as the final output. Unlike the global average pooling usually used in speaker
embeddings in which each frame of features contributes equally, the attentive statistics pooling further analyses
the feature maps and obtains more speaker related information.

2.3 Modeling local speaker representations
As shown in Figure 3, the local speaker encoder captures local speaker information from the reference mel-
spectrograms spoken by the same target speaker. An attention module is introduced to attend to the most
content-relavant frames, and the multi-head attention is adopted in our implementation for sufficient model
capacity. The reference mel-spectrograms are passed into a convolutional block which consists of three 1-D
convolutional layers with ReLU activations to give attention keys, and are then sent into another convolutional
block to get attention values. The attention query is given by the hidden features of the content encoder,
which is constructed by two bidirectional LSTM layers. The attention output is passed into a post-processing
convolutional block to form the local speaker representations. In this manner, the generated local speaker repre-
sentations have the same sequence length as the linguistic representations, and each content frame of linguistic



Table 1. MCDs (dB) and F0 RMSEs (Hz) of baseline and proposed methods.

Method
TMM1-to-TMF1 TMF1-to-TMM1

MCD F0 RMSE MCD F0 RMSE

AdaIN-VC 4.085 41.390 3.943 36.863

VQMIVC 3.810 48.769 3.838 42.995

Proposed 3.531 24.939 3.595 29.754

Table 2. Naturalness and similarity of baseline and proposed methods.

Method
TMM1-to-TMF1 TMF1-to-TMM1

Naturalness Similarity Naturalness Similarity

AdaIN-VC 2.045±0.093 1.860±0.059 2.245±0.092 1.910±0.049

VQMIVC 2.796±0.093 2.520±0.075 2.940±0.101 2.895±0.087

Proposed 3.765±0.091 3.860±0.078 3.940±0.083 3.900±0.077

representations obtains a related frame of local speaker representations, ie., fine-grained speaker representations.
Designing the fine-grained local speaker representations aims to refine the coarse speaker information given by
the utterance-level global speaker embeddings.

2.4 Training details
Only reconstruction loss, i.e., the L1 loss between the predicted and the target mel-spectrograms, is used for
training. As only linguistic information in Cycle PPGs is useful for reconstructing the target mel-spectrograms,
the speaker encoders automatically learn global and local speaker-dependent representations for better recon-
struction. The input mel-spectrograms of global speaker encoder are the reconstruction target during the en-
tile training stage, for obtaining accurate global information. While, content-dependent local speaker encoder
must be trained to handle the situation that the speaking content of the reference utterance given by the target
speaker differs from the source utterance given by the source speaker at the conversion stage. Thus, we first
give the same utterance of the reconstruction target for training some epochs to stablize the attention. Then
the reference mel-spectrograms are chosen between the reconstruction target and the randomly sampled mel-
spectrograms from the same speaker, where the probability of choosing the randomly sampled mel-spectrograms
increases from 0 to 0.95 during training procedure. The ASR model and the auxiliary VC model are pretrained,
and are not optimized during training.

3 EXPERIMENTS
3.1 Experiment setup
Open-source multi-speaker Mandarin corpora, AISHELL-3 [20] which contained 218 speakers with 85 hours
of recordings and DiDiSpeech [21] which contained 500 speakers with 60 hours of recordings, were used for
training the VC models. For one-shot testing, two Mandarin speakers in Voice Conversion Challenge 2020
(one male and one female, denoted as TMM1 and TMF1) were used as the test set. They had 70 parallel
Mandarin utterances. We converted each one of the two speakers towards another, resulting in two conversion
pairs TMM1-to-TMF1 and TMF1-to-TMM1.

We used 80-dimensional mel-spectrograms with 10 ms frame shift as acoustic features. The joint CTC-
attention based approach similar to previous work [22] was employed to build the ASR model, which was
composed of 2 VGG-like CNN layers, 5 BLSTM layers with 512 dimensions per direction, a fully-connected
bottleneck layer with 256 dimensions, location-sensitive attention [23] and LSTM-based decoder with 512 di-
mensions. 2200 hours of Chinese recordings were used for training the ASR model. The 256-dimensional



Table 3. MCDs (dB) and F0 RMSEs (Hz) of proposed and ablated methods.

Method
TMM1-to-TMF1 TMF1-to-TMM1

MCD F0 RMSE MCD F0 RMSE

Proposed 3.531 24.939 3.595 29.754

-cycle 3.601 29.295 3.671 32.317

-local 3.587 27.519 3.621 31.846

-global 3.695 36.236 3.727 36.022

bottleneck features were taken as PPGs. The merge module were built with a simple two-layer BLSTM with
256 dimensions per direction.

Two state-of-the-art one-shot VC methods, AdaIN-VC [12] and VQMIVC [15], were adopted as baselines
for performance comparision. We used their official open source implementations and modified some settings
to our dataset. We followed the official open-source implementation of HiFiGAN [24] to train the universal
vocoder using LibriTTS [25] and AISHELL-3 datasets, for generating 24kHz wavforms 1.

3.2 Objective evaluation
We randomly sampled 50 utterances from the 70 parallel recordings as source speech and randomly sampled
4 utterances from the remaining 20 utterances as reference speech, resulting in 200 converted speech of each
conversion pairs for objective evaluation. Mel-cepstral coefficients (MCCs) and F0 were extract from the natural
and converted speeches. And we used Mel-cepstrum distortion (MCD) and root mean square error of F0 (F0
RMSE) as objective metrics. The results are reported in Table 1. For both conversion pairs, our proposed
method achieved the best performance on all metrics.

3.3 Subjective evaluation
We generated 20 converted speech for each conversion pair, by randomly sampling 20 utterances as source
speeches and 1 utterance from the remaining as reference speech, for subjective evaluation. For each conversion
pair, all methods were grouped into a mean opinion score (MOS) listening test to compare their naturalness and
similarity. 12 native Chinese listeners were involve in the listening test, and they were asked to give a 5-scale
opinion score (5: excellent, 4: good, 3: fair, 2: poor, 1: bad) on both naturalness and similarity of each sample.
For scoring the similarity, natural speech of the target speaker were also given for reference. The results are
reported in Table 2. Our proposed method achieved significantly higher naturalness and similarity MOS for both
TMM1-to-TMF1 and TMF1-to-TMM1 pairs.

3.4 Ablation studies
In this section, we conducted ablation studies to validate the effectiveness of several components in the pro-
posed methods. For investigating the effects of Cycle PPGs, we removed this strategy by replacing the Cycle
PPGs with normal PPGs extracted from the target mel-spectrograms, denoted as "-cycle". For investigating the
effects of local speaker representations, we removed the local speaker encoder and the attention module, with
only global speaker representations providing speaker information, denoted as "-local". For investigating the
effects of global speaker representations, we removed the global speaker encoder and only used local speaker
representations, denoted as "-global". Table 3 demostrates the objective evaluation results of ablation studies.
As we can see, the proposed method outperformed all abalted methods, which confirmed the effectiveness of
different components.

1Audio samples are available at https://nian2932491631.github.io/CyclePPGMSSROneShotVC/.

https://nian2932491631.github.io/CyclePPGMSSROneShotVC/


4 CONCLUSION
In this paper we propose a novel method for robust voice conversion, which combines cycle phonetic poste-
riorgrams and multi-scale speaker representations. We extract cycle phonetic posteriorgrams using a pretrained
automatic speech recognition model from a cycle conversion process, and adopt them as linguistic represen-
tations. And we propose multi-scale speaker representations composed of global and local ones. The global
speaker representations are represented as utterance-level vectors and are modeled by a network which inte-
grates squeeze-excitation blocks and attentive statistics pooling. While modeling local speaker representations,
an attention mechanism is adopted to select the most suitable features depending on each content frame. The
proposed method models linguistic and speaker representations in a more effective way. Experimental results
showed that it outperformed baseline methods in terms of natrualness and similarity.
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ABSTRACT 

The purpose of this study is to synthesize laughter by transforming normal speech. Laughter frequently 
appears in human daily conversations, making communication rich and enjoyable. 
 A variety of synthetic voices already exist in everyday life, such as voice assistants and video narration, and 

is expected that they will be widely used in dialogue systems in the future. However, while emotion-rich 
speech synthesis has been actively studied, studies on speech with no conventional linguistic information, 
such as laughter, are still in their developmental stages. In this study, we first extract the features of 
read-sentence speech, convert them into features corresponding to laughter using a conversion model learned 
by adversarial learning, and then synthesize laughter. Since nonparallel data is used to train the model, this 
method is considered effective for laughter synthesis since high-quality speech data of laughter can be 
considered difficult to record. 

The converted laughter was evaluated by subjects for its likeliness as laughter on a 5-point scale, resulting 
in a score of 3.66, higher than the score of 1.23 for the voice before conversion. This indicates that the 
proposed voice conversion is effective in synthesizing naturally sounding laughter. 
 
Keywords: Laughter, Voice Conversion 

1. INTRODUCTION 
Laughter is a common part of everyday conversation. For example, a 2011 study by Tanaka and 

Campbell (1) showed that approximately 11% of 30-minute conversations are composed of laughter. 
Laughter occurs frequently in conversation and enriches our communication. On the other hand, recent 
speech synthesis technology has been developing rapidly along with machine learning to produce 
synthetic speech that is indistinguishable from human speech. However, this is mostly in the form of 
read-sentence speech, and emotional speech, especially in the form of laughter, is still in the 
development stage. Rich communication using synthetic speech requires improvement in its 
naturalness and expression. 

The purpose of this study is to propose an effective method to convert emotionless read voice into 
laughter by extending recent voice quality conversion methods using deep learning. 

2. VOICE CONVERSION AND EVALUATION 

2.1 Audio data conditions 

The audio data used in this study was recorded by us and is a sample of spontaneous laughter when 
watching some comedy videos. The recorded audio included 297 laughter sounds, from which 96 
sounds that were perceived as typical laughter, such as “ha-ha-ha” and “hu-hu-hu”, were selected.  

The read-sentence speech was recorded by listening to those sounds and reading the transcribed 
text including laughter. The speaker was a 22-year-old male, and the transcription and selection of the 
laughter were done manually. The recordings were done using a headset microphone (SENNHEISER 
HMD300PRO). The sampling frequency of the original sample was 44.1 kHz and was down-sampled 
to 24 kHz.  

 
Table 1 –  summary of the recorded speech data 

Categories Number of data Average time [s] Average F0 [Hz] 
Natural laughter 96 2.1 208 

Read laughter 96 2.1 142 



 

 

 
  The read laughter is based on the transcription of the natural laughter, and is linguistically 
identical. However, the fundamental frequency, which is one of the features that defines the quality 
of the speech, was about 66 Hz lower on average than natural laughter in an emotionless voice. An 
example sequence of these two is presented in Figure 1. 

 
Figure 1 – Natural laughter and a reading laughter 

(Laughter includes an inhalation sound beyond 1.3 s) 
 

2.2 Introduction of the voice conversion model 

The conversion experiments used CycleGAN-VC2 (2) (Kaneko and Kameoka, 2018), which is 
known to work with non-parallel data. CycleGAN learns the mapping between domains by 
alternating learning between two generators and two classifiers. One generator translates from 
domain A to domain B (in this case, from “read” to “natural laughter”) and the other from domain B 
to domain A (in this case, from “natural laughter” to “read”), each of which is learned by adversarial 
learning. In voice conversion using this, vocal tract features are extracted from speech, and the 
learning described above is carried out to create a generator capable of converting vocal tract 
features, and converted speech is obtained by resynthesizing speech using the converted vocal tract 
features. 

First, Mel-cepstral coefficients (MCEPs), logarithmic fundamental frequency (log F0), and 
aperiodicities were extracted from speech using the WORLD analysis system (3) (M. Morise, et al., 
2016). Of these, MCEPs were fed to a Neural Network to map between speech and laughter, and log F0 
is converted using logarithm Gaussian normalized transformation. Finally, the aperiodicities were 
used as is to synthesize using the converted features. The frame length during analysis was 5ms and the 
order of the MCEPs was 35. 

In the learning of CycleGAN, 96 voice data were divided into 12 groups of 8 each, of which one 
group was used as verification data for a 12-way cross-validation using the remaining data. 

The above learning conditions are summarized in Table 2. 
Table 2 –  Condition of the converter by CycleGAN 

Input-output size 36×128×1 
Optimizer Adam 

Loss MSE 
Number of voice data 192 (read:96, laughter:96) 

 

2.3 Subjective evaluation 

We conducted a subjective evaluation based on two indicators: 



 

 

(1) Naturalness: The subjective evaluation experiment on the naturalness of the speech samples 
was conducted for two types of sound: original laughter and converted laughter. Subjects 
listened to a total of 24 sounds, 12 each in random order, and rated their naturalness on a 5-point 
scale, with higher scores indicating more naturalness as speech. The labels indicated were 
5-very natural, 4- natural, 3-neutral, 2-unnatural, and 1-very unnatural. 

(2) Likeliness: The same was done for the evaluation of likeliness as laughter, which was 
performed on 36 samples, including the read laughter speech. In this case, the higher scores 
indicate higher likeliness as laughter, and lower scores indicate its likeliness as normal 
(neutral) speech. The labels indicated were 5-definitel laughter, 4-likely laughter, 3-neutral, 
2-likely read speech, and 1-definietely read speech. 

3. RESULTS 

3.1 Result of conversion 

Figure 2 shows a spectrogram of the sound generated by voice conversion together with the voice 
before conversion (read laughter). 

 
Figure 2 – Mel-scale spectrogram of laughter 

(Read speech before conversion and converted laughter) 
 
Note that inside the red box, you can see clearer formant bars, or clearer distinctions between 

peaks and valleys, in the converted voice. This may mean that the converted speech sound more 
“voiced” than the original read laughter. There is also a distinctive deviation in the formant 
frequencies. 

3.2 Result of the subjective evaluation 

Figure 3 shows the resulting MOS scores for each category and average scores (orange dots). 



 

 

 
Figure 3 – The results of the subjective evaluation 

 
The results in the left figure show that the converted speech was rated on average at about 1.9, i.e., 

unnatural. On the other hand, the average score for likeliness as laughter was 3.66, which is not as 
high as the original laughter, but much closer to natural laughter than the read-sentence (neutral) 
speech. 

The reason why the naturalness evaluation of the converted voice was low (average of about 1.9) 
seems to be that the listeners could easily distinguish between a laughing voice and a converted 
sound. The converted sound contains noise compared to natural laughter and read-speech. The 
listeners seem to have noticed this noise and rated them as unnatural because of this, not necessarily 
from the quality of the synthesized laughter, which we were attempting to evaluate. 
Considering these results together, it was surprising that even though the sound quality of the voice 
was evaluated as unnatural, it still was evaluated well in " laughter likeness". Overall, it may be said 
that the fluctuation of the frequency of the formants and the increase of the power difference seen in 
Figure 2 contribute to the feeling of "laughter likeness ". 

4. CONCLUSIONS 
In this study, we examined the use of deep learning to generate laughter from read-sentence speech 

through voice conversion. The result of the subjective evaluation was that even though the converted 
laughter was not perceived as natural (1.9 on a 5-point scale), it was still perceived as likely as laughter. 
This “laughter likeness” can be reproduced even with a small amount of data.  

In the future, it will be necessary to generate more complex laughter, for example, “speech-laugh”. 
We also would like to compile a much larger dataset of laughter speech samples and categorize the 
types of laughter included in this dataset. A comprehensive evaluation method to measure the 
converted laughter quality is also needed. 
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ABSTRACT
In this work, we propose a star generative adversarial network-based singing voice conversion with unparallel
data. First, to embed the timbre and other important information of the target speaker to the embedding vector,
we train the autoencoder and embedder networks with supervised training. Second, the generator and discrim-
inators are trained by the unsupervised training method to achieve singing voice conversion. Especially, we
propose a frequency-aware adaptive instance normalization to change formant. In the inference phase, the given
source speech is converted to the target speech, which consists of the linguistic and melody of the source speaker
and the timbre of the target speaker. With the several experiments using a public dataset, the proposed method
successfully converts male to male, female to female, male to female, and female to male voice conversion with
preserving melody and linguistic information.

Keywords: singing voice conversion, generative adversarial networks, unsupervised learning, speaker em-
bedding, autoencoder

1 INTRODUCTION
Voice conversion and synthesis are already widely used in the speech research and industry field. Since the
voice has characteristics of a human, it can make a more realistic artificial human or it helps to mimic real
people. Moreover, speech-based human-computer interaction system must have own voice generation module.
Current voice conversion system successfully control identity of the speakers. However, the voice also contains
timbre, pitch and melody and the current voice conversion system does not focus on these parts. This is
fine for normal speech, but voice conversion may not work properly if the pitch changes significantly. The
Singing Voice Conversion(SVC) task aim to control not only identity but also other features of the voice. The
goal of SVC is converting the timbre of a source singer to a target singer without changing the melody and
linguistic information. The SVC is more challenging than conventional voice conversion because pitch and
melody consistency must be guaranteed.

Since collecting parallel singing corpora is difficult, unsupervised learning-based approaches are proposed.
Unsupervised Singing Voice Conversion(USVC)(16) constructs encoder-decoder networks based on WaveNet(17)
and music translation(14) structure using waveform. Although USVC successfully converts the timbre of the
singer, the melody and linguistic information, which do not want to change, are also converted. To overcome
the restrictions of the USVC, Unsupervised cross-domain SVC(20) and PitchNet(2) are presented as a follow-up
studies. Unsupervised cross-domain SVC proposed non-causal WaveNet-style model that trained with Generative
Adversarial Network(GAN) loss and perceptual losses. The model used several perceptual features, such as
wav2letter(22), CREPE(10), and loudness(13) feature. PitchNet has similar structure to USVC, but the pitch
information extracted by Kaldi toolkit(21) is additionally used as ground-truth pitch. PitchNet found that the
pitch information can preserve pitch and melody of the converted waveform.

Despite the success of the WaveNet-based models, they contain some problems. The models are hard to
converge and outputs may contain noise. Moreover, since the WaveNet-based models are autoregressive models,
they need a long inference time and are sensitive to outliers of the output samples.
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Figure 1. Proposed training methods. In the first stage, Embedder and Embedding Autoencoder are trained by
supervised learning. In the second stage, Generator is trained by unsupervised learning with Discriminator and
pre-trained Embedding Autoencoder.

Meanwhile, cycleGAN(9, 18, 26) and starGAN(1) successfully convert from source image style to target
image style. Since audio signal can convert into image-like features by Fourier transform, similar approaches
can be applied to audio signals. CycleGAN(7), starGAN(6, 8), and melGAN(12, 19) based voice conversion
are trained with GAN loss. Especially, CycleGAN and starGAN can trained with unpaired training dataset.
However, the results of the cycleGAN based unsupervised voice conversion methods contain some noise, and
speaker information is hardly considered.

In this paper, we design a many-to-many SVC model based on the GAN, speaker autoencoder, feature at-
tention, and AdaIN. We propose a convolution neural networks model that contains frequency axis AdaIN to
inject speaker information and feature attention modules for refining features about speaker details and pitch
information. We trained model with StarGAN with WassersteinGAN-Gradient Penalty(WGAN-GP) loss, embed-
ding loss. We also propose the autoencoder-style speaker embedding model trained with deep metric learning.
It can extract speaker information from both audio signal and one-hot speaker vector with joint mapping. The
proposed model can convert the signal fast and converted speech has good sound quality.

To deliver the detailed description, the remainder of the paper is organized as follows. The proposed model
are described in Section 2 The experimental process and results are presented in Section 3. Conclusions are
drawn in Section 4.

2 PROPOSED METHOD
As shown in Fig. 1, the proposed method has two training stage and the model consists of embedder, em-
bedding autoencoder, generator, and discriminator. In the first stage, embedder and embedding autoencoder
are trained by supervised learning to find speaker embedding vector. In the second stage, generator and dis-
criminator are trained with cycle generative adversarial networks. In the inference phase, input waveform and
embedding vector of the target speaker pass through the generator and generate converted waveform.
Input features We used mel-spectrogram as input feature of the embedding autoencoder, generator, and discrim-
inator. window length, hop length, nfft, the number of mel coefficients are 1024, 256, 1024, 80, respectively.
This settings is same as Tacotron2(25) and WaveGlow(23). The pitch vector, which is used in transfer block, is
extracted by CREPE(10) model. Since the pre-trained CREPE model cannot extract pitch from silence, we set
the zero-vector as pitch when the input waveform is silent.
Vocoder WaveGlow(23) and WORLD(15) vocoder are used in the proposed model. The mel-spectrogram is
converted into waveform using WaveGlow vocoder. We used pre-trained WaveGlow model that trained with
LJSpeech dataset. The WORLD vocoder is used in post-processing stage.
Data augmentation We use phase-inversion and time-inversion data augmentation for generating audio clips.
When a signal is played backward, the energy spectrum does not change(16). Therefore, training with time-
inversion data augmentation does not hurt the sound quality and improve generalization. Moreover, the human



Figure 2. Proposed generator model architecture. F, S, C denote filter, stride, channel, respectively. The layers
with dotted line do not have IN and activation function.

perception for monaural audio is not affected by the phase of the signal, hence one can shift the phase by 180
degrees without any effect on auditory perception(16).
Stage 1 In the stage 1, the embedding autoencoder and embedder are trained with mel-spectrogram and corre-
sponding speaker label. The detailed model structures are shown in Fig. 3. Embedding autoencoder consists of
encoder, decoder, and pooling-embedding layers. The encoder has 1x1 channel-expanding Convolution Neural
Networks(CNN) layer, 3 residual CNN layers, and 1x1 CNN output layer. The statistical channel pooling and
frequency pooling are applied to the output features of the encoder. Let the output features of the encoder
Xenc has [B, C, F, T] dimension, then statistical channel/frequency pooling calculates mean and standard devia-
tion of the Xenc along channel/frequency axis. The dimension of the channel and frequency pooling results are
[B, 2C] and [B, 2F], respectively. These vectors are concatenated and pass through 3 fully-collected layers to
get speaker embedding vector. The speaker embedding vectors are trained with triplet margin loss(24), which
makes distance between same class goes minimum and distance between different class goes maximum. The
loss function is defined as

Ltri = max(d(Ea,Ep)−d(Ea,En)+margin,0) (1)

where Ea, Ep, En denote anchor, positive, negative samples. d(·) is L1 distance and margin is 2.0, in this paper.
The anchor, positive and negative samples are selected as all triplets in the mini-batch. The triplet margin loss
is hard to converge, then one fully-collected layer is added to speaker embedding to calculate cross-entropy loss
Lcls.

Lcls =−
N

∑
c=1

yclog(ŷc) (2)

where c denotes class, N is the number of class, ŷ is predicted label, and y is ground-truth label.
The decoder has 1x1 CNN layer, 3 residual upsample layers, and 1x1 output CNN layer. The reconstruction

loss Lrec is calculated by L1 loss between input mel-spectrogram Xin and output mel-spectrogram Xout .

Lrec = ||Xin −Xout ||1 (3)



Figure 3. The discriminator and embedder model architecture. F, S, C denote filter, stride, channel, respectively.
The layers with dotted line do not have IN and activation function.

The weights of embedding autoencoder are optimized by Ltri +Lcls +Lrec with Adam optimizer(11), batch size
12 and learning rate 5e-5.

Embedder has 7 fully-connected layer with leaky-ReLU activation function. The output dimension of the
embedding vector is same as speaker embedding vector, and calculate the L1 loss between embedding vectors
from embedder and embedding autoencoder.

Lemb = ||EEA −EE ||1 (4)

The weights of the embedder are optimized by Lemb with Adam optimizer, batch size 12 and learning rate 5e-5.
If a speech sample of the speaker is given, the embedding autoencoder is used to acquire speaker embedding
vector. With the embedding autoencoder, the embedding vector for the seen and unseen speaker can be gener-
ated. Moreover, the speaker embedding vector can be generated by the embedder with one-hot vector input for
seen speaker. Therefore, we can generate a speaker embedding vector for seen and unseen speakers, whether
and speech sample is given or not.
Stage 2 In the stage 2, the generator and discriminator are trained with input mel-spectrogram, pitch, and
speaker label. The generator structure consists of encoder, transfer, and decoder block, as shown in Fig. 2 and
Fig. 3. In the encoder block, one 1x1 CNN input block, three E-blocks with residual downsampling blocks,
and last one 1x1 CNN block. Note that downsampling blocks only reduce frequency domain. In the transfer
blocks, input features that pass through one E-block are transformed by frequency-domain Adaptive Instance
Normalization(AdaIN)[?] and Attention blocks. The speaker embedding vector is transformed by two 5-stacked
fully-connected layers to find style mean Sµ and style standard deviation Sσ . Next, the frequency-domain AdaIN
is performed with content and style.

Cout = (Cin −Cµ)/Cσ ∗Sσ +Sµ (5)

where C is style feature. Note that the mean and standard deviation is calculated along frequency axis, not
channel axis. The attention layers, which is described in Fig. 2, also refine features from source domain to



target domain with speaker embedding vector and pitch vector. The decoder block makes the features from
downsampled size to original size with residual CNN layers and upsampling blocks, as shown in Fig. 2. The
discriminator consists of three individual discriminators, named critic discriminator, pitch discriminator, and
speaker discriminator. The detailed structures are described in Fig. 3.

The losses of the stage 2 are based on cycleGAN loss and WGAN-GP loss(4). Let source mel-spectrogram
is Xsrc and target mel-spectrogram is Xtgt , the identity loss and cycle consistency loss are calculated by

LI = ||Xsrc −G(Xsrc, psrc,Esrc||1 (6)

and
Lcyc = ||Xsrc −G(G(Xsrc, ptgt ,Etgt), psrc,Esrc)||1 (7)

where p is pitch vector and E is speaker embedding vector. Next, critic discriminator loss, pitch discriminator
loss, and speaker discriminator loss are computed by

Lcritic =−Dcritic(G(Xsrc, ptgt ,Etgt)) (8)

Lpitch = ||ptgt −Dpitch(G(Xsrc, ptgt ,Etgt))||1
+ ||psrc −Dpitch(G(Xsrc, psrc,Esrc))||1
+ ||ptgt −Dpitch(G(G(Xsrc, ptgt ,Etgt)), psrc,Esrc)||1

(9)

Lspeaker =CE(Dspeaker(G(Xsrc, ptgt ,Etgt)),ytgt) (10)

where y is label, CE(·) denotes cross entropy loss. To emphasize the reconstruction and speaker characteristics,
the embed loss is added.

Lembed = ||Etgt −EA(G(Xsrc, ptgt ,Etgt)||1 (11)

where EA(·) is embedding autoencoder. The critic discriminator assesses whether the sample is real or fake
with the adversarial training between generator and discriminator. The pitch and class discriminator predict
pitch vector and speaker class with the collaborative training between generator and discriminator, respectively.

The final generator loss function is

LG = LI +Lcyc +0.5∗Lcritic +Lpitch +Lspeaker +5.0∗Lembed (12)

and the final discriminator loss is

LD = LrealD +L f akeD +LpitchD +LspeakerD +GP (13)

where
LrealD =−D(Xtgt) (14)

L f akeD = D(G(Xsrc, ptgt ,Etgt)) (15)

Lpitch = ||psrc −Dpitch(Xsrc)||1 + ||ptgt −Dpitch(Xtgt)||1 (16)

Lspeaker =CE(Dspeaker(G(Xsrc, ptgt ,Etgt)),ytgt)+CE(Dspeaker(Xtgt),ytgt) (17)

and GP denotes gradient panelty with λ = 10.
The weights of the generator and discriminator are optimized by LG and LD with Adam optimizer, batch

size 6 and learning rate 1e-5.
Post processing Since the output of the generator is mel-spectrogram, it must be changed into waveform. We
manually used the WaveGlow Vocoder, which is trained with LJSpeech dataset.

Despite the generator model receives pitch information, pitch conversion in the female-to-male or male-to-
female cases is not enough to change voice tone. To solve the problem, we extracted log-f0 using WORLD[?]
analyzer, and calculating average mean and the average standard deviation for each speakers in the training set.
After that, the f0 is converted by

f 0tgt = ( f 0src −µsrc)/σsrc ∗σavgt gt +µavgt gt . (18)

Note that µsrc and σsrc is mean and standard deviation of the f 0src, but µavgt gt and σavgt gt are average of the
training samples about target speaker. Finally the waveform is reconstructed by WORLD vocoder with spectrum
features, aperiodic features, and converted f0.



3 EXPERIMENTS
We perform some experiments to evaluate the proposed method with singing voice dataset, named NUS-48E[?].
The dataset includes six male singers and six female singers. Each singer has 4 songs, and each song is
almost 4 minutes. We select 3 songs per singers as training fold, and 1 song per singers as test fold. We
train our models for 73000 iterations, with a batch size of 6 one second long audio segments. All audio was
down-samapled to 22050Hz with a single channel.
Evaluation metrics We used Mean Opinion Score(MOS) to measure human perceptual performance. We se-
lected three subjects: sound quality, human likeness, and speaker similarity. The range of the score is [1, 5]
and higher is better. We also used two objective measures: NORESQA(27) and speaker embedding similarity.
Since our dataset does not have source-target paired data samples, we cannot use speech quality measurements
that need a paired clean reference, such as PESQ and SSNR. Instead, we used NORESQA, which is a frame-
work for speech quality assessment using non-matching references, to measure speech quality. To calculate
NORESQA score, we set the clean reference as the source speech. Next, the speaker embeddings are extracted
by the trained speaker embedding model. In this paper, we used our embedding autoencoder as a speaker
embedding model. The source speech and converted speech are split into short lengths and transformed into
speaker embedding vectors. Then the average cosine similarity is calculated between the embedding vectors of
the source speech and converted speech.
Results Subjective evaluation results on NUS-48E dataset are presented in Table 1 and Fig. 4. When the tasks
are F→F and M→M, our approach outperforms the comparison methods in sound quality, human likeness, and
speaker similarity. However, when the tasks are F→M and M→F, sound quality and human likeness go worse.
Therefore, the proposed model has good reconstruction performance and conversion performance of the same
gender. However, conversion performance of the different gender is worse than the state-of-the-art models. We
explored the reason and found that f0 conversion with WORLD vocoder may hurts the sound quality.

Figure 4 describes the examples of the ground truth and converted spectrogram. (c), (d), (e), (f) are con-
verted from the ground truth of the source speaker (a) to the target speaker (b). The conversion with USVC is
clean, but almost same as source speaker, and the conversion with PitchNet is too noisy. The conversion with
proposed method is clean enough and harmonics of the voice are changed. The reconstruction with proposed
method is clean, and harmonics of the voice are almost same as ground truth.

Objective evaluation results on NUS-48E dataset are presented in Table 2.

4 CONCLUSION
We presented a novel deep learning-based method for unsupervised singing voice conversion using cycleGAN
and speaker embedding autoencoder. We proposed speaker embedding autoencoder and embedder to make
wealthy speaker information. We also proposed cycleGAN, WGAN-gp, and multi-domain discriminator style
losses. Through a series of experiments, the proposed method successfully showed that it converted speaker in
same-gender domain and reconstructed source domain. The proposed method can be extended to generate the
fake human voice for the avatar-based interactive agents and service robots. In our future work, we plan to
study a model that can converted speech in different-gender domain.
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ABSTRACT
Conventional voice conversion (VC), which transforms the speaker’s identity without changing the linguistic
content, has experienced significant progress with the advent of deep learning. However, extending VC to
real-world scenarios faces several interferences, such as background sounds, causing adverse effects on VC per-
formance. On the other hand, in some scenarios, such as VC in movie/video and VC in music, the background
sounds are informative and should be retained. In our previous work, we have proposed a noisy-to-noisy (N2N)
VC framework to do the conversion while retaining the background sounds. The framework consists of a de-
noising module to separate a noisy speech signal into speech and noise signals and a VC module to process the
conversion. To alleviate adverse effects caused by the distortion introduced by the denoising module, we use
the separated noise signal as the condition in the VC module to model the non-distortion noisy speech directly.
We further improve our N2N VC framework by implementing a pre-training strategy using existing noise clips
and clean speech data. The experimental results show that the pre-trained framework yields significant improve-
ments against noisy environments.

Keywords: Voice conversion (VC), Noisy-to-noisy VC, Pre-training

1 INTRODUCTION
Voice conversion (VC) is a technique for converting the vocal timbre of a speech from the source speaker to
the target speaker without changing its linguistic contents. With the fast development of deep learning in recent
years, neural network-based VC methods achieve significant improvements in terms of speech naturalness and
speaker similarity, as demonstrated in the latest Voice Conversion Challenge (VCC) 2020 [12].

Recent trends have also emerged to introduce VC to real-world environments. Distinct from the experimental
environments where high-quality data have been prepared beforehand for training and testing, the source/target
speeches often have certain interference, the most common of which is background noise entangling with lin-
guistic content and speaker identity. On the other hand, the background sounds are informative to be retained in
some scenarios, such as dubbing [1] and audio data augmentation [7]. However, most related studies focus on
noise-robust VC, where the background noise is suppressed, and only the clean converted speech is generated.

We have proposed a noisy-to-noisy (N2N) VC framework in [9]. The first "noisy" means all the source/target
training data are noisy. The second "noisy" means the background sound in the converted sample is controllable.
Then in [10] we further improved the framework by using noise as the condition for VC module to model the
noisy speech. In this paper, the pre-training strategy, which has benefited many natural language processing
(NLP) and VC studies, is introduced into the noise-conditioned VC module to improve the robustness in the
noisy environment. Since the noise-conditioned VC method is novel, we first evaluate whether it is affected by
the introduced noise condition and competitive with the original VC module when generating clean converted
samples.

ABS-0801



(a) Baseline framework (b) Noise-conditioned framework

Figure 1. Overview of N2N VC frameworks.

2 N2N VC FRAMEWORK
Figure 1(a) illustrates the baseline of the N2N VC framework. It is comprised of off-the-shelf denoising and
VC modules, which are implemented as DCCRN [2] and VQ-VAE-based non-parallel VC method [8] as a case
study. The denoising module is pre-trained on a publicly available dataset and separates the speech signal and
noise signal in the time domain. The VC module is trained with the denoised speech. During inference, only
the denoised speech is converted, and the separated noise is optional to be superimposed based on specific
scenarios.

However, even the state-of-art SE method would introduce inescapable distortion when suppressing the back-
ground noise. The additional distortion is inconspicuous to perceptual listening, whereas it causes fatal dete-
rioration to the quality of the converted speech in terms of naturalness and similarity. Unfortunately, the VC
module is trained to reconstruct the distorted speech data, which further aggravates the degradation of the VC
performance. Another drawback is that generating the noisy converted speech is redundant: the converted speech
is generated first, then the separated background noise is superimposed.

Therefore, the framework is improved in [10] by leveraging the noise signal as the condition in the VC
module to model the noisy speech with non-distortion, as shown in figure 1 (b). In the training stage, the
VC module receives denoised speech as input and separated noise as a condition for the decoder to reconstruct
the noisy speech in an auto-regressive manner, the loss of which is calculated with the original noisy speech.
During the conversion stage, using noise signal to the condition results in noisy converted speech generation,
while replacing the noise signal with zero sequences leads to clean converted speech. The decoder of the VC
module can be described as the joint probability distribution:

p(y | n,s,z) =
T

∏
t=1

p(yt | y1, . . . ,yt−1,n1, . . . ,nt ,s,z) , (1)

where y, n, s, z denote noisy speech, separated noise, speaker code, and quantized discrete vectors from the
denoised speech, respectively.

To further improve the framework’s robustness in noisy environments, pre-training is conducted on the noise-
conditioned VC module. Specifically, the VC module receives the clean speech as input and original noise clips
as the noise condition to reconstruct the noisy speech mixed by the two formers. Corpus from each speaker is
corrupted with various noise categories and SNR levels so that the noisy conditions are less discriminative about
speakers. When fine-tuning, the VC module inherits the pre-trained weights except for the speaker embedding
layer, which is trained from scratch.



(a) MCD, lower is better (b) Similarity score, higher is better

Figure 2. Evaluation results of Upper Bound and Upper Bound (NC).

3 EXPERIMENTAL EVALUATION
3.1 Experimental conditions
3.1.1 Datasets
The SE module was pre-trained on the dataset of Deep Noise Suppression (DNS) Challenge 2020 [6] The clean
speeches and noise clips were mixed at uniformly sampled SNR levels between 0 to 20 dB. For pre-training the
VC module, VCTK [11] was used as the clean corpus, and the evaluation set of DNS was used as the noise
dataset for the noise-conditioned one. Clean corpus and the noise clips were mixed at randomly selected SNR
levels within 0, 5, 10, and 15 dB.

VCC2018 dataset [4] was employed as the clean corpus for VC training and testing. ESC-50 [5] was used
for conducting noisy conditions, where speech from one speaker was mixed with 41 subclasses at uniformly
sampled SNR levels from 0, 5, 10, 15, and 20 dB. The rest 9 subclasses were for the testing set. Several noisy
testing sets were parallelly constructed with a single SNR level within -5, 0, 5, 10, 15, 20, and 25 dB.

3.1.2 Models to be evaluated
Two kinds of the upper bound of the proposed framework are involved: the VQ-VAE trained on clean corpus
and the noise-conditioned one using clean corpus and original noise to estimate noisy speech. They are denoted
as Upper Bound and Upper Bound (NC), respectively. The baseline of the framework constructing denoised
speech is denoted as Baseline, and the noise-conditioned method using denoised speech and separated noise is
named N2N-VC.

3.1.3 Evaluation methods
Mel cepstral distortion (MCD) [3] was employed to measure the speech quality. Besides, the word error rate
(WER) was used to measure the quality of the linguistic content and calculated by a publicly available ASR
model1. As for similarity, an open-source speaker verification method2 was utilized to compute the score by
comparing the converted sample with its target reference. Since these methods prefer clean speech data, all the
methods generate the clean converted speech.

3.2 Evaluation Results
Figure 2 shows the results of MCD and Similarity score between two upper bounds. Upper Bound is noise-
irrelevant, therefore it gets stable MCD of 7.85 and Similarity score of 0.819, while Upper Bound(NC) is noise-
relevant. It is obvious that Upper Bound(NC) achieves comparable performance with Upper Bound under all
SNR levels, showing that introducing noise into the VC module does not affect the performance of the converted
speech generation in terms of quality and similarity.

1https://huggingface.co/facebook/wav2vec2-large-960h-lv60-self.
2https://github.com/resemble-ai/Resemblyzer.



Table 1. Evaluation results of models w/ and w/o pre-training strategy at SNR levels 5 and 15 dB.

Models Status MCD (dB) ↓ WER (%) ↓ Similarity ↑

5 dB 15 dB 5 dB 15 dB 5 dB 15 dB

Noisy Testing Set Denoised - - 6.41 3.81 - -

Upper Bound (NC)
w/ pre-trained 7.86 7.83 9.55 10.56 0.824 0.823

w/o pre-trained 7.84 7.84 14.57 14.93 0.821 0.823

Baseline
w/ pre-trained 8.76 8.39 32.92 16.02 0.772 0.798

w/o pre-trained 8.89 8.64 56.62 40.59 0.757 0.766

N2N-VC
w/ pre-trained 8.58 8.33 29.22 17.01 0.786 0.798

w/o pre-trained 8.62 8.38 39.27 27.62 0.777 0.786

Table 1 shows the evaluation results of the model with/without pre-training strategies. In general, the pre-
trained methods show better performance, especially in terms of WER, which prove the effectiveness of pre-
training strategies in improving the robustness of the N2N VC framework against noisy environments. Upper
Bound (NC) ranks first place, the WER of which is improved by an average of 32.08% with the pre-trained
model. N2N-VC outperforms Baseline in all metrics significantly without pre-training strategies. Still, N2N-VC
with pre-trained model outperforms Baseline in terms of MCD, WER at 5 dB and similarity score at 5 dB.
While using pre-training shortens their gaps, especially at SNR 15 dB, where N2N-VC and Baseline achieve
the same similarity score of 0.798 and comparable MCD scores of 8.33 and 8.39, respectively, and Baseline
even achieved lower WER of 16.02%, compared to N2N-VC of 17.01%.

4 CONCLUSION
In this paper, we utilize the pre-training model to improve its performance and robustness in noisy-to-noisy
environments. The noise-conditioned VC model is evaluated first, and the results prove that introducing noise
as a condition to the VC model does not affect conversion performance. Then our N2N VC framework with
the pre-trained noise-conditioned VC model is evaluated. Results show that using pre-training strategies will
achieve better performance, which is significant in WER. In future work, we will further perfect our N2N VC
framework.
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ABSTRACT 

This paper presents the applicated frequency fundamental (F0) estimation method on expressive speech 

synthesis based on instantaneous frequency amplitude spectrum (IFAS). F0 is the quantity that is being 

estimated by virtually all pitch trackers and defined as harmonicity measure of the speech signal. Harmonicity 

measure is used as selector that selects the optimal frequency band on which the IF amplitude spectrum is 

evaluated. We describe a new technique for voice and unvoiced classification using IFAS-based F0 with 

Gaussian window that can reduce discontinuity on the representation of clearly the harmonic structure. The 

performance of the proposed method is also compared against robust algorithm for pitch tracking (RAPT) to 

demonstrate the effectiveness of the proposed method. We do some variation in the number of sentences and 

the type of sentences which used in the training part. We use expressive speech corpus based on the 

phonetically balanced which contains 4 male and 4 female speakers. The result shown that the synthetic 

speech based on IFAS is higher than RAPT in term of naturalness. It is seen that the proposed technique can 

obtain better performance than the conventional method. 

 

Keywords: Expressive Speech Synthesis, Instantaneous Frequency, Voiced/Unvoiced Classification 

1. INTRODUCTION 

Speech is the most effective communication for human beings to interact with each other. In 

parallel to speech processing development, people want to change the ways of interaction between 

humans and computers. A speech synthesis technique has recently been developed. The unit-selection 

synthesis is a speech synthesis technique that uses the database. This technique will automatically 

select the sub-word unit from the database given [1]. This technique can produce synthesized speech 

which similar to the original speech from the database. However, this technique requires a lot of 

databases to obtain comprehensive data coverage to build the models. So, it makes this technique 

requires a huge computing load and lacks the flexibility to be modified.  In 1999, Yoshimura, et al., 

explain the method to model the spectral parameter, excitation parameter, and duration at once [2]. 

Then they sparked a speech synthesis technique-based statistical process known as statistical 

parametric speech synthesis that then began to grow today [1][3][4]. This technique uses Hidden 

Markov Model (HMM) to model the probability distribution of speech and linguistic features, it is 

called the HMM-based speech synthesis system (HTS). The formation of statistical models makes 

HTS has an advantage in flexibility to modify the acoustic models. Some of the advantages that can 

transform character voices, speaking styles, speaking adaptation, and supports for multilingual speech 

synthesis. In recent years, Deep Neural Networks (DNN) have emerged as an effective way to improve 

the performance of statistical parametric speech synthesis systems [5]. H. Zen et al. used DNN instead 

of the decision tree to model the relationship between contextual and acoustic features [6]. The DNN-

based acoustic model can replace the decision-tree clustering model. Experiments show that the DNN-
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based system performs better than the HMM-based speech synthesis system with the same number of 

experiments.  

Generally, acoustic feature extraction is the main phase in a speech synthesis system. Every speech 

embedded the acoustic information and different individual characteristics in utterance. Extraction of 

the essential features from speech signals leads to achieving high performance in the synthesis process. 

Thus, research on extracting the most important and accurate set of features is the ongoing challenge 

to be figured out in the speech synthesis area. Fundamental frequency (F0), as well as voiced/unvoiced 

information, is one of the most important features. Therefore, accurate and reliable fundamental 

frequency estimation and voiced/unvoiced classification are required, for example, to maintain the 

quality of synthesized speech. One of the oldest and most well-known techniques for F0 estimation is 

based on the cepstrum [7]. The purpose of voiced/unvoiced classification is to classify the speech 

signal into voiced and unvoiced segments. F0 is the quantity that is being estimated by virtually all 

pitch trackers and is defined as the harmonicity measure of the speech signal. Harmonicity measure 

is used as a selector that selects the optimal frequency band on which the IF amplitude spectrum is 

evaluated. 

In this paper, we proposed the applicated frequency fundamental (F0) estimation method on 

expressive speech synthesis based on instantaneous frequency amplitude spectrum (IFAS). Recently, 

time-frequency analysis has received considerable attention as a method to reveal time -varying speech 

parameters instantaneously. The instantaneous frequency is derived from the windowed Fourier 

transform of a signal as a function of time and frequency. The instantaneous frequency amplitude 

spectrum (IFAS) provides a better harmonic structure representation of speech signals than the Short-

Time Fourier Transform (STFT) amplitude spectrum. We describe a new technique for voice and 

unvoiced classification using IFAS-based F0 with a Gaussian window that can reduce discontinuity in 

the representation of clearly the harmonic structure. The performance of the proposed method is also 

compared against a robust algorithm for pitch tracking (RAPT) to demonstrate the effectiveness of 

the proposed method. We do some variations in the number of sentences and the type of sentences 

which used in the training part. We use expressive speech corpus based on the phonetically balanced 

which contains 4 male and 4 female speakers [8]. Besides that, we also try to compare the method to 

build the speech synthesis system, which is using the HMM-based speech synthesis system and HMM-

DNN. Then we compare the speech quality of the synthesized speech using subjective and objective 

measurements. 

2. EXPRESSIVE SPEECH SYNTHESIS SYSTEM 

2.1 Development of Expressive Indonesian Speech Corpus 

Language is an expression of the human mind and feeling which uses sound as its tool [9]. Every 

country has a different language with its own characteristic. Indonesian is the national language of 

Indonesia and is rooted in the Malay language. Besides Indonesian as the main language, most 

Indonesians are fluent in their own ethnic language according to the location of their tribe.  Linguistic 

studies of Indonesian are divided into some levels, i.e., phonology, morphology, syntax, and lexicon 

[9]. The phoneme is an important role in natural language processing. Indonesian has 32 phonemes 

and contains six vocal phonemes, three diphthong phonemes, and 23 consonant phonemes. The 

Indonesian expressive speech database is the dataset of Indonesian language characteristics in 

accordance with Indonesian phonology and based on phonetically balanced. It consists of phoneme, 

speech, and transcription. The database contains 655 sentences with three expressive styles [8]. Three 

expressive styles are happy, sad, and angry. The sentence sequence is formed from some literature 

such as novels, books, films, and the internet which use the Indonesian language. The expressive 

Indonesian speech database was recorded by a total of four speakers with two male speakers (MDPA, 

MBAZ) and two female speakers (FYAT, FCIM). The recording process spent approximately 4-5 hours 

for each speaker. The recorded speech duration is 2-5 seconds for short sentences and 6-9 seconds for 

long sentences. The total duration of all recorded expressive Indonesian speech databases is 2.54 hours 

with the male voice for around 1.3 hours and for the female voice for around 1.24 hours. 

2.2 Fundamental Frequency Estimation Using Instantaneous Frequency Amplitude 

System (IFAS) 

The instantaneous frequency is the rate of change of the instantaneous phase angle with respect to 

time. First, the derivation will depart from the windowed Fourier transform point of view to estimate 



 

 

the instantaneous frequency. By means of the notation of instantaneous frequency amplitude spectrum, 

then the harmonic structure of the signal can be revealed to determine the fundamental frequency.  It 

is well-known that F0 can be estimated using periodicity in the time domain or from the harmonics 

sequence of the speech signal in the frequency domain examined over a short-term window. Spectral-

domain methods, to name several of them, cepstrum, maximum likelihood, and autocorrelation 

methods, estimate the fundamental period of a signal directly using windowed segments of speech. In 

this work, we consider an instantaneous frequency framework to estimate F0 by introducing a 

harmonicity measure, a function to quantitatively ascertain the degree of regularity of the harmonic 

structure of the analyzed speech signal. We show that the estimation accuracy of the proposed method 

without any post-processing is better than that of the conventional method described in [12], WU, 

SWIPE, STRAIGHT, RAPT, and YIN. The instantaneous frequency amplitude spectrum (IFAS) at 

instantaneous frequency λ0 is defined by the following equation (1). 

      

Where . w(t) is an analysis window function. Without loss of 

generality, w(t) is real and of finite duration.  If the Fourier transform of w(t) is a lowpass 

function, then G(ω, t) will be the output of a bandpass filter whose impulse response is 

w(−t)ejωt. 

(1) 

2.3 Voiced/Unvoiced Classification 

About a decade ago, voiced/unvoiced classification was reported by using temporal analysis [10]. 

The voiced/unvoiced decision was based on the pitch evidence and on the continuity of the pitch 

estimates. A frame is unvoiced unless the evidence was greater than a fixed voicing threshold.  Until 

recently, the thresholding method is widely used for voicing decisions because of its simplicity and 

its considerable performance which depends on the underlying parameter to determine the threshold 

value. In the following, several thresholding methods will be described with the Instantaneous 

Frequency Amplitude Spectrum (IFAS)-based F0 evaluation function. Since F0 exists only in the 

voiced part of speech, applying a Fourier-type analysis for the determination of an F0 found in the 

analysis window is widely used in voiced/unvoiced classification research.  The first strategy for 

thresholding is by determining the value of the IFAS-based F0 evaluation function of each frame, η(F) 

in equation (2), in one speech file. The threshold value is selected by examining the overall η(F) to 

single out the highest possible value for unvoiced speech while otherwise, the value is classified into 

voiced. For example, the IFAS-based F0 evaluation function, η(F) is shown in Figure 1 (a) for voiced 

speech and Figure 1 (b) for unvoiced speech. 

Pλl,λu = max ξλl,λu (F)      
F (2) 

 
(a) 

 

(b) 

Figure 1– (a) Example of η(F) for voiced speech (b) Example of η(F) for unvoiced speech [11] 

 

2.4 Speech Synthesis System Based on Hidden Markov Model-based Text to Speech 

System (HTS) 

The Statistical parametric synthesis expresses the handicraft of experts from the rule-based model 

to the statistical model. HMM-based Text to Speech System (HTS) is one of the statistical parametric 



 

 

synthesis techniques which widely known. In the HMM-based speech synthesis, the speech parameters 

of a speech unit such as fundamental frequency, phoneme duration, and spectrum are statistically 

modeled and generated by using HMMs based on the maximum likelihood criterion [13]. The HMM-

based speech synthesis system consists of two main processes, which are the training and synthesis 

part. In the training part, the HMM model represents the excitation source, i.e., F 0, the spectrum, and 

the state duration of the context-dependent speech units. Each HMM model has a left-to-right state 

transition with no skip. The acoustic model in HTS is built from the application of maximum 

likelihood probabilistic equations in the training process (1) and in the synthesis process (2). The 

optimal model parameter can obtain by maximizing the likelihood of the training data which are given 

in the following equation (3) and equation (4). 

�̂� = arg max
𝜆

𝑃(𝑂|𝑇, 𝜆)      (3) 

Where �̂� is the model parameter estimation, O is the training data, T is a word derived from the label 

(transcription) and 𝜆 is a model parameter. 

�̂� = arg max
𝑜

𝑃(𝑂|𝑡, �̂� )      (4) 

where �̂� is an estimation model speech, o is the speech parameter, t is the word to be synthesized which 
derived from the phrase labels, and �̂� is the estimation model [14]. 

The synthesis part has the inverse operation of the speech recognition system. The input system is 
contextual label sequence of the text possessing the same format but different text from the training part. 
From the context-dependent label of the given text, then an utterance HMM is constructed by concatenating 

the context-dependent HMMs according to the label. After that, the sequence of spectral and excitation 
parameter is generated by the speech parameter generation algorithm that maximizes their output 
probabilities. Finally, a speech waveform is synthesized directly from the generated spectral and excitation 
parameters using the mel log-spectrum approximation (MLSA) filter. 
 

2.5 Speech Synthesis System Based on Hidden Markov Model-Deep Neural Network 

(HMM-DNN) 

In the HMM-based speech synthesis system, we use more complicated speech units considering 

prosodic and linguistic contexts such as mora, accentual phrase, part of speech, breath group, and 

sentence information to model suprasegmental features in prosodic features appropriately. However, 

it is impossible to prepare training data that covers all possible context-dependent units, and there is 

great variation in the frequency of appearance of each context-dependent unit. In the traditional HMM 

speech synthesis system, decision tree clustering is used to cluster many context-dependent models to 

avoid overfitting caused by the lack of training data for  each context model. To alleviate these 

problems, a few techniques are proposed to cluster HMM states and share model parameters among 

states in each cluster. The decision-tree-based context clustering technique [15][16] is applied 

separately to the spectral and log F0 parts of the context-dependent phoneme HMM.  This algorithm 

is often referred to as a decision-tree-based context clustering algorithm.  
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Figure 2 – Speech synthesis system based on HMM-DNN 

 

Figure 2 shows the speech synthesis framework based on HMM-DNN. Firstly, the STRAIGHT 

synthesizer extracts the acoustic parameters, including fundamental frequency features, spectral 

parameters, and duration parameters. In this work, we also use the instantaneous frequency amplitude 



 

 

spectrum (IFAS) framework to estimate F0 by introducing a harmonicity measure, a function to 

quantitatively ascertain the degree of regularity of the harmonic structure of the analyzed speech 

signal. In the model training part, the inputs are context features, the outputs are the acoustic features, 

and the inputs and outputs are forcefully aligned by the trained HMM model. The DNN-based acoustic 

model can replace the decision-tree clustering model without restricting greedy search. It expresses 

complex contextual features through high-dimensional data inputs, establishes a matching model of 

contextual features and acoustic parameters, and effectively improves modeling accuracy through its 

powerful nonlinear modeling capabilities, but requires big training data. 

3. MEASUREMENT TEST 

In this paper, we are using the objective test to measure the quality of synthesized speech. The 

objective test uses the mel-cepstral distortion (MCD) method. The objective test is intended to assess 

the speech quality of the synthesized speech by analyzing mel-cepstrum distortion value from the 

original speech. The smaller MCD value indicates the closer synthesized speech to produce the natural 

speech. The mel-cepstral distortion (MCD) method is given in the following equation (5). 

𝑀𝐶𝐷 = 10/𝑙𝑛10√2 ∑ (𝑚𝑐
𝑖

(𝑡)
− 𝑚𝑐

𝑖

(𝑐)
)

2
24
𝑖=1      (5) 

with 𝑚𝑐𝑖
(𝑡)

 is MFCC value which used as reference and 𝑚𝑐𝑖
(𝑐)

 is MFCC value of predicted speech 

[16]. 

4. EXPERIMENT AND DISCUSSION 

4.1 Experiment Set-up 

In this section, we will describe our experiment to build synthesized speech of expressive 

Indonesian speech corpus using HMM-based speech synthesis system (HTS) and HMM-DNN. These 

experiments consist of some variations, first is a variation in the number of training sentences, second 

is a variation in the type of speech synthesis technique used for the training process, end third is some 

comparison of STRAIGHT and IFAS methods to estimate frequency fundamental. 

The first experiment is making a variation in the number of expressive Indonesian speech corpus 

which used in the training part. We are using minimum, maximum, and combination numbers of 

speech corpus. Such variations are made according to the number of sentences. While for the minimum 

training, we construct sentences using the least number of phonemes according to the phonetically 

balanced of maximum training. The database contains 655 sentences with three expressive styles [8]. 

Three expressive styles are happy, sad, and angry. Variations training of expressive Indonesian speech 

corpus are given in the kind of sentences and in the training data amount. In the kind of sentences, 

variation is done with happiness sentences, anger sentences, sadness sentences, and the combination 

of all style of expressive. The variation applies to four speakers. This arrangement can be seen in 

Table 1. 

Table 1 – Variation of training data number 

Kind of training 

sentences 

Minimum training 

amount 

Maximum training 

amount 

Synthesis sentences 

amount 

Happiness 82 227 50 

Anger 80 213 50 

Sadness 81 215 50 

 

In this paper, we conducted some experiments to build a speech synthesis system by using HMM-

based speech synthesis system demo for speaker dependent (HTS-demo-CMU-ARCTIC-SLT). The 

demo program work with some following software, i.e., SPTK, HMM Toolkit (HTK), HDcode, HTS-

2.2, hts-engine API-1.05, festival, ActiveTcl and speech tools. All of them is an open source program 

on Linux. The HTS demo is available in English. Then we adapted into expressive Indonesian speech 

corpus with some modification, that are in the speech corpus which contain of speech unit and it s 

context-label, and the question file to build the decision tree according to the phoneme rule of 

Indonesian [8]. All of them will be used for training part to build the parameter generation of HMM 



 

 

model, then it will be used in synthesis part to generate  the speech waveform by Mel log spectral 

approximation (MLSA) filter.  

4.2 Result of Synthesized Speech 

The different training processes will give different results in the training models. While variations 

in the training data number aimed to determine the lower limit of training data to keep producing the 

natural synthesized speech. The more speech corpus uses in the training process, the better acoustic 

models will be produced. It is because the distribution of phonemes in the speech corpus will affect 

the probability of acoustic model formation. However, with the more speech corpus used in the 

training part, it will take much computation load and time. In Table 2, shown the computation time 

while running the HTS demo for Indonesian speech corpus. The computation time varies from the 

minimum, maximum and combination sentences for both declarative and question sentences. It shows 

that the increasing number of training sentences, make the computation time longer.   

The synthesis process is proceeded after the formation of model training is completed. The step is 

to combine the acoustics and linguistic features that have been formed in the training part to be desired 

synthesized speech. From several variations given, it has different synthesized speech quality which 

located in the level of naturalness. The combination training sentences HMM-DNN IFAS produced 

better synthesized speech than maximum and minimum training sentences. It can be seen from the 

comparison of fundamental frequency plot (excitation parameter) and mel-cepstral plot (spectral 

parameter) of speech signal. The fundamental frequency track show how the pitch of speech signal 

that show an intonation aspect in a sentence change in time. In Figure 3 show F0 plot of the happiness 

sentence “ayolah, masuk!” in Indonesian, if translated in English become “Come on!". From that 

figure can be seen the waveform of speech signal followed by comparison among fundamental 

frequency (F0) contour of the synthesized speech and original speech. From the F0 contour can be 

identified voiced, unvoiced, and silent regions. Through the dotted line, can be seen the difference of 

F0 from each synthesized speech. Aside from the fundamental frequency plot for the extraction 

parameter, we can see the spectral parameter by using mel-cepstral plot. It can be obtained by 

converting the speech signal from the time domain to the frequency domain in logarithmic scale (log 

FFT).  

  

 

 

 

 

 

 

 

 

 

 

 

 

(a)                                          (b) 

Figure 3 – (a) Plot waveform and fundamental frequency (b) spectrogram of the female voice 

(FYAT) with happiness sentence “ayolah, masuk!”  
 
MCEP plot for the synthesized speech of FYAT with the happiness sentence " ayolah, masuk! can be seen 

in Figure 4. Plot MCEP obtained by us sing Speech Signal Processing Toolkit (SPTK) tools mcep with the 
condition of sampling frequency 16000 Hz, frame length 400 points (25 ms), frame period 80 points (5 ms), 
analysis of order 20, frequency warping parameter FFT size of 0.42 and 512 points, then stored in the 

file .mcep. Afterward plotted in MCEP graph using tools glogsp and mgc2sp. Mel-cepstrum plot has two 
main information, that are cepstral and cepstral envelope. Both of which will provide information of location, 
magnitude, and the characteristics of speech signal including duration, formant frequency (F1-F5), delta (the 
speed of speech, derived from the difference between the cepstrum peaks), delta-delta (the speech 
acceleration, derived from derivative of delta cepstrum). For voiced speech at cepstrum plot will have more 
energy at a lower frequency and have lower energy at high frequency (cepstral tilt). Whereas for the unvoiced 

speech will have energy that is almost evenly on each frequency. When compared based on MCEP plot of 
each synthesized speech both for FYAT, and for sadness, happiness, and anger sentences, it appears that 
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original speech and synthesized speech with maximum training data and using HMM-DNN IFAS have less 

distortion than synthesized speech with HMM-IFAS. This is because of the increasing number of training 
data that be used, the more acoustics model will be generated. So, the probability of the system generating 
synthesized speech will be even greater by maximizing the acoustics model of speech which will be 
synthesized with the acoustics model generated in the training process. 

  
Figure 4 – Mel-cepstral plot of the female voice (FYAT) with happiness sentence “ayolah, masuk!”  

 
In this paper, we are using the objective test to measure the quality of synthesized speech. First is using 

objective test, which using mel-cepstral distortion (MCD) method. MCD value indicate the closer 
synthesized speech to produce the natural speech. Figure 5 is the objective test result of synthesized speech 
for HMM IFAS and HMM-DNN IFAS, respectively. 

 
 

 
 
 
 
 
 

 
 
 
 
 
 

Figure 5 – Objective test of synthesized speech of female voice 
 

Based on the results indicate that the speech quality of synthesized speech is still not enough. The smallest 
distortion value on female voice for sadness sentence is on HMM IFAS with a score 4.8 and for DNN-HMM 
IFAS has 5.2 scores with maximum training data which mean degradation speech is slightly annoying. Based 
on these data, can be concluded that the distortion of mel-cepstral will be smaller when the speech synthesis 

system uses DNN-HMM IFAS. That is because of the more probabilities of the appearance phonemes when 
using the DNN to replace the decision tree phase in HMM. Based on the explanation of this research above, 
can be concluded that a speech synthesis system for expressive Indonesian has been built. The system is built 
by a statistical parametric speech synthesis system that uses a statistical model to run the mapping between 
the speech and linguistic information. Some variation has been applied to the system and achieved the speech 
quality which measured by objective test. 

5. CONCLUSIONS 

Based on the explanation about this research above, can be concluded that expressive speech 

synthesis system for Indonesian has been built. Beside that also has been comparing the HMM-based 

text to speech (HTS) method and DNN-HMM method with STRAIGHT and IFAS to estimate the 

fundamental frequency. The system built by statistical parametric speech synthesis system which 



 

 

using statistical model to run the mapping between the speech and linguistic information. Some 

variation has been applied to the system and achieved the speech quality which measured by objective 

and subjective test. From the evaluation acquired that the speech quality result of the synthesized 

speech by using HMM IFAS and DNN-HMM IFAS is not having a big difference. The objective test 

has shown that the synthesized speech still produces big distortion.  The speech quality by objective 

test result is acquired the best value for sadness sentences is 4.8 using HMM IFAS and for DNN-

HMM IFAS is 5.2 respectively. 
In the future work, should be improved to increase the synthesized speech quality by modifying the system 

drawback, especially in HTS, by using better vocoder like STRAIGHT (Speech Transformation and 
Representation using Adaptive Interpolation of weiGHTed spectrum) and IFAS make better acoustic model 
and reduce post filtering. The others future work is to build the speaker adaptation of Indonesian TTS with 
only using small adaptation data. 
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ABSTRACT 

In the past, spatial audio has been investigated for contemporary telecommunication systems, often with a 

focus on multiparty, audio-only telemeetings. Considering new communication systems that use virtual, 

mixed and augmented reality technologies, also referred to as eXtended Reality (XR), activities on immersive 

sound for communication purposes have increased once more. 

With the authors being active in standardization (ITU-T Study Group 12: Performance, QoS, and QoE), this 

conference contribution explores the field with the intention of bringing together knowledge from academia, 

industry and standardization bodies. 

The focus lies on understanding current challenges regarding aspects of perception, immersion and 

communication. Topics addressed are, among others, ongoing work on assessment methods for spatial audio 

codecs and renderings for XR. With the new extended reality technologies, more complex use cases arise 

that need to be assessed in a new way, such as in the quality assessment of 6 degrees-of-freedom settings in 

the recent MPEG-I immersive audio test. 

The contribution will provide an overview of relevant literature, complemented with insights that the authors 

obtained during expert interviews with active persons in the field. 

 

Keywords: Extended reality, Spatial audio evaluation, Social interactions 

1. INTRODUCTION 

There has been an unprecedented increase in remote meetings due to the COVID-19 pandemic and 

advances in communication technology has made it easier for us to connect with others and work 

remotely. Now that higher bandwidths and lower latencies are possible with 5G networks, more 

advanced extended reality (XR) applications can be implemented. This is an active research field in 

both industry and academia. Standardization organizations are also active in order to make these 

technologies well-functioning and interoperable in the so-called metaverse, where the physical and 

digital worlds meet (1).  

New tools for collaborations and meetings are emerging based on XR technologies such as 

augmented reality (AR) and virtual reality (VR). These technologies add a spa tial dimension that can 

make the experience come closer to that of a physical meeting. To make a good experience possible 

for all participants in a virtual meeting, there is a need to assess the Quality of Experience (QoE) of 

the users. This is especially important now that we foresee more variants of hybrid meetings including 

XR components.  

The authors are working on methods for conferencing and telemeeting assessment in ITU-T Study 

group 12/Question 10 (2). This group has recently developed a recommendation on aspects of 

importance for QoE assessment of telemeetings with extended reality elements (3). The intent is to 

work further on assessment methods for immersive audio suitable for XR meetings.   

The content in this paper is based on work in ITU-T SG12 and other standardization organizations 

as well as research in industry and academia. In addition, we have interviewed audio experts and 

conducted a literature survey. 
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2. BENEFIT OF SPATIAL AUDIO FOR SOCIAL INTERACTIONS 

The benefit of spatial audio rendering in telemeetings lies predominantly in positive effects on the 

way participants can process shared information to follow and contribute to the conversation. On a 

perceptual level, spatial audio rendering enables participants to use binaural hearing processes to 

easier listen to individual speakers in a group of simultaneously talking persons, widely known  as the 

cocktail party effect (4). Further effects are for instance an increased focal assurance (5,6), i.e., an 

increased ability to identify the different speakers and remember who said what, a reduced cognitive 

load or listening effort experienced during the telemeeting (7,8), and a higher effectiveness in 

fulfilling a certain task (9). In that context, (10) discusses how spatial audio can, among many other 

factors, reduce video-conferencing fatigue. 

Next to such effects, spatial audio can enhance the Quality of Experience by having a positive 

impact on the communication processes (11). Spatial audio leads to the perception of spatial attributes 

of sounds, which in turn contribute to a spatial quality component (12) of QoE. In addition, spatial 

audio can increase the feeling of immersion and presence (13,14), which again positively impacts 

QoE; and in the context of audiovisual telemeetings, an adequate spatial alignment of auditory and 

visual information can also increase QoE (15,16). 

In an XR meeting participants can have the possibility to meet and move around in the same virtual 

room, which leads to new possibilities to interact (17). New design requirements and opportunities 

for spatial audio arise (18). One research question is about the exact placement of sound sources, such 

as other meeting participants, in the virtual auditory space in order to ensure a  coherent spatial 

experience between the visual and auditory information (19). 

3. TECHNOLOGY CONSIDERATIONS FOR IMMERSIVE SOUND 

A lot of information about technologies for immersive sound can be found in the literature. For 

example, (20,21,22,23) provide overviews on sound field representations such as ambisonics and 

wave field synthesis (WFS), which may be rendered to different loudspeaker configurations or 

binaural playback. Further pointers to related literature are (24) on coding technologies for spatial 

audio and (25,26) on the use of spatial audio for AR and VR scenarios.  

Focusing on social interaction scenarios, there are a number of technical and also non -technical 

factors that should be considered in order to find an optimal mapping of the technology to the use 

case. To structure such factors, we developed a Telemeeting Profile Template, a tool that is designed 

for systematically characterizing telemeetings from a QoE perspective (27). For this purpose, the tool 

utilizes Quality Influence Factors (QIFs), which comprise System, Human, Context and Mixed 

Influence Factor; see Figure 1 and (11,28).  

 

 
 

Figure 1 – Visualization of the three types of Quality Influence Factors (28), i.e., technical and 

non-technical factors that influence the Quality of Experience. The overlap illustrates that there are 

also Mixed Factors (11,27). 

 

When designing a communication system or an assessment method, the Profile Template can be 

used to identify factors that are relevant for the considered use cases and extract from this information 
the technical requirements for the system. The following considerations illustrate how this can be 

achieved for spatial audio telemeeting systems.  



 

 

 With respect to sound capture and signal processing, a number of System and Mixed Influence 

Factors need to be considered that are similar to non-spatial setups, e.g., type and positioning of the 

microphone(s), as well as signal processing algorithms for noise reduction, echo cancellat ion, and so 

forth.  

Concerning the sound reproduction, the requirements for the spatial audio technology are similar 

to non-interactive use cases. For loudspeaker-based systems typical challenges are the reduction of 

artifacts for higher-order ambisonics (HOA) and WFS systems when using different loudspeaker 

configurations (29,30). For headphone-based systems typical considerations concern the performance 

of the binaural synthesis, especially the processing of the used head-related transfer functions or 

binaural room impulse responses (31,32) and the spatial and temporal precision of tracking the 

participants (23,33). 

In use cases in which a strong feeling of co-presence (34) or social presence (35) is desired, 

requirements for a virtual environment concern System Influence Factors such as the auditory and 

visual representation of the participants, the degree of realism and the degree of freedom. This can be 

challenging due to potential perceptual effects such as the uncanny valley effect (36) and simulator 

sickness (37). 

When the purpose of a telemeeting, which is a Context Influence Factor, is to achieve a good 

collaboration of remote participants using VR or AR settings, further requirements arise with respect 

to the auditory and visual representations of the meeting participants and especially the environments. 

Here, the capturing, reproduction, and creation of the (virtual) communication environment, and for 

AR in particular the mixture of real and virtual environments, is a topic of ongoing research. For the 

audio domain, respective applications could build on work on plausible representations of real 

acoustic rooms in virtual and augmented environments (25,38). 

 

4. EVALUATION METHODS FOR SPATIAL AUDIO  

4.1 Standardized methods relevant for spatial audio telemeetings 

There are different approaches to evaluate the benefits of spatial audio in telemeetings, ranging 

from collecting ratings from test participants over measuring task performance and physiological 

measurements to analyzing participant behavior. For instance, ITU-T Recommendations P.1301 

on ”Subjective quality evaluation of audio and audiovisual multiparty telemeetings” (39) and P.1310 

on ”Spatial audio meetings quality evaluation” (12) provide guidance on choosing an appropriate test 

method according to the test scenario at hand. Here, the ITU-T also provides details on the collection 

of quality ratings from test participants as well as information on the collection of task performance  

indicators for the intelligibility of concurrent speakers (12,40), communication effectiveness (9), and 

cognitive load (12). 

4.2 Further approaches for assessment of spatial audio  

Next to these standardized assessment methods, additional approaches that may also be used for 

assessment of XR meetings are reported in the literature. To start with, there is a lot of work on 

assessing individual attributes of spatial audio (41,42,43,44), which can also form the basis for 

assessing individual aspects of spatial audio in XR meetings. Going beyond the use of verbal 

descriptions for spatial audio assessment, works such as (45) address the potential to use non-verbal 

descriptions. As an example, (46) describes a sophisticated approach to not only assess direction but 

also distance, dispersion and trajectory. 

Behavioral analysis is another assessment approach. Here, a method based on behavior tracking is 

proposed in (47) which is particularly designed to assess binaural renderers while being immersed in 

multimodal virtual scenes. 

Physiological measurements form another assessment approach. A survey of QoE assessment using 

physiological measurements for different video, audiovisual and speech-based services can be found 

in (48). With respect to XR scenarios, Keighrey et al. (49) for example, report on how to combine 

physiological measurements with user ratings in order to compare VR, AR and tablet applications in 

a speech memory test.  

Also crowdsourced tests are used more and more for audio tests (50) and have been used for spatial 

audio as well (51).  



 

 

4.3 Current test method developments in standardization 

There is a need for measuring the performance of audio systems, and subjective test methods 

published by the ITU are frequently used for this purpose. 

In 3GPP SA4 there is ongoing work to decide on suitable audio test methods for the ”Immersive 

Voice and Audio Services (IVAS)” codec (52). Traditionally, test methods specified in ITU-T Rec. 

P.800 (53) have been used for codec evaluation by non-expert test participants. However, as IVAS 

offers immersive audio, which may go beyond what listeners experienced in communication services 

have experienced so far, the spatial dimension may need to be brought to their attention.        

A subjective test method for evaluating speech oriented stereo communication systems over 

headphones was developed in ITU-T Rec. P.811 (54). It is based on the degradation category rating 

(DCR) methodology described in ITU-T Rec. P.800, where test participants rate the quality 

degradation of the processed test signal relative to the unprocessed signal (the reference). Similar to 

the ITU-T Rec. P.835 (55), there are three sub-trials in P.811 (54), for signal, spatial, and overall 

quality. When judging the spatial quality, test participants are instructed to attend only to the spatial 

localization accuracy degradation of the test sample compared to the reference sample. Spatial anchors 

have been developed to ensure that there are known degradations in the spatial dimension.  

As it is time consuming with three sub-trials in an experiment, it was investigated if similar results 

for the overall quality could be achieved in a more time-efficient way. Tests showed that this was 

possible using only the scale for the overall quality if modified instructions and the same type of 

spatial anchors as in P.811 were added in the test material, see Appendix II in (54). In ITU-T SG12 

there is now an effort to collect examples and recommendations for how methods described in P.800 

can be used for assessment of spatial audio. 

The target for the MPEG Audio Coding group (ISO/IEC JTC 1/SC 29/WG 6) is to deliver a spatial 

audio renderer for virtual and augmented reality applications in 6 degrees-of-freedom (6-DoF). 6-DoF 

allows translation along the X, Y and Z axis and rotational movements along those axes. This renderer 

will support position and spatial extent of audio objects, occlusions, diffractions, reverberation, early 

reflections, movement through connected scenes, etc. It will be described in the MPEG-I Immersive 

Audio standard ISO/IEC 23090-4.  

In order to assess the performance of different technologies an audio evaluation platform was 

developed, where users equipped with VR and AR head mounted displays and headphones can explore 

virtual and augmented reality environments and evaluate audio rendering technologies in real-time. A 

Call for Proposals (CfP) for 6DoF immersive audio technology was issued in April 2021. The MPEG-

I immersive audio listening tests were performed using the A-B methods described in ITU-R BS.1284-

2 (56) comparing rendering technologies from different proponents. The main focus was on binaural 

rendering and encoding of audio scene metadata. All aspects of the CfP process are described in (57). 

 

5. CHALLENGES 

After the overview of approaches concerning the technology and assessment of spatial audio, this 

section discusses several challenges that we have identified based on the literature survey and the 

expert interviews. 

One important aspect is how to prepare test participants for subjective tests. They need to 

familiarize themselves with immersive audio content to become aware of spatial aspects, and suitable 

listener instructions are needed. Persons that are not used to assessing immersive audio tend to focus 

on signal quality and might disregard the spatial dimension in their judgments.  

The difficulty and complexity of subjective tests conducted in VR and AR (as in the MPEG -I 

immersive audio tests mentioned above) is much greater than in traditional audio coding evaluations. 

The test participants need to get used to move around in the XR environment and experience the 

content and acoustic effects that are apparent in the different test environments. Also, the test method 

needs to be tried out. 

 In several audio test methods such as the ITU recommendations P.800, P.811, BS.1284-2 and 

BS.1534-3 (53,54,56,58), a reference signal is presented to the test subject. The reference provides a 

target for the comparison. When comparing different renderings of AR and VR applications , there is 

usually no such reference available. The test subjects must instead rely on what they think sounds 
more pleasant or perceive as realistic. 



 

 

Another challenge in AR and VR tests is the freedom to move around in the scene. If test 

participants are allowed to move along different paths in scenes, they  will have different experiences 

to judge. For instance, effects like occlusion, reverb, dampening, and distance attenuation will depend 

on their positions in the scene. To get more consistent experiences among the different test participants, 

they might need instructions on which positions they should take, and how they should move around 

in the test scenes. This aspect becomes even more complex in an AR communication setup, where 

local, remote, and virtual acoustic environments may need to be combined.  

It is also often a challenge to understand why test participants vote as they do, and it can be helpful 

to ask them to comment on the background to their votes during the voting procedure and after the 

test session. This can lead to a more complete understanding of the perceived Quality of Experience. 

In listening tests, where there is a comparison of two or more test samples, it is important that the 

loudness of these samples is equal, so that differences in loudness does not affect the test results. This 

can be especially challenging regarding tests in AR and VR, as there can be many different sounding 

objects. As an example, a realistic rendering of a distant audio source may sound muffled , and only 

be heard at a low level. How should that be compared to an unrealistic rendering , that presents the 

audio source loudly and clearly? 

Also, audio-visual synchronization impacts the perceived QoE, and needs to be considered. How 

to evaluate media synchronicity and the effects of delay in real-time communications is addressed in 

(59), but new assessment methods need to be developed when it comes to social interactions in XR. 

6. CONCLUSIONS 

There are currently many development activities in both academia and industry, in which XR 

technology is used for different use cases, among them social interaction scenarios. As discussed in 

the previous section, several challenges and open questions need to be addressed, both in technology 

and evaluation. Here, we conclude that there is further need for a good understanding of the interplay 

between the technology and important auditory and cognitive aspects. This is especially true when the 

purpose of using XR technology is to create a strong feeling that a person is in an environment 

(immersion, presence) and that she or he is connected with others (co-presence, social presence). 

Moreover, in order to achieve such a goal, new methods for assessing the auditory and audiovisual 

experience of XR meetings are required. While designing such test methods, there is a need to keep 

different technical and non-technical factors (i.e., Quality Influence Factors) in mind to provide 

reliable and comparable results. One important aspect in this context is the observation that more 

variants of telemeetings with different combinations of XR elements will occur, which will lead to an 

increased importance of understanding the resulting QoE for all meeting participants.  

For that reason, the active parties in Question 10 of ITU-T Study Group 12 will continue to develop 

such assessment methods, both looking at the complex mixture of factors and detailed aspects 

concerning the resulting test protocols. 
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ABSTRACT 

In this paper, we introduce useful data augmentation methods for Korean distant conversational speech 

recognition. The main issues with speech recognition are background noise, reverberation, speaking style, 

and so on. Our speech recognition results show how the end-to-end speech recognition system is affected by 

each issue. And then, we adopt data augmentation methods to alleviate the problems. The adopted 

augmentation approaches are as follows speed perturbation, noise addition, room impulse response filtering, 

volume perturbation, speech enhancement, hyper-and hypo-articulated speech synthesis, and voice 

conversion based on CycleGAN. In general, the reason why data augmentation in deep neural networks is 

effective can be explained by two aspects. One is that it provides multi-conditioned data and the other is that 

it is a simple method to obtain a generalized model. Therefore, we evaluate the performance of each data 

augmentation method in the two aspects. Finally, we suggest an effective combination of data augmentation 

approaches in the conclusion. 
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1. INTRODUCTION 

Automatic speech recognition (ASR) as known as speech-to-text (STT) has been attracting 

research attention for many decades since it is considered a core technique in man-machine interface. 

After a long period of performance stagnation, deep neural network (DNN) technology brings 

remarkable breakthroughs. Nowadays, we are easily experiencing speech recognition applications 

such as Apple Siri, Samsung Bixby, Google Assistant, and so on. Unlike traditional STT composed of 

an explicit acoustic model, lexicon, and language model, end-to-end (E2E) speech recognition is an 

integrated neural network that directly outputs text token sequences from an input signal. The E2E 

ASR becomes popular because its recognition accuracy is higher when abundant training data are 

available [1][2]. 

A large amount of data is essential since the DNN algorithm learns a set of factorized functions 

including non-linearity in a data-driven way. However, in many cases, it is difficult to get enough data 

for target tasks. In particular, the characteristics of conversational talk have too many style variations 

in nature. So, it is hard to cover in-domain data for training. Data augmentation is to increase the 

amount of data by modifying existing data into possible variants likely to be. Therefore, artificial data 

augmentation has been investigated from the early stage of the artificial intelligence era and it is well 

known to be effective. In the ASR research field, various approaches have been proposed. Speed 

perturbation variates speech rate by warping speech signals along the time domain using interpolation 

and decimation techniques [3]. Vocal tract length normalization (VTLP) converts timbre by 

controlling the speech spectrum in the frequency domain. Volume perturbation is to change the 

amplitude of speech [3]. Unlike these perturbation approaches, SpecAugment achieves significan t 

improvements in various ASR tasks by applying an on-the-fly time/frequency masking technique [4]. 

Text-to-speech (TTS) is also a good approach for increasing training data because it synthesizes 

various speech styles. Adding ambient noise to speech signals is useful to imitate possible noisy 

environments and room impulse response (RIR) filtering is good for synthesizing reverberant speech 

signals by applying various RIRs. 

Although a state-of-the-art ASR system achieves substantial improvements, it is still challenging 

to accurately recognize distant spontaneous speech in noisy environments. In the case of a single -

channel microphone, the problem becomes worse. Therefore, most far-field speech recognition 



 

 

systems are based on speaker localization using microphone arrays. Ambient noise and reverberation 

are mainly considered the cause of performance degradation.  

In this study, we analyze the reason why Korean distant spontaneous voices are hard to recognize 

in noisy environments. To do so, we try to establish a reliable speech recognition test bed. 1,100 hours 

of speech data are prepared for training an E2E ASR model. The training set is composed of isolated 

words, navigation commands, digits, and read sentences except for conversational talks. All the test 

data are spontaneous voices with different styles from verious situations. This is a so-called open test 

that is good for estimating the reliability of an ASR system. In this work, considered data 

augmentation approaches are as follows: speed perturbation, volume perturbation, noise addition, RIR 

filtering, speech enhancement, hyper-and hypo-articulated voice synthesis, husky voice synthesis, 

voice conversion, and SpecAugment. All the approaches provide explicit data sets except for 

SpecAugment. In order to test the generality of a speech recognition model, adversarial samples are 

provided as follows: wiener filtering and adding weak white noise. Emotional speech data from 

broadcast drama, entertainment programs, and call-center are also prepared to test the influence of 

conversational variants. On the basis of the series of evaluations, we propose one possible data 

augmentation combination. We hope that our result tables are useful to predict performance 

degradation in many tasks caused by ambient noise, reverberation, speaking style, and so on.  

2. DATA AUGMENTATION 

Data augmentation can significantly improve the performance of an ASR system, especially in 

mismatched conditions, or when the training data is insufficient. In this work, we try to estimate its 

efficiency in the different talking styles in addition to the aforementioned factors such as background 

noise, acoustic environment, speaking styles, and so on. 

2.1 Speed Perturbation 

Speed perturbation is to make the speech rate up or down by resampling techniques such as 

decimation, and interpolation. Therefore, it modifies both the pitch and tempo of the original speech. 

It is proven to be useful for performance improvement [3]. We use SoX’s “speed” option [0.9, 1.0, 

1.1] for speed perturbation.  

2.2 Volume Perturbation 

In general, the intensity of sound waves such as audio transmission in the air decreases with 

distance from the source. According to the inverse-square law, for every doubling of distance away 

from the source, the sound is going to be four times less intense. This sound attenuation phenomenon 

makes distant speech recognition difficult. Volume perturbation is a simple technique to control the 

amplitude of speech. It makes a speech recognition model robust to audio volume changes, especially 

in the case of far-field talks. We use SoX’s “vol” option for volume perturbation. The volume 

perturbation factors are between 0.1 and 1.2. 

2.3 Noise Addition 

Ambient noise is known as a major source that degrades the performance of an ASR system. The 

purpose of adding noise to clean speech signals is to improve the robustness of ASR in noisy 

environments. Noise addition is also able to increase the generality of an ASR model by masking 

random components of the input spectrum. Our noise signals are recorded in subway stations, 

automobiles, restaurants, bus stations, and everyday home environments including various home 

appliances. We apply signal-to-noise (SNR) factors in decibels between 5 and 15. 

2.4 Reverberation 

Reverberation is a complex acoustic phenomenon caused by diverse time delays while sound wave 

propagates indoors. A soundwave travels in numerous spatial paths sometimes it is reflected or 

absorbed by the surfaces of objects in the space. Reverberation is noticeable when the sound source 

stops but the reflections continue. Reverberation causes acoustic distortion that makes speech 

recognition difficult. Therefore, it needs to be overcome for real-world speech recognition 

applications. In this case, ASR significantly benefits from an increased amount of training dataset 

with room impulse responses (RIR). RIRs are a set of filters that represent a given acoustic situation 



 

 

when a sound wave propagates from a source to a microphone. However, capturing real-life impulse 

responses is expensive and time-consuming work. Therefore, researchers have been attracted to 

computational approaches that simulate RIRs. Traditionally, RIRs have been estimated based on the 

numerical solutions of the wave equation which are computationally very expensive. Recently, low 

computational approaches that allow online generation during training have been proposed for audio 

data augmentation in machine learning applications [5,6]. Among the online RIR generators, we adopt 

the stochastic RIR generation method [7]. 

2.5 Hyper-and Hypo- Articulated Speech Synthesis 

Among various speech data augmentation approaches, hyper-and hypo-articulated speech synthesis 

is a method focused on the variability of speech depending on the different degrees of articulation [8]. 

The main idea is related to acoustic-phonetic studies on articulation variants and this is based on 

traditional signal processing techniques. From a neutral style speech dataset, this approach modifies 

the characteristics of speech such as amplitude, pitch, harmonics, formant, duration, spectral tilt, 

speech rate, and articulatory movement. Therefore, this approach can control the parameters related 

to the aforementioned speech attributes and the synthesized signal will likely include the effects of 

the speed/volume perturbation at the same time. In particular, this method is proven to be helpful in 

recognizing a conversational speech [8]. 

2.6 Speech Enhancement 

The aim of speech enhancement is to maximize the perceptual quality of speech signals in ambient 

noise environments. In most enhancement approaches, it is done by removing background noise 

components. Speech enhancement has been attracting much research interest since there are many 

applications such as audio and video calls, hearing aids, and communication devices. Like many other 

research fields, in speech enhancement, there also is a significant improvement in the aspects of PESQ, 

STOI, SNR, MOS, and so on by adopting deep learning algorithms.  

As mentioned before, noisy signals are enhanced by suppressing noise components from the input. 

Throughout this process, some speech components can be removed when they are overlapped with 

noise. This undesired algorithm concept often results in the distortion of original speech signals. This 

distortion becomes severe when signal-to-noise ratios are low. In this study, by augmenting enhanced 

data, we want to show that applying a traditional speech enhancement technique to a speech 

recognition system is similar to time/frequency masking effects. We apply the denoiser in [9] for 

speech data augmentation. 

2.7 Husky Voice Synthesis 

In this study, we want to directly manipulate excitation signals while maintaining original formants. 

To do so, white Gaussian noise is added to excitation signals after linear predictive coding (LPC) of 

speech signals. And then we resynthesize a speech signal. As a result, we can obtain a husky voice. 

The purpose of this process is to get diverse speech signals by scattering harmonic amplitudes of 

speech. 

2.8 Voice Conversion based on Cycle-GAN 

Voice conversion (VC) is a technique that transforms the non/para-linguistic information of a given 

speech to another while preserving the linguistic information. This technique can be found in 

entertainment and speaking-aid systems, and ASR systems. Recently, data augmentation using a cycle-

consistent generative adversarial network (Cycle-GAN) has been applied to map two different audio 

characteristics [10, 11]. The main advantage of Cycle-GAN is to make many-to-many VC possible in 

an unsupervised manner. So, it doesn't require parallel speech data sets. In this study, we adopt Cycle-

GAN-VC2 to convert a given close talk to a distant speech [12]. In this study, we convert only 20 % 

of the training data. 

3. EXPERIMENTS 

3.1 Baseline System 

We exploit ESPnet for end-to-end speech recognition based on transformer architecture [13]. 1,100 

hours of speech data are prepared for training and 11 hours for validation. Both the training and the 

validation don't include spontaneous speech data and our test sets are composed of speech data in 



 

 

different domains that represent diverse talking styles such as far-field speech, broadcast drama, 

entertainment, call-center consultation, and so on. Our test sets are follows. 

 

1. bcast: broadcast news interview speech, 891 files 

2. debate: Korea university students’ debate speech, 1,308 files 

3. present: academic presentation by Korea university students, 1,184 files 

4. array: array microphone, simulated conversation, 3,617 files  

5. ai: multi-channel acoustic beam-former, simulated conversation, 1,951 files 

6. pin: pin microphone, simulated conversation, 2,572 files  

7. stand: stand microphone, simulated conversation, 2,246 files 

8. call-center: 16kHz up-sampled telephony speech, 133 files 

9. drama: broadcast drama program recordings with background sound effect, 260 files 

10. ent: broadcast entertainment program recordings with background sound effect, 260 files 

 

It is difficult to distinguish speaking styles in 1-10 but all the test sets are spontaneous talks 

whether their situations are simulated or not. Speakers in 1-8 try to talk their intention or make a claim 

to strangers in a natural way and most of the emotions are neutral. Unlike the others, the channel 

environment in 8 is telephony. Distance from a receiver to a speaker is in order of array > ai > pin > 

stand and the reverberation gets worse as distance increases. Although all the categories of speech are 

conversational, the emotional states in 9 and 10 are very different from the others. Therefore, the 

variations of speaking styles in 9 and 10 are not easy to be recognized by ASR systems. Due to the 

nature of the broadcast program, background sound effects are also included in 9-10. 

 

Table 1 – ASR results on relatively clean speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 11.9 14.6 10.8 32.5 23.4 15.8 12.1 

Speed(3xfold) 11.0 14.0 10.7 27.7 21.1 14.3 11.3 

Volume(2xfold) 11.5 13.6 10.2 23.3 21.9 14.1 11.5 

Add noise(2xfold) 10.9 12.6 9.2 20.8 20.1 11.5 10.6 

Reverb(2xfold) 11.3 12.1 9.9 17.3 19.4 13.2 11.3 

Articulation(3xfold) 11.1 12.3 9.7 21.0 20.7 12.6 11.1 

Enhance(2xfold) 10.8 12.5 9.5 20.4 19.9 12.6 11.1 

Husky(2xfold) 11.2 14.0 10.4 26.0 23.3 14.6 12.1 

VC(1.2xfold) 11.5 14.3 10.7 27.0 21.0 15.5 12.0 

 

(Nxfold) indicates that training data are increased by N times after data augmentation. As shown 

in Table 1, noise addition, reverberation, and speech enhancement approaches are effective in 

performance improvement in the case of relatively clean speech data sets.  In the case of distant talks, 

data augmentation by RIR filters is also helpful to the robustness of the ASR model.  As shown in 

Table 1, data augmentation approaches such as noise addition, reverberation, and speech enhancement 

are relatively effective in recognizing clean speech signals. Voice conversion based on Cycle -GAN 

doesn't perform well in far-field speech recognition because the conventional Cycle-GAN is not 

enough to convert a source signal's detailed styles and acoustic characteristics to the corresponding 

target. 

 

Table 2 – ASR results on different style and channel (WER, %) 

 Call-center Drama Ent 

No-Aug  43.5 48.7 62.1 

Speed(3xfold) 40.0 51.5 65.1 



 

 

Volume(2xfold) 40.2 50.2 63.5 

Add noise(2xfold) 38.3 44.6 57.3 

Reverb(2xfold) 42.4 45.9 62.7 

Articulation(3xfold) 39.2 48.7 65.4 

Enhance(2xfold) 38.2 42.7 57.1 

Husky(2xfold) 40.0 49.6 65.6 

VC(1.2xfold) 41.8 49.3 63.5 

 

Table 2 shows the experimental result in mismatched conditions. All the data are recorded from 

telephony call-center, broadcast drama, and entertainment programs. And the data recorded from 

broadcast programs include background sound effects. As shown in Table 2, the speech enhancement-

based segmentation approach is slightly better than the noise addition approach.  Sometimes data 

augmentation doesn't work for improving ASR performance when the speaking style in the test 

condition (i.e. broadcast entertainment programs) is much different from the training. As shown in 

Table 2, we can see that the speaking styles in broadcast entertainment programs are more diverse and 

exaggerated than the others. We think that this is related to the emotional state of speakers. 

 

Table 3 – ASR results on Wiener filtered speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 12.4 15.9 11.3 36.2 23.5 17.1 12.4 

Speed(3xfold) 11.6 16.1 11.0 34.2 22.5 16.5 11.8 

Volume(2xfold) 12.1 14.0 11.0 25.1 22.5 14.0 11.7 

Add noise(2xfold) 11.2 12.8 9.6 22.3 19.6 11.8 10.8 

Reverb(2xfold) 11.6 12.7 10.4 19.2 20.1 13.4 11.5 

Articulation(3xfold) 11.6 12.7 10.1 23.7 21.1 13.2 11.5 

Enhance(2xfold) 11.0 12.5 9.7 21.8 19.6 12.0 10.6 

Husky(2xfold) 11.6 12.7 10.1 23.7 21.1 14.4 12.4 

VC(1.2xfold) 12.4 16.4 11.2 32.0 21.8 18.3 12.6 

 

We apply a conventional Wiener filter to perturb speech signals while maintaining linguistic 

information. Table 3 shows that the performance of a E2E ASR system is affected by these tiny 

changes in speech signals.  

 

Table 4 – ASR results on adversarial speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 12.1 20.9 11.7 50.4 26.5 28.8 17.0 

Speed(3xfold) 11.2 19.3 10.8 45.3 25.3 26.3 15.1 

Volume(2xfold) 11.6 18.8 11.4 37.7 24.4 22.6 14.4 

Add noise(2xfold) 10.9 15.1 10.1 26.4 21.2 15.3 12.0 

Reverb(2xfold) 11.1 15.4 10.8 27.7 21.2 21.1 14.2 

Articulation(3xfold) 11.0 16.2 10.5 34.3 22.4 19.7 13.7 

Enhance(2xfold) 10.8 14.5 10.1 26.5 21.0 15.5 11.9 

Husky(2xfold) 11.4 18.2 11.1 36.3 25.5 20.4 14.2 



 

 

VC(1.2xfold) 12.2 21.0 10.9 44.4 25.5 26.8 15.6 

 

Table 4 shows that recognition performance changes after adding a small amount of white noise to 

speech signals. Although the linguistic information in the test sets is slightly affected by the tiny noise, 

the changes in performance are not negligible. As shown in Tables 3 and 4, the ASR model trained by 

enhanced speech data augmentation is more robust to adversarial samples of speech.  

 

Table 5 – ASR results on simulated noisy speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 41.3 62.7 48.2 68.1 57.7 48.5 48.3 

Speed(3xfold) 40.1 62.3 47.0 64.6 53.8 45.9 46.5 

Volume(2xfold) 39.1 59.5 44.7 63.3 54.2 45.4 45.6 

Add noise(2xfold) 20.4 36.4 23.4 42.0 35.3 24.0 23.9 

Reverb(2xfold) 36.1 54.5 42.5 54.3 48.1 42.4 43.1 

Articulation(3xfold) 37.3 56.7 42.1 61.8 53.2 43.2 43.2 

Enhance(2xfold) 20.7 36.8 23.9 42.6 35.9 24.2 24.2 

Husky(2xfold) 37.8 58.4 43.8 61.5 53.7 44.2 44.7 

VC(1.2xfold) 43.1 63.5 49.0 64.5 55.5 48.4 48.5 

 

Table 5 shows the ASR results in noisy conditions. All the test sets  are obtained by artificially 

adding noise sources to original speech signals. However, the noise sources (i.e. sound effects in 

broadcast drama and entertainment programs) are not included in the training phase for correct 

evaluations. 

 

Table 6 – ASR results on simulated reverberant speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 27.3 34.4 23.7 54.2 47.1 31.7 27.8 

Speed(3xfold) 26.5 32.1 21.1 45.7 40.8 26.9 24.8 

Volume(2xfold) 22.3 26.8 19.1 40.7 38.9 25.3 21.2 

Add noise(2xfold) 20.7 29.3 19.6 37.8 37.5 24.0 19.7 

Reverb(2xfold) 13.6 15.3 12.5 22.4 25.2 16.2 13.8 

Articulation(3xfold) 20.6 24.0 18.0 39.1 36.8 22.6 19.2 

Enhance(2xfold) 20.5 30.6 19.5 37.4 37.8 23.5 19.7 

Husky(2xfold) 21.3 26.1 19.3 40.3 39.0 24.7 21.5 

VC(1.2xfold) 27.8 30.9 20.9 44.0 39.1 27.6 24.6 

 

Table 6 indicates the ASR results in simulated reverberant conditions. In this case, the data 

augmentation approach based on RIR filters shows better recognition performance.  

 

Table 7 – ASR results on relatively clean speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 11.9 14.6 10.8 32.5 23.4 15.8 12.1 

Proposed(6xfold) 10.4 11.2 9.7 15.5 18.2 11.5 10.3 



 

 

Proposed+SpecAug(6xfold) 9.8 9.7 8.9 13.7 15.4 10.0 9.3 

 

We combine efficient data augmentation approaches (i.e. additive noise, RIR filtering, hyper- and 

hypo-articulated speech synthesis, and husky voice synthesis) for an ASR model. As a result, the 

proposed training data are 6 times larger than the original. Table 7 shows that a more generalized ASR 

model can be trained by the proposed method. 

 

Table 8 – ASR results on different style and channel (WER, %) 

 Call-center Drama Ent 

No-Aug  43.5 48.7 62.1 

Proposed(6xfold) 39.3 42.8 58.4 

Proposed+SpecAug(6xfold) 31.8 40.0 54.1 

 

People make a phone call to the call center usually when they are in trouble. Broadcasters and 

drama actors also express their emotions when they speak. So, their speaking styles are far from 

neutral. However, it is also seen in Table 8 that the proposed method is also helpful for speech 

recognition with different speaking styles and acoustic channels.  

 

Table 9 – ASR results on Wiener filtered speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 12.4 15.9 11.3 36.2 23.5 17.1 12.4 

Proposed(6xfold) 10.7 11.6 10.0 16.6 17.4 11.6 10.8 

Proposed+SpecAug(6xfold) 9.8 10.0 9.3 14.7 15.5 10.4 10.1 

 

Table 10 – ASR results on adversarial speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 12.1 20.9 11.7 50.4 26.5 28.8 17.0 

Proposed(6xfold) 10.4 12.9 9.7 22.4 19.6 14.6 11.7 

Proposed+SpecAug(6xfold) 9.8 11.1 9.1 19.3 16.7 12.8 10.5 

 

Wiener filtering on a relatively clean signal makes an artifact but ordinary people are hard to 

recognize it. Adversarial speech samples are obtained by adding a small amount of Gaussian white 

noise. Therefore, there is no problem with speech recognition by a human. However, these changes in 

speech signals affect the performance of an E2E ASR system. As shown in Tables 9 and 10, the 

proposed data augmentation is also robust to tiny changes in speech signals.  

 

Table 11 – ASR results on simulated noisy speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 41.3 62.7 48.2 68.1 57.7 48.5 48.3 

Proposed(6xfold) 20.1 35.6 23.9 39.8 34.7 24.5 24.0 

Proposed+SpecAug(6xfold) 17.5 32.5 20.9 35.5 30.2 21.2 21.1 

 

As shown in Table 11, the performance of an ASR system is drastically corrupted in the case of 

simulated noisy conditions without data augmentation. It is obvious that the proposed data 

augmentation+SpecAug is helpful. But, the recognition performance is not enough to satisfy 

commercial requirements. So, automatic speech recognition in the ambient noise condition still 

remains in challenging areas. 



 

 

 

Table 12 – ASR results on simulated reverberant speech data (WER, %) 

 bcast debate present array ai pin stand 

No-Aug 27.3 34.4 23.7 54.2 47.1 31.7 27.8 

Proposed(6xfold) 12.9 14.7 11.7 21.3 24.3 15.3 12.8 

Proposed+SpecAug(6xfold) 11.6 12.9 10.8 18.1 20.2 13.0 11.3 

 

Table 12 shows that the reverberation issue can be handled by the proposed data augmentation 

method. 

4. CONCLUSIONS 

In this paper, we evaluate various data augmentation approaches for ASR and a useful 

augmentation combination is suggested. We hope that our test results are helpful to predict 

performance gain in various ASR tasks when each data augmentation approach is applied. In the future, 

we are going to focus on voice conversion for realistic conversion including more detailed acoustic 

characteristics of target speech since conventional voice conversion is not enough to help the 

performance of an ASR. 
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ABSTRACT 

In this paper, we propose a data-augmented transfer learning method for the purpose of improving the 
performance of speech recognition in the domains with sparse training data where it is difficult to collect 
large amounts of labeled/unlabeled speech data. As the first step, the proposed method augments speech 
corpus of acoustic characteristics such as speaker and channel/noise environment similar to that of the target 
domain using speech corpus of other domains that is relatively easy to collect speech data for training. Next, 
it performs the proposed transfer learning in the form of combination of self-training and teacher/student 
learning using source/augmented speech corpus with input. For evaluation, we performed experiments on the 
AMI corpus task and the call-center speech-to-text (STT) task, and the proposed approach outperformed the 
existing teacher/student-based transfer learning method. 
 
Keywords: Speech recognition, Transfer learning, Data augmentation 

1. Introduction 
The speech recognition system can be expected to achieve optimal performance when it is trained 

on large-capacity data that reflects the matched acoustic characteristics of speakers using the service 
and the noise and channel characteristics that match the service environment. 

However, there are speech recognition services that are difficult to acquire large amounts of 
learning data. For example, there are speech recognition services in which it is difficult to collect 
speech data matching the acoustic characteristics of a speaker's utterance in a large amount, such as 
speech recognition of a specific language targeting non-native speakers who are limited to a small 
number compared to native speakers. As another example, there is a case where the collection of a 
large amount of speech data is limited due to a problem of personal information security, such as 
speech recognition for speech to text in a call-center domain. 

Various approaches have been studied to deal with these difficulties. The most representative 
studies are approaches such as domain adaptation and multi-task learning. Domain adaptation 
approach is based on a source model trained on speech data collected from various environments, 
adapting to a target domain with target task matching the domain [1-4]. Multi-task learning approach 
based on the semi-supervised learning linearly combines cost functions of a deep classifier and a deep 
auto-encoder, and then minimizes the combined cost combination [5,6]. Domain adaptation methods 
are widely applied and have the ability to improve stability and performance. However, to obtain 
satisfactory performance improvement, most domain adaptation approaches require significant 
amounts of domain speech data along with transcription. Multi-task learning methods based on semi-
supervised learning have no additional cost for transcription of target domain speech data, but have 
the disadvantage of requiring a significant amount of un-transcribed speech data in target domain. 

To handle these problems, this work proposes a transfer learning method for speech recognition in 
domains with sparse speech data. The transfer learning method proposed in this paper is a method for 
speech recognition in a domain where it is difficult to collect large volumes of speech data, such as 
non-native speaker speech recognition and call-center speech recognition. For speech recognition in 
domains where it is difficult to collect large-capacity speech data, a native speaker's speech data and 
broadcast speech data, which are relatively easy to acquire large-capacity speech data, are used. In 
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the proposed method, training speech data having acoustic characteristics close to the speaker, noise, 
and channel environment similar to the target sparse data domain is augmented from native speaker's 
speech and broadcast speech data, and the obtained target domain augmented speech data and large-
capacity speech corpus are used as the input training data to perform teacher/student-based transfer 
learning. 

This paper is organized as follows. Section 2 describes our proposed method in detail. Section 3 
describes the experimental setting and results to verify the proposed method. Finally, Section 4 draws 
our conclusions of this study. 

2. Proposed Method 
Figure 1 is the graphical illustration explaining the data augmentation step for the sparse data area 

in transfer learning proposed in this paper [7,8]. 
 

 
Figure 1 – Graphical illustration of the step of data augmentation 

The basic structure is identical to that of a variable autoencoder, which consists of an encoder that infers 
latent variables and a decoder that generates the same output speech as the input based on the latent variables. 
The variable autoencoder applied in this paper has a graph structure composed of properties that vary in short 
units such as phonetic/linguistic content information and properties that vary in units of entire utterances such 
as channel/noise environment and speaker information. It differs from a typical auto-encoder in that it is 
possible to infer each attribute separately [9]. While maintaining the necessary attributes such as 
phonetic/linguistic content information of the transcribed speech corpus that can be collected in a large 
capacity, by replacing other attributes with the channel/noise environment and speaker information attributes 
inferred from the speech data from the target domain with sparse speech data, the target sparse data region 
of voice data is augmented to a large capacity. 

 

 
Figure 2 – Examples of data augmentation into the domain with sparse speech data 

 
Figure 2 shows the results of augmenting speech data through attribute separation and substitution 

with broadcast and call-center speech data as inputs [7,8]. The distribution in the acoustic space 
composed of channel/noise environment and speaker information properties is visually shown through 
t-distributed stochastic neighbor embedding (t-SNE). In Figure 2, red is broadcast speech data, blue 
is call-center speech data, and green is augmented speech data. It can be confirmed that the augmented 
speech data is distributed in the same acoustic space of the call-center speech data composed of the 
same channel/noise environment and speaker information properties while having contents 
information of the broadcast speech data. 

 



 

 

 
 

Figure 3 – The block diagram of the proposed transfer learning method 

Figure 3 shows the block diagram of the proposed transfer learning method for the speech 
recognition in domains with sparse speech data. First, pre-training is performed by applying a small 
amount of training data of the target domain. Next, by the method described above, the target domain 
speech data having similar acoustic characteristics as that of a non-native speakers and call-center 
speech recognition is augmented from the transcribed native speaker's speech and broadcast speech 
data. In the proposed transfer learning, a sophisticated longitudinal speech recognition system trained 
with a large-capacity transcribed speech corpus in the universal domain serves as the teacher, and the 
speech recognition system in the target sparse data domain serves as a student. Learning is performed 
by inputting transcribed and un-transcribed speech data from the universal domain and speech data 
from the target sparse data domain augmented therefrom, respectively. The knowledge transfer method 
in teacher/student learning is a knowledge distillation learning method that learns by transferring the 
posterior distribution of the end of each system [10]. 

3. Experimental Results 

3.1 AMI meeting corpus task 
In order to verify the proposed method, we evaluated the performance on the ASR task on the AMI 

meeting corpus composed of the speech data with near/far channels for each speaker's utterance. The 
variable auto-encoder was trained using the AMI meeting corpus, and through this, the speech data 
with the channel characteristics of the long-distance channel speech data (Single Distance Microphone 
1, SDM1) was augmented, while having the contents information of the short-distance channel speech 
data (Independent Headset Microphones, IHM) which is capable of being collected with large amounts. 
The model trained by the proposed transfer learning method with data augmentation was compared 
with a model trained only with far-channel voice data (SDM1), and a model trained with a 
conventional teacher/student-based transfer learning method using short-channel and far-channel 
speech data as inputs. We used ESPnet, an open source end-to-end ASR platform [11] to train the end-
to-end ASR in all of the experiments. Table 1 shows the recognition performance results for the 
evaluation set (Eval set) and the development set (Dev set) of the far-channel speech data (SDM1). 
The performance indicated in Table 1 corresponds to the character error rate. 

 

Table 1 – Comparison of character error rate (%) on the AMI meeting corpus task 

Model Eval set Dev set 

SDM1 only 47.6 44.8 

Conventional T/S 45.0 42.1 

Proposed T/S 41.3 38.2 

Error Reduction Rate 13.2 14.7 

 
As confirmed in Table 1, the model trained by the teacher/student-based transfer learning method 

with the short-distance channel speech data (IHM) and the long-distance channel speech data (SDM1) 



 

 

shows improved performance compared to the model trained only with the far channel voice data 

(SDM1) [8]. When the proposed transfer learning method with data augmentation is applied, it can be 
seen that there is an additional performance improvement of 13.2% and 14.7% in error reduction rates 
in the evaluation set and development set, respectively, compared to the conventional teacher/student-
based transfer learning. 

3.2 Call-center STT task 
In order to verify the proposed method to the ASR on the domain sparse speech data, we evaluated 

the performance on the ASR task on the call-center STT task. First, 500 hours of call-center data were 
applied for pre-learning. Thereafter, paired data for teacher-student learning was generated by 
augmenting target domain speech data through attribute separation and substitution using 3,000 hours 
of broadcast speech data. The student model obtained through pre-learning is file-tuned by the 
sophisticated teacher model trained with a large-capacity transcribed speech data using broadcast 
speech data and sparse speech domain data augmented based on attribute separation and substitution 
as input training data. From Table 2, it can be seen that there is a performance improvement of 14.6% 
in the error reduction rate compared to the performance obtainable through pre-learning. 

 

Table 2 – Comparison of character error rate (%) on the call-center STT task 

Model Eval set 

Pre-trained 31.5 

Proposed T/S 26.9 

Error Reduction Rate 14.6 

 

4. Conclusions 
In this paper, we propose a transfer learning method to improve speech recognition performance 

in the domain where training data is sparse, where it is difficult to collect a large amount of 
labeled/unlabeled speech data. For evaluation, experiments were performed on the AMI corpus task 
and the call-center speech-to-text (STT) task, and the proposed approach improved performance by 
13.2% and 14.6% in the evaluation set compared to the conventional teacher/student-based transfer 
learning method and pre-trained model. 
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ABSTRACT
This paper proposes an interleaved self-training using adversarial augmentation for semi-supervised end-to-
end automatic speech recognition (ASR) model training. As a method to use unlabelled speech corpora for
ASR model training, a consistency regularized self-training is a common approach, which uses the model’s
highly confident predictions of weakly augmented data as target labels for strongly augmented versions of
the same data. It means that augmentation and training strategy are important, and it is desirable to sample
the augmented data around the decision boundary in classification problems. Even though there are various
speech augmentations techniques such as speed perturbation, noise addition, channel distortion and so on, these
methods are not directly concerned with generating augmented data around decision boundaries. Therefore,
to handle the issue, we propose to use adversarial augmentation which generates examples misclassified by
a model, and we also investigate batch-wise interleaved training strategy to prevent ASR model overfitted to
unlabelled data. The proposed approach was evaluated on the Wall Street Journal task domain. The experimental
results show that the proposed method is effective by reducing the character error rate from 10.4% to 6.8%.

Keywords: Automatic speech recognition, Semi-supervised learning, Consistency regularization, Adver-
sarial example

1 INTRODUCTION
Automatic speech recognition (ASR) systems using end-to-end models have recently become popular because
of their simplicity and state-of-the-art performance. They can integrate separate acoustic, pronunciation, and
language models into a single neural network [2, 7, 6], and outperform conventional ASRs in certain general
tasks [7]. Despite these models’ popularity, there are some problems for practical use. One of these problems is
a shortage of labeled training corpora. A large amount of labeled data is necessary for end-to-end ASR systems
to achieve high performance [1, 22, 12, 3, 13]. However, it is expensive and time consuming job to collect
a large amount of labeled speech corpus, whereas it is cheap and easy to collect unlabeled speech corpus in
public. Therefore, to handle the shortage of labeled corpora, semi-supervised training approaches have been
actively conducted as a way to exploit unlabeled corpora.

Although various semi-supervised end-to-end ASR training methods have been proposed, the following ap-
proaches are related to our proposed method. The first approach is pseudo-labeling or self-training, which gen-
erates machine transcriptions for unlabeled speech data using a pre-trained ASR systems [14, 31, 16, 32, 15].
The second approach consists of methods that use multi loss minimization. For example, shared encoder loss is
composed of cross-entropy loss for labeled data and reconstruction loss for unpaired speech/text data, and di-
vergence loss for embedding space between speech and text [13], and cycling loss is composed of cross-entropy
loss and reconstruction loss by integrating ASR and Text-to-Speech (TTS) or Text-to-Encoder (TTE) [12, 27].
The third approach is based on reinforcement learning (RL). The RL-based method focuses on rewarding an
end-to-end ASR to generate more sensible sentences for both labeled and unlabeled speech data [11]. The
fourth approach is consistency regularization which uses highly confident pseudo-labels of weakly augmented
data as target for strongly augmented version of the same data [5, 4, 25].
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This work was based on consistency regularization and our contributions can be summarized as follows:

• We use adversarial augmentation instead of domain-dependent strong augmentation

• We generate k-best pseudo-labels for original unlabeled data instead of using weakly augmented data

• We use interleaved training strategy.

The rest of this paper is organized as follows. Section 2 briefly describes semi-supervised end-to-end ASR.
Section 3 reviews the consistency regularization. Section 4 details our proposed approach. Section 5 presents
the experimental setting and results. Section 6 concludes the paper and discusses future works.

2 SEMI-SUPERVISED END-TO-END ASR
In this section, we briefly review end-to-end ASR systems based on an encoder-decoder architecture and general
semi-supervised training problems.

2.1 end-to-end ASR
In this work, an end-to-end ASR system is composed of an encoder-decoder architecture. The system es-
timates the posterior probability Pθ (y|x), where x = {x1,x2, . . . ,xT} is a sequence of input feature vectors,
y = {y1,y2, . . . ,yN} is a sequence of output characters, and θ denotes the model parameters. The posterior
probability Pθ (y|x) is factorized as follows:

Pθ (y|x) =
N

∏
n=1

Pθ (yn|y1:n−1,x) (1)

where y1:n−1 is the sub-sequence {y1,y2, . . . ,yn−1}, and Pθ (yn|y1:n−1,x) is calculated by the encoder-decoder
network as follows [12, 19]:

H = enc(x) (2)
cn = Attention(an−1,H) (3)
yn = dec(cn,y1:n−1) (4)

where H is a sequence of state vectors of the encoder’s top layer for a given x, an is an attention weight vector,
and cn is a context vector integrated using all encoder outputs H by the attention mechanism. In recognition,
inference is conducted through beam search using an external language model, pLM(y), as follows [28, 34]:

ŷ = argmaxylogPθ (y|x)+β logPLM(y) (5)

where β is the language model scale.

2.2 Semi-supervised ASR training problem
The semi-supervised end-to-end ASR training problem is tackled with a general optimization problem to find
model parameters θ̂ , that minimizes the loss function, L (θ), for given labeled data, (Xl ,Yl), and unlabeled
speech data, (Xu), and text data (Yu), as follows:

θ̂ = argminθ Ls(Xl ,Yl ;θ)+ γLu(Xu,Yu;θ) (6)

where Ls(Xl ,Yl ;θ) is the labeled data loss, Lu(Xu,Yu;θ) is the unlabeled data loss, and γ is a scalar hyper-
parameter denoting the relative weight of the unlabeled data loss. In general, cross entropy loss is used for
labeled data loss. So, the semi-supervised ASR training problem can be approached by how to define unlabeled
data loss Lu(Xu,Yu;θ).



3 CONSISTENCY REGULARIZATION
For unlabeled data loss, consistency regularization can be defined as follows:

Lu =
1
U

U

∑
u=1

1(max(qu ≥ τ))H(ŷu,Pθ (y|A (xu)) (7)

where A () is statistically strong augmentation, and ŷu is pseudo-label for unlabeled data xu as follows:

ŷu = argmaxy(qu) (8)

where qu is
qu = Pθ (y|α(xu)) (9)

In other words, consistency regularization is characterized by how to define weak augmentation α(), strong
augmentation A (), and the threshold τ .

4 Proposed semi-supervised learning
In this section, we describe the proposed approach in detail. For simplicity, we use fθ (x) = argmaxylogPθ (y|x)
in the following.

4.1 Adversarial examples
An adversarial example is an example misclassified by a model, but it is only slightly skewed from the original
correctly-classified one [9]. Such examples can be generated by adding some well-designed small perturbations
to the original examples as follows:

xadv
i = xi +δi (10)

y∗i 6= fθ (xadv
i ) (11)

‖δi‖� ‖xi‖ (12)

In this work, we used a popular method, the fast gradient sign method (FGSM), which is a linear perturbation
that adds an imperceptibly small vector whose elements are equal to the sign of the elements of the gradient of
the cost function with respect to the input proposed by [9, 26, 29].

δ FGSM
i = ε sign∇xiH(y∗i , fθ (xi))

Figure 1 shows an adversarial example generated by setting ε = 0.5 for original features whose ε = 0.0.
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Figure 1. An FGSM example of an 83-dimensional filter bank with pitch features



4.2 Proposed semi-supervised training procedure
Algorithm 1 describes the proposed training procedure. The algorithm consists of pre-training, and interleaved
training. Pre-training was performed to build a robust seed model using the labeled data and their adversarial
examples scaled by ε1. Semi-supervised training was then performed in an interleaved way for labeled and
unlabeled data [20, 18]. The batch size of the labeled data and unlabeled data was the same. Since the number
of unlabeled data batches, Nu, was much larger than that of the labeled ones Nl , we cycled the labeled data.
The unlabeled data was processed first to avoid additional fine-tuning for the validation test at the end of each
epoch. Standard cross entropy was used as a loss function for both the labeled and unlabeled data. For the
labeled data, cross entropy loss was used between ground truth labels and model predictions from the original
labeled data. For the unlabeled data, cross entropy loss was also used between highly confident top-k pseudo-
labels of the original unlabeled data and adversarial examples from the same unlabeled data.

The proposed algorithm is controlled by five hyper-parameters: ε1 controls the intensity of adversarial ex-
amples for pre-training, τ controls the pseudo-label pruning threshold, γ controls the contribution of unlabeled
data loss, ε2 controls the intensity of adversarial examples for interleaved training, and k controls the number
of pseudo labels.

Algorithm 1 Proposed semi-supervised training procedure

Require: A training set (Xl ,Yl),(Xu), θ0

1. Adversarial pre-training
1: while not converged do
2: for i = 1 to Nl do
3: Select labeled data (xi,y∗i ) ∈ (Xl ,Yl)
4: θt+1← θt −αt∇θ H(y∗i , fθ (xi))
5: xadv

i ← xi + ε1∇xiH(y∗i , fθ (xi))
6: θt+1← θt −αt∇θ H(y∗i , fθ (xadv

i ))
7: end for
8: end while

2. Interleaved semi-supervised training
1: while not converged do
2: for i = 1 to Nu do
3: Select unlabeled data xi ∈ (Xu)
4: ŷ = argmaxkPθ (y|xi)
5: for j = 1 to k do
6: if log(Pθ (ŷ j|xi))/T ≥ log(τ) then
7: xadv

i ← xi + ε2∇xiH(ŷ j, fθ (xi))
8: θt+1← θt −αtγ∇θ H(ŷ j, fθ (xadv

i ))
9: end if

10: end for
11: j = i (mod Nl)
12: Select labeled data (x j,y∗j) ∈ (Xl ,Yl)
13: θt+1← θt −αt∇θ H(y∗j , fθ (x j))
14: end for
15: end while

5 Experiments
5.1 Settings
We used the Wall Street Journal (WSJ) dataset LDC93S6B and LDC94S13B [21] to evaluate the proposed
training approach. The dataset is composed of a small 15-hour (7138 utterances) dataset called si84, and a large
81-hour (37416 utterances) dataset called si284. We used si84 as a labeled dataset and si284 as an unlabeled
dataset. We employed the official test dataset dev93 for a hyper-parameter and decoding parameter search and
eval92 for performance evaluation. An 83-dimensional filter-bank with pitch features were used as the input
feature. The encoder-decoder network utilized location-aware attention [2, 8]. The encoder comprises six bi-
directional Long Short Term Memory (LSTM) layers [6, 23, 24] each with 320 units and the decoder comprises
one (uni-directional) LSTM layer with 300 units. The cross entropy and Connectionist Temporal Classification
(CTC) [1, 10, 17] objective was optimized using AdaDelta [33] with an initial learning rate set to 1.0. The



training batch size was 10 and the number of training epochs was 15. ESPnet [30] is used to implement and
execute the experiments.

We pre-trained a seed model with the si84 dataset in an adversarial training manner and then retrain the
model with the labeled si84 and unlabeled si284 datasets in a semi-supervised manner. The performance was
measured in terms of character error rates (CER) without a language model, and the performance is compared
between three conventional methods: shared encoder [13], cycle consistency loss [3], and RL-based method
[11].

5.2 Baseline performance
Table 1 shows the performance of the baseline systems or seed models trained only on the si84 corpus.
The shared encoder [13] and cycle consistency [3] reported 15.8% and 10.2% CERs, respectively. Our re-
implementation of the end-to-end model of the shared encoder and supervised training achieved a CER of
10.4%. The difference in CERs were due to the different numbers of encoder layers, decoder units, batch sizes
and numbers of epochs. When using adversarial training, 8.7% CER was achieved. Figure 2 shows CERs on

Table 1. CERs(%) of baseline systems trained using WSJ-SI84 dataset

System dev93 eval92
Shared encoder [13] 25.4 15.8
Cycle consistency [3] - 10.2
Reinforcement learning [11] 15.2 10.4
This work 15.2 10.4
+ Adversarial training 14.3 8.7

different ε1. According to the baseline results, we performed semi-supervised training by fixing ε1 = 0.05.
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Figure 2. CERs(%) of adversarial training for different ε

Table 2. CERs(%) by hyper-parameters

τ ε2 γ k dev93 eval92 τ ε2 γ k dev93 eval92
0.875 0.04 0.04 1 10.7 6.8 0.9 0.04 0.04 2 10.9 7.0
0.875 0.04 0.06 1 10.7 6.9 0.85 0.04 0.04 1 11.0 7.3
0.875 0.04 0.05 2 10.8 7.0 0.85 0.04 0.04 2 11.0 7.3



5.3 Semi-supervised training performance
In this experiment, we measured the performance of the proposed approach by varying the hyper-parameters in
the range τ = {0.825,0.85,0.875,0.9}, ε2 = {0.03,0.04,0.05}, γ = {0.03,0.04,0.05,0.06}, k = {1,2,3,4}, and
Table 2 shows the top performances for eval92 and dev93 sorted by CERs. Table 3 shows the best performance
of the reported and proposed methods. The proposed method achieved 6.8% CER with the ε1 = 0.05,k = 1,τ =
0.875,ε2 = 0.04,γ = 0.04 setting.

Table 3 also shows the importance of seed model accuracy. The CER increases from 6.8% to 8.7% when
using a less accurate seed model. It can only achieve 7.8% even when re-tuning the hyper-parameters in semi-
supervised training.

Table 3. Semi-supervised training performance using WSJ-SI84 and WSJ-SI284

System dev93 eval92
Shared encoder [13] 24.8 14.4
Cycle consistency [3] 9.1
Reinforcement learning [11] 13.0 8.7
The work 10.8 6.8
Without adversarial pretraining 12.6 8.7

+ higher threshold (τ = 0.9) 12.1 7.8

As shown in Table 2, the best performance for the eval92 test set was achieved by using a 1-best pseudo-
label, but it seems reasonable to use 2-best pseudo labels in practice due to best and stable performance for
the dev93 set. ε2 showed the best contribution at 0.04, but the γ parameter showed little correlation with
performance in this experiment.

6 Conclusions
This work proposes a semi-supervised end-to-end ASR training approach based on the consistency regularization
and adversarial augmentation. Although we share the idea of consistency regularization between highly confident
pseudo-labels of weakly augmented data and predictions of strongly augmented data, our implementation details
are different. We used n-best pseudo labels and adversarial augmentation instead of domain specific weak and
strong augmentation. We also used an adversarially pre-trained seed model to improve robustness.

We evaluated the proposed approach in the WSJ domain. The experimental results showed a significant
character error rate reduction from 10.4% to 6.8%. The results demonstrate that confidence threshold τ is the
most important parameter, followed by the k number of pseudo labels.

Although the proposed method is effective, it has some issues. One is that it requires high computational
costs because it must evaluate whole end-to-end ASR systems at least twice to generate pseudo-labels and adver-
sarial examples. The other is related to which augmentation is more suitable for weak and strong augmentation.
In future studies we intend to investigate these two issues.
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ABSTRACT
Pre-trained speech models such as wav2vec 2.0 show decent performance for in-domain transfer learning scenar-
ios. However, those models are not robust to domain discrepancy between pre-training and fine-tuning corpora.
Preparing a new in-domain pre-trained model could be a naive solution, but it requires huge amounts of speech
corpus and computational burdens. Thus, how to conduct transfer learning with off-the-shelf pre-trained models
with restricted amounts of out-of-domain data becomes a crucial issue to enhance the usability of pre-trained
models. Based on this motivation, in this paper, we present an extensive comparative study on out-of-domain and
resource-scarce (i.e., semi-supervised) fine-tuning setups using the wav2vec 2.0 model. In addition, we present
self-training results of small in-domain corpus and large out-of-domain corpus. We consider three native-to-
nonnative (i.e., pre-train-to-fine-tune) corpora for automatic speech recognition (ASR) task, which are English
spoken by Korean, Japanese, and Indian. Comparative evaluation results show that the ASR accuracy with 100
hours (10 hours labeled) in-domain data is better than that of 60k hours (960 hours labeled) out-of-domain data.
Our experimental results would be a useful benchmark for researchers who are interested in utilizing pre-trained
speech models in practice.

Keywords: Automatic speech recognition, Unsupervised learning, Semi-supervised learning, Domain shift,
Transfer learning

1 INTRODUCTION
1.1 Backgrounds
With the rise of deep neural networks (DNNs), various recognition tasks have been widely addressed by means
of data-driven manners. Automatic speech recognition (ASR) is one of the representative tasks, and the early
works are focused on substituting traditional acoustic models with deep networks. In DNN-HMM models [1],
the Gaussian mixture model (GMM) of traditional GMM-HMM models is replaced by the DNN module. Sub-
sequently, end-to-end (E2E) models [2–4] are proposed as the fully DNN-based ASR framework. Those DNN-
based frameworks demonstrate dramatic performance improvement of ASR, but large-scale annotated corpus
is required for training. Preparing large-scale paired data (i.e., collecting audio files with corresponding tran-
scriptions) is not only time-consuming and but also costly. To alleviate annotation costs, several recent studies
are focused on representation learning for ASR model, which aims to learn feature representation by means
of unsupervised learning. Several representative ASR pre-training models are contrastive predictive coding [7],
HuBERT [8], wav2vec [9], wav2vec 2.0 [10], and data2vec [12].

Among those pre-trained models, wav2vec 2.0 [10] is the first framework which demonstrates that pre-
training with large-scale raw audios followed by fine-tuning with small-scale transcribed audios can lead to state-
of-the-art ASR. The encoder of wav2vec 2.0 consists of a multi-layer convolutional network and a Transformer
network with multiple self-attention blocks [5]. For fine-tuning and inference stages, the network is attached
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with a linear projector which is trained via the connectionist and temporal classification (CTC) loss [6]. The
training process of wav2vec 2.0 is composed of pre-training and fine-tuning stages. In the pre-training stage,
the model is induced to predict the correspondence of masked contextualized representation (i.e., Transformer
output) and convolutional representation. In the fine-tuning stage, a linear projector is added on the top of the
encoder and trained with the CTC loss. The output dimension of the linear projector is equal to the number of
class tokens. According to the literature [10], the wav2vec 2.0 model requires around 100 times less amount
of transcribed data (1 hour versus 100 hours) for fine-tuning to obtain a comparable ASR accuracy with the
previous state-of-the-art ASR model.

1.2 Motivation
Though the wav2vec 2.0 model demonstrates its robustness to small-scale transcribed data, its performance
improvement is limited to in-domain scenarios. In other words, the wav2vec 2.0 model assumes that the domain
characteristic of speech data for pre-training should be similar to that of fine-tuning speech data. For example, in
[10], the Librivox corpus (LV-60k [14]) is adopted for pre-training and the Librispeech (LS-960h [13]) corpus is
used for fine-tuning. Both datasets share similar domain characteristics, i.e., English dictation spoken by native
speakers. Apart from this example, every experiment in [10] considers in-domain setups, posing a question on
the robustness of the wav2vec 2.0 model to domain shift.

In [11], a comparative study on the out-of-domain (OOD) fine-tuning scenarios of wav2vec 2.0 is addressed.
The study considers scenarios that pre-training with dictational speaking corpus and fine-tuning with conversa-
tional speaking corpus. The results show that the wav2vec 2.0 model is fragile to domain shift (i.e., different
speaking styles), and several empirical approaches are addressed to relieve the problem. However, the empirical
observations in [11] are focused on the pre-training stages of wav2vec 2.0 models, overlooking the costs for
preparing large amount of computational resources and pre-training data. In practice, there may be needs for
adopting off-the-shelf pre-trained wav2vec 2.0 models and fine-tuning on their own transcribed data.

1.3 Contributions of this work
To address the above-mentioned issue, in this paper, we consider various fine-tuning schemes for cost-effective
usage of the wav2vec 2.0 model on OOD scenarios. Based on a given pre-trained wav2vec 2.0 model and
resource-scarce (i.e., semi-supervised) setups, we explore the optimal fine-tuning approach for ASR. To this end,
we consider three native-to-nonnative datasets for ASR task, which are English spoken by Korean, Japanese,
and Indian. In addition, we report various analysis on pre-training schemes such as incremental pre-training on
small-scale splits and pre-training on a dataset of different language yet same accent. The following sections
are as follows. In Sec. 2, we explain experimental setups. In Sec. 3, we report experimental results along with
analysis and observations. In Sec. 4, concluding remarks and future research directions are given.

2 EXPERIMENTAL SETUPS
2.1 Datasets
For comparative study on various OOD scenarios, we select three datasets, which contain English spoken by
Korean, Japanese, and Indian, respectively. Nonnative speakers have a different speech style leading to domain
shift. For Korean English, we use Korean speaker files in the AESOP corpus [15] which we denote as K-
AESOP. For Japanese and Indian English, King-ASR-050 [16] and King-ASR-383 [17] are used, respectively.
Special characters (e.g., <non>, <spk>, <nps>) in the transcriptions are removed. For King-ASR-050, only
the first channel is adopted for the experiment. The statistics of the corpora are summarized in Table 1. To
investigate results on smaller transcribed subsets, we generate 1-hour and 10-hours splits by randomly selecting
audio files.

For further investigation on pre-training corpus, which is addressed in Sec. 3.2, we use our Korean dicta-
tional speech corpus called R6. The Korean R6 corpus contains around 12k hours of speech data, and we adopt
them for unsupervised pre-training of the wav2vec 2.0 large model. Following [10], we selected speech files
whose length is longer than 2 seconds and shorter than 20 seconds. The statistic of the corpus is summarized
in Table 2. The total duration of the audio files after the selection becomes around 11k hours.



Table 1. Statistics of speech corpora for transfer learning

Nationality (Accent) Dataset Number of utterances (train/dev/test)

Korean K-AESOP [15] 26,599 (53h) / 1,000 / 1,000

Japanese King-ASR-050 [16] 60,074 (89h) / 2,000 / 2,000

Indian King-ASR-383 [17] 79,892 (98h) / 2,000 / 2,000

Table 2. Statistic of Korean R6 corpus for wav2vec 2.0 pre-training

2∼3 sec 3∼4 sec 4∼5 sec 5∼10 sec 10∼15 sec 15∼20 sec Total

Num. files 2,614,896 1,873,127 1,349,538 2,504,122 279,622 35,249 8,656,554

Duration (hours) 1788.4 1806.7 1675.6 4661.5 903.3 164.6 11000.1

2.2 Pre-trained models
For fine-tuning on the nonnative speech datasets, we adopt the publicly released LV-60k large model which is
pre-trained on the Libri-Light corpus [14] (53k hours without transcription). The LV-60k model is used for
supervised and semi-supervised fine-tuning experiments by adding a linear projection layer whose length is the
number of class tokens. Following [10], the number of class tokens is set to 28, including uppercase alphabets
along with space and apostrophe characters.

For comparative study on pre-training corpus in Sec. 3.2, the same model (i.e., wav2vec 2.0 large model)
is pre-trained from scratch with the R6 corpus. The training process took around 6 weeks using 16 A6000
GPUs. Since the R6 model is pre-trained on Korean, its feature representation conceives Korean accents, which
is closely related with the accents of Korean English.

2.3 Fine-tuned models
For empirical study, two kinds of fine-tuned models are compared, i.e., native and nonnative models. A ‘native
model’ indicates a fine-tuned model which is trained on native speaker corpus. Since the target domain is
nonnative speakers, the native speaker corpus involves domain discrepancy (i.e., OOD). In this work, we adopt
four native models, which are fine-tuned on Librispeech 100h/960h (denoted as LS-100 and LS-960) and further
self-trained on LV-60k (denoted as LS-100+ST, LS-960+ST).

A ‘nonnative model’ is a fine-tuned model which is trained on nonnative speaker corpus. For each of the
three nationalities, we make three transcription splits, i.e., 1h, 10h, and overall splits. The nonnative models are
trained by in-domain transcribed speech data, but the amount of training data is much smaller than that of the
native models.

2.4 Semi-supervised fine-tuning
Due to the cost of transcribing speech files, a training corpus is often given as partially transcribed. To address
this practical situation, we conduct semi-supervised transfer learning by means of pseudo labeling [18]. To this
end, we propose a simple transfer learning curriculum as follows. First, the LV-60k pre-trained model is fine-
tuned on transcribed speech data, e.g., Korean English 1h, 10h. Second, raw audio files are transcribed with
the fine-tuned model (i.e., pseudo-labeling). Finally, the pre-trained model is trained on both of ground-truth
transcribed and pseudo-labeled speech data.

2.5 Implementation details
For all experiments, we used the Fairseq toolkit [19]. For fine-tuning and semi-supervised transfer learning,
the maximum iteration is 50K and learning rate is 3e-5. The rest of the setups are identical to [10]. For pre-
training, we used the same parameters as [10] such as masking frequency and quantization. For decoding, we
adopt viterbi decoder with beam size 50.



3 EXPERIMENTAL RESULTS AND ANALYSIS
3.1 Supervised and semi-supervised fine-tuning results
The ASR results of Korean, Japanese, and Indian English corpora are reported in Table. 3, 4, and 5, re-
spectively. In the tables, the ‘out-of-domain’ results are word error rates of author-released models, which are
fine-tuned and self-trained (ST) by the native speech corpus. In the out-of-domain results, ‘+ST’ indicates self-
training on the Libri-Light corpus. The ‘in-domain’ results are obtained by fine-tuning and self-training on each
nonnative speech corpus. For every case, the ASR accuracy of small-scale in-domain training data is better than
that of large-scale out-of-domain training data. Specifically, 10h of in-domain transcribed data leads to better
ASR accuracy than LS-960h+ST. The ASR accuracy on 1h of in-domain transcribed speech data is competitive
to that of LS-960h+ST. For in-domain setups, self-training with pseudo labeled in-domain data leads to the
better ASR accuracy.

Based on the above results, we can find the following empirical observations. First, despite of the huge
scale of pre-training (LV-60k) and fine-tuning data (LS-960h), the wav2vec 2.0 model is not robust to domain
shift, showing abrupt performance degradation on OOD test corpus. Second, additional transcribed data are
much more effective than raw data (for pseudo labeling) for performance enhancement. For example, for Indian
English in Table 5, collecting 9h of transcribed data lead to much greater WERR than 97h of pseudo labeled
data. Finally, the error rates are reduced as the amount of transcribed data is increased. This indicates that the
magnitude of transcribed data is important for OOD application of the wav2vec 2.0 model.

Table 3. Comparision of ASR error rates (%) - Korean English

out-of-domain in-domain

FT split CER WER WERR via ST FT split CER WER WERR via ST

LS-100h 11.5 21.2 - 1h 8.2 17.8 -

LS-100h+ST 9.9 17.8 16.0 1h+ST 8.0 16.4 7.9

LS-960h 9.8 17.5 - 10h 1.6 3.9 -

LS-960h+ST 9.3 16.3 6.9 10h+ST 1.5 3.7 5.1

All (53h) 1.0 2.4 -

Table 4. Comparision of ASR error rates (%) - Japanese English

out-of-domain in-domain

FT split CER WER WERR via ST FT split CER WER WERR via ST

LS-100h 14.9 28.9 - 1h 9.3 20.5 -

LS-100h+ST 11.3 21.6 25.3 1h+ST 7.4 17.0 17.1

LS-960h 11.3 21.7 - 10h 4.8 9.5 -

LS-960h+ST 10.1 19.3 11.1 10h+ST 4.1 8.3 12.6

All (89h) 3.6 6.7 -

3.2 Comparative study on pre-training corpus
Since the target domain in our setup is nonnative English, a speech signal of the target training corpus may con-
ceive accents of its native language. For example, a Korean English speech signal covers an English sentence,
yet it has Korean accents. To investigate which of the two components is more significant, a comparative study



Table 5. Comparision of ASR error rates (%) - Indian English

out-of-domain in-domain

FT split CER WER WERR via ST FT split CER WER WERR via ST

LS-100h 9.4 22.1 - 1h 8.5 22.2 -

LS-100h+ST 7.1 16.8 24.0 1h+ST 7.0 18.9 14.9

LS-960h 7.2 17.2 - 10h 4.9 12.2 -

LS-960h+ST 6.6 15.6 9.3 10h+ST 4.2 10.9 10.7

All (98h) 4.0 10.1 -

on pre-training corpus is conducted. In Table 6, comparative evaluation results on the two pre-trained models
are reported. As we can see, the higher accuracy is obtained by the English pre-trained model (LV-60k). This
implies that language correspondence is more significant than accent similarity for ASR accuracy.

Table 6. Comparision of ASR error rates (%) on the two pre-trained models

LV-60k Korean-R6-11k

FT split CER WER CER WER

1h 8.2 17.8 16.4 33.6

10h 1.6 3.9 4.8 12.2

53h 1.0 2.4 2.5 6.4

3.3 Incremental pre-training with small corpus
To investigate the impact of pre-training on in-domain data, we conducted incremental pre-training on each
corpus. To be specific, incremental pre-training is conducted on the LV-60k large model, and the model is
subsequently fine-tuned on each transcribed data. However, this approach causes catastrophic forgetting after
pre-training, leading to performance degradation after fine-tuning. We expect that the performance degradation
is due to the lack of pre-training data. Thus, vanilla pre-training on a small corpus is not encouraged for OOD
applications.

4 CONCLUSION AND FUTURE WORK
In this paper, we presented an extensive comparative study on out-of-domain and resource-scarce (i.e., semi-
supervised) fine-tuning setups using the wav2vec 2.0 model. We considered three native-to-nonnative (i.e.,
pretrain-to-finetune) corpora for automatic speech recognition (ASR) task, which are English spoken by Ko-
rean, Japanese, and Indian. Comparative evaluation results show that the ASR accuracy with a small amount
of in-domain data is much more effective than large amount of out-of-domain data. We believe that our re-
sults would be a useful benchmark for researchers who are interested in applying large-scale pre-trained speech
models such as wav2vec 2.0 to with a restricted amount of transcribed speech data.
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Knowledge distillation learning for the lightweight dynamic convolution in
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ABSTRACT
This paper presents a Knowledge Distillation (KD) learning for a dynamic convolution in the front end. In our
previous work, we confirmed that applying a dynamic filtering to the front end of a classifier would improve the
performance of the classification in noisy environments. The main goal of this study is to develop a Relational
Knowledge Distillation (RKD) framework for dynamic convolution. The teacher model consists of six layers of
dynamic convolution. The student model is constructed with a single layer of dynamic convolution, trained by
the RKD loss and classifier loss. For performance evaluation, the experiments are carried out by a classification
task using Keyword Spotting (KWS). The experimental results show that the proposed KD method improves the
KWS performance in noisy environments over the baseline student model, which is trained only by the classifier
loss.

Keywords: Sound classification, Knowledge distillation, Light weight, Dynamic convolution, Key word
spotting

1 INTRODUCTION
Recent speech-based Artificial Intelligence (AI) and sound classification made advances by deep learning archi-
tecture, neural networks with high computational power (many parameters and FLOPS.) [13, 12, 4]. Keyword
Spotting (KWS) to wake up AI system thus is applied to real stream speech applications [16]. The KWS ap-
plied to the real streaming under an on-device environment should be minimally designed for model efficiency,
and to this goal, various small footprint models made advances. For memory-efficient Convolutional Neural
Networks (CNN), a Depth-Separable Convolution (DSConv) [31] and a temporal 1D CNN models [1, 14] show
reasonably acceptable performance with relatively low computational power over conventional CNN model. In
addition, raw audio based deep learning models [11, 17, 29], Neural Architecture Search (NAS) [18, 30] and
far-field data augmentation [3] have been developed.

In our earlier work [7], we proposed a small footprint dynamic convolution in the front-end as a feature
extractor. By utilizing a dynamic filter framework, we generate weights of the CNN via another neural network.
Unlike the general dynamic convolution process that would produce a CNN kernel for each patch unit, we
split the filter generator process into two branches (pixel-level and instance-level). This two-branch method
would reduce all computational costs over the conventional method. Although the proposed model would show
robust results in unseen noise environments, the performance might be further improved by using a Multi-layer
operation [9]. However, applying Multi-layer Dynamic Convolution (MDC) requires high computational power
over a Single layer Dynamic Convolution (SDC). This paper thus explores a Knowledge Distillation framework
for the lightweight dynamic convolution model [7]. We assume that the MDC model as teacher model and
leading the SDC model produce similar output to the MDC model. To this end, we first train the MDC
(teacher model) and classifier by using the classifier loss (Cross-Entropy (CE) loss between a prediction and its
label). Then, the SDC model (student model) is trained with fine-tuned classifier by using the classifier loss and
distillation loss of the classifier embedding between the teacher model and student model. We utilize Relational
Knowledge Distillation (RKD) metric for the distillation loss.
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Figure 1. Model structure of our proposed lightweight model.

The KWS experiments are carried out on Speech Command datasets v1 and v2 [26]. In unseen noise
situations, we compare our method to tiny footprint KWS models and other KD methods [21, 20]. In the
WHAM [27] 0dB scenario, our proposed method shows improved performance over the SDC model, which is
trained only by CE loss.

2 RELATED WORKS
2.1 Dynamic filter model
Dynamic Filter Network (DFN) is an adaptive deep neural network architecture [6] that generates weights of a
neural network by the learning process. In the part of a filter generator, weights are produced from input data,
and the subsequently generated weights are employed to compute the deep learning operations with the input
data, which is utilized to produce the weights. As the weights are driven from input data, the weights of the net-
work get updated by the input. As a result, it would make the deep learning model more robust and flexible to
various domains of applications. Kim et al. [9] proposed a convolution-based dynamic filter network to enhance
salient features from the unseen noisy audio stream, and their experimental results showed that their approach
outperforms conventional feature enhancement methods. Fujita et al. [2] also utilized a dynamic filter-based
method for a lightweight ASR model. They confirmed that applying dynamic convolution to the decoder part
in the encoder-decoder model improves accuracy and reduces computational load over transformer[25] based
models. Although dynamic filter-based approaches have shown progressive results, the implementation typically
requires high computational cost as the weights are produced depending on each basis. In our earlier work
[8, 7], we employed the concept of Decoupled Dynamic Filter (DDF) [32] from computer vision to address
this issue. Instead of a single filter to take up the channel-spatial features directly, DDF divides the filter into
two parts: channel and spatial. The channel-wise filter applied 1-D convolution to produce the channel weights,
while the spatial part used a simple global average pooling and Fully Connected (FC) layers to produce Ker-
nel weights. These two filters are trained at separate branches of the network and then combined to compute
dynamic convolution. By conducting two branches of models with simple computations, this method achieved
a significant reduction in memory and floating-point operations (FLOPs). In our application, we apply dynamic
convolution to a single channel of the T-F feature as described in Figure 1. We split the dynamic filter pro-
cess into Pixel Dynamic Filter (PDF) and Instance-level Dynamic Filter (IDF). In the PDF, pixel weights get
produced by a single layer of convolution. In the IDF, the kernel weights are produced by processing through
a simple feature averaging with FC layers. Then these two weights are combined to compute a single layer of
dynamic convolution. We apply this method to the front-end of the KWS model, and the results show robust
performance in various noisy environments.

2.2 Relational Knowledge Distillation
In general, conventional KD methods [5, 21] minimize the distance metric between the teacher and the student
model to produce similar distribution. As the methods compute the distance of the teacher and student pair



individually, the student model could not train the structural distribution among the learning instance. To com-
bat this issue, a Relational Knowledge Distillation (RKD) [20] proposed KD metric which considers structural
knowledge using mutual relations. The objective for RKD is as follows:

LRKD = ∑
(x1,x2,..,xn)∈χN

D(ψ(t1, t2, .., tn),ψ(s1,s2, ..,sn)), (1)

where (x1,x2, ..,xn) is a n-tuple drawn from χN ; ψ is a relational function that represents relational distri-
bution. D denotes a distance loss function. As the RKD trains the class-wise distributions between the teacher
model and student model, the student model would produce tight class clusters with the teacher model over
Individual Knowledge Distillation (IKD). The proposed RKD method has two different ways: distance-wise and
angle-wise distillation losses. In the distance-wise distillation loss, ψD measures the Euclidean distance between
the two instances in the batch unit. The related loss function as follows:

ψD(ti, t j) =
1
µ
||ti − t j||2, (2)

µ =
1

χ2 ∑
(xi,x j)∈χ2

||ti − t j||2, (3)

where µ is a scale weight of normalization. To focus on relative distances among other pairs, we set µ to as
a averaging distance between all possible pairs. Using the distance-wise distribution of both the teacher and
student model, the distance-wise distillation loss is as follows:

LRKDD = ∑
(xi,x j)∈χN

Dδ (ψD(ti, t j),ψD(si,s j)), (4)

where Dδ denotes a Huber loss function [20], which conditionally utilises L1 and L2 losses. In angle-wise
distillation loss, cosine based distance metric is utilized to build structural relationship from triplet of examples.
The KD loss is as follows:

ψA(ti, t j, t j) = cos∠tit jt j =< ei, j,ek, j >,where ei, j =
ti − t j

||ti − t j||2
,ek, j =

tk − t j

||tk − t j||2
, (5)

LRKDA = ∑
(xi,x j ,xk)∈χ3

Dδ (ψA(ti, t j, tk),ψA(si,s j,sk)), (6)

where Dδ denotes Huber loss function. These LRKDD and LRKDA encourage that the student model would follow
the structural relationship of the teacher model by penalizing distance differences between their output distribu-
tions.

3 PROPOSED MODEL
3.1 Learning pipeline
Our KD learning pipeline is depicted in Figure 2. We utilize the same classifier model, while the number of
dynamic convolution layers is changed in both the teacher and student models. In the teacher model training,
we employ six layers of dynamic convolution. They are hierarchically connected with a dropout [24] at the
final layer. The output layer of the MDC model feeds to the KWS classifier, and subsequently, they are trained
jointly by the classifier loss. In the student model training, the output of the SDC model feeds to the KWS
classifier, where the weights are initialized from the teacher model classifier. Both the SDC and the fine-tuned
classifier weights are trained jointly by the classifier loss and the RKD loss.
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Figure 2. Pipeline of the KD training. XT and XS denote the output of the teacher and student network
respectively. P(·) and Y denote prediction of the classifier and its label respectively. For the student model
training, weighs of the teacher model classifier is utilized as initial weighs of the student classifier.

3.2 Knowledge Distillation learning
To compute the KD metric, we utilize the classifier embedding vector. The embedding vector is the output of
the final convolution layer in the TENet model. The output of the pre-trained MDC feeds to the classifier. Here,
the embedding vector acts as the teacher embedding. Then, the RKD loss gets computed between the teacher
embedding and student embedding. The loss function for the student model training is as follows:

Ltotal = Lclassi f ier +λLRKD, (7)

where Lclassi f ier and LRKD denote the classifier loss and RKD loss, respectively. λ denotes the coefficient of
the LRKD. From this process, it is ancipated that the dynamic convolution layer gets trained to produce similar
classifier embedding with the teacher model. In short, this process should better train the entire model over the
student model, which is trained only by the classifier loss function.

4 EXPERIMENT
4.1 Experimental Setup
In this section, we discuss our experimental setup and learning details for the KWS experiment.
Dataset. we used Speech Command dataset v1 and v2 [26] to train and evaluate our models. We follow the
same data protocol of the DB guideline. We utilized 10 keywords with two extra classes (unknown and silence).
We split 80% of the dataset for the model training, 10% for validation, and the remaining 10% for the test.
We also injected background noise (mike noise) and performed random time-shifting. For evaluating the KWS
performance in unseen noise environments, we use DCASE [15], Urbansound8K [23] and WHAM [27] datasets
which contain various urban data. To set up the test environments, randomly selected noise segments and the
original test data are mixed with five different Signal-to-Noise Ratios (SNR) levels.
Training detail. For the model training, we use a batch size of 100, a learning step of 30K, and ADAM
optimizer [10] with a 0.001 initial learning rate. At every 10K-th step, the learning rate is cut down to 0.1.
We use 30ms of windows with 10ms overlap and 64 Mel filters to produce 40 dimensions of Mel Frequency
Cepstral Coefficients. For the total loss computation, we used λ = 0.1 as the coefficient of the loss function.

4.2 Baselines
We implement our KD training on the EDy-TENet12 [7] and compared KWS performance with the following
baseline models.
TCNet. TCNet [1] contains two layers of temporal convolutions with a skip-connection as a bundle model and
TCNet14 is composed of 6 bundles and 1 FC layer.



Table 1. Comparison with lightweight models on Speech Command v1 and v2. For an accurate experiment, 8
times averaging accuracy and the best performance are presented.

Model (Par.,FLOPS.)
V1 V2

Acc Best Acc Best

TCNet14[1] (305K,8.26M) - 96.6 96.53 96.8

TENet12[14] (100K,6.42M) - 96.6 97.10 97.3

TENet12†[14] (100K,6.42M) 97.19 97.3 97.43 97.6

NAS2[18] (886K,-) - 97.2 - -

Random[30] (196K,8.8M) 96.58 96.8 - -

DARTS[30] (93K,4.9M) 96.63 96.9 96.92 97.1

F-DARTS[30] (188K,10.6M) 96.70 96.9 97.11 97.4

N-DARTS[30] (109K,6.3M) 96.79 97.2 97.18 97.4

LightConv[28] (105K,7.40M) 96.88 97.0 97.24 97.3

DyConv[28] (107K,7.69M) 96.89 97.1 97.26 97.4

MHA-RNN†[22] (743K,87.2M) 97.50 - 98.36 -

LDy-TENet12[8] (102K,6.64M) 96.95 97.1 97.35 97.6

LDy-TENet12†[8] (102K,6.64M) 97.42 97.6 97.66 97.7

EDy-TENet12[7]

(Student baseline)
(102K,6.68M) 97.07 97.4 97.42 97.8

Teacher model[7] (109K,7.96M) 97.06 97.2 97.42 97.7

RKD-A (102K,6.68M) 97.17 97.4 97.51 97.7

RKD-D (102K,6.68M) 97.01 97.4 97.29 97.5

TENet. TENet [14] uses depth-separable temporal convolutions. TENet12 contains 12 convolution blocks with
1 FC layer. Every convolution block has 32 output channels.
Neural Architecture Search. NAS is a learning-based model designing method that uses computational cost-
based loss functions (FLOPS., memory, accuracy, etc.). We compare our method with various NAS methods
including Differentiable Architecture Search (DARTS). Please see details of the model in [18, 30].
Self attention. MHA-RNN[22] employed Convolutional Recurrent Neural Network (CRNN) and self-attention
mechanism. The output of CRNN feeds to the dot product-based self-attention model, and two layers of MLP
produce finial output probability.
LDy-TENet. LDy-TENet12 [8] uses a lightweight dynamic convolution on the TENet12 [14]. They split the
dynamic filter model into two parts (Pixel and Instance) to perform a low computational Dynamic (LDy) filter.
This filter extracts the T-F feature at the front-end of the TENet12 model.
EDy-TENet. EDy-TENet12 [7] is a variation of the LDy model to mitigate an overfitting problem caused by
feature averaging. Instead of utilizing a simple feature mean in the LDy filter, a learnable feature pooling is
applied.



Table 2. Comparison of KWS performance depending on the KD methods.

Noise
SNR

(dB)

Method

RKDD[20] RKDA[20] Fit[21] Teacher[7] Student[7]

v1, v2 v1, v2 v1, v2 v1, v2 v1, v2

DCASE

[15]

20 96.89, 97.10 96.81, 97.07 96.65, 96.85 96.77, 96.97 96.72, 97.04

15 96.79, 96.63 96.51, 96.49 96.46, 96.25 96.56,96.52 96.5, 96.45

10 95.59, 95.89 95.41, 95.81 95.42, 95.67 95.64, 95.97 95.32, 95.64

5 94.12, 94.01 93.76, 93.87 93.52, 93.30 94.08, 94.05 93.54,93.42

0 89.87, 89.75 89.67, 89.35 89.10, 88.66 89.90, 90.00 89.3, 88.73

Urban

[23]

20 96.36, 96.35 96.07, 96.42 96.01, 96.07 96.20, 96.39 96.08, 96.35

15 95.30, 95.35 95.01, 94.99 94.85, 94.80 95.29, 95.26 95.2, 94.95

10 93.45, 93.39 92.91, 93.12 92.87, 92.71 93.56, 93.46 93.10, 93.04

5 90.36, 88.47 89.65, 88.05 89.39, 87.32 90.24, 88.92 89.63, 87.51

0 80.65, 81.16 79.89, 79.84 78.91, 79.26 81.27, 81.94 80.50, 79.63

WHAM

[27]

20 96.33, 96.36 96.23, 96.30 96.07, 96.13 96.25, 96.23 96.17, 96.30

15 95.83, 95.51 95.70, 95.49 95.64, 95.30 95.77, 95.45 95.50, 95.40

10 93.40, 93.65 93.44, 93.47 93.07, 93.22 93.24, 93.39 93.06, 93.39

5 89.95, 88.90 89.54, 88.56 88.66, 88.10 88.88, 88.8 89.10, 88.10

0 78.83, 78.83 78.61, 78.25 77.35, 76.89 77.9, 78.42 77.79, 76.97

Noisy-AVG. 92.25, 92.09 91.95, 91.81 91.60, 91.37 92.10, 92.12 91.87, 91.58

4.3 Result discussion
For an accurate evaluation, eight repeated experiments are carried out. The best result and model parameters are
used for performance evaluation. The values in Tables 1 and 2 show the KWS results in the original test data
and noise augmented test data, respectively. For a fair comparison, we indicate the results which used spec-
augmentation [19] by †. It is noted that spec-augmentation is not applied to our models. From the results, we
observe that the teacher model does not increase the performance in the original test data while it takes robust
performance in a noisy environment. In particular, the teacher model takes 1.5% of performance improvement in
the WHAM 0 dB condition. The RKD loss-based KD model, on the other hand, outperforms the student model
and shows similar performance to the teacher model. Especially, RKDD achieves 1.1% (v1) and 1.9% (v2) of
performance improvement in the WHAM 0dB with the same computational power (FLOPS. and parameters).
In some cases of the RKD results, KD trained model shows better performance over the teacher model. As the
teacher model provides guidelines for student training, some values might show better results than the teacher
model.

5 CONCLUSIONS
The main goal of this study was to develop a knowledge distillation learning framework to reduce the per-
formance gap between a single layer of dynamic convolution and multi-layers of dynamic convolution. Based
on the prescribed classifier embedding procedure, the relational knowledge distillation loss was obtained and



applied to compute the feature distance between the student and teacher model. The experimental results verify
that applying the knowledge distillation learning to the dynamic convolution would improve the KWS perfor-
mance in noisy environments without incurring additional costs.
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ABSTRACT
Acoustic simulations used in the articulatory synthesis of speech take a series of vocal tract shapes as an input.
Acoustic simulations assume a plane wave propagation, simplifying and limiting the calculation time. It is,
therefore, necessary to split 2D vocal tract shapes into small tubes perpendicular to the centerline simulating
the plane wave propagation. The algorithm developed previously used a time-consuming regularization step
whose computation time was close to that of acoustic simulations. Therefore, we explored the possibility of
using deep learning to perform this step and accelerate the whole synthesis process. We used a database with a
large number of rt-MRI images (150 000) and our regularizing algorithm for training. Two architectures were
tested, one using a regression strategy applied to the two curves defining the vocal tract and one exploiting the
classification of pixels in 2D images of the vocal tract. The first turned out to be much faster, even if it requires
checking that the center line is correct and, in some sporadic cases using the initial algorithm as a fallback
solution.

Keywords: Speech, Vocal tract shape, Centerline, Articulatory synthesis

1 INTRODUCTION
The process of articulatory synthesis comprises generating a series of 2D or 3D vocal tract shapes corresponding
to the target utterance and synthesizing the audio signal using numerical aero-acoustical simulations [1]. An
important intermediate step is generating the acoustic parameters used as input for the simulations. In order to
limit the computation time of the simulations, we used an approach that assumes the propagation of a plane
wave in the vocal tract. The intermediate step consists of splitting the vocal tract into small tubes, which
requires the determination of the centerline assumed to represent the propagation of the wave inside the vocal
tract.

The determination of the centerline has therefore received sustained attention, which led to several algo-
rithms [2], [3]. In [4], we presented a heuristic algorithm that relies on dynamic programming to generate a
first guess of the centerline and then a regularization step inspired by active curves [5] to obtain a smooth and
relevant curve. The first step was optimized to reduce the space explored by dynamic programming, but the sec-
ond step requires more computation. The work reported here is intended to accelerate the determination of the
centerline by using neural networks, which are increasingly used to solve problems and surrogate optimization
algorithms in many engineering domains ([6] for instance).

2 ACCELERATING THE CENTERLINE DETERMINATION
The time required to determine the centerline appears comparable to that of the acoustic simulation in order
of magnitude. The time required for this step is about 0.250 s on a recent 2021 laptop (11th Gen Intel(R)
Core(TM) i7-11850H @ 2.50GHz), and it seems reasonable to reduce the time required to the determination
of the centerline to accelerate the overall synthesis. Moreover, even if the shapes of the vocal tract present
variability, they always have invariant characteristics (e.g., the location of the extremities, the fixed or quasi-
fixed walls of the pharynx, the presence of one or more constrictions), which means that a machine learning
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approach can be considered. We thus have experimented with two types of neural networks:

• The classification approach which converts the initial problem into a semantic segmentation task and aims
to find the points (pixels) in the vocal tract corresponding to the center line.

• The regression approach which uses the vocal tract contours directly as an input and generates the desired
centerline.

In both cases, the training uses the centerline determined by the heuristic algorithm [4].

2.1 Dataset
The centerline algorithm is intended to be used on synthetic vocal tract shapes. In [7] we developed a deep
learning approach for generating vocal tract shapes for a given series of phonemes (corresponding to a target
sentence). The training of this approach exploited a database composed of rt-MRI (real-time Magnetic Reso-
nance Imaging) sequences recorded by one male French native speaker [8] at Max Plank Institute, Göttingen,
Germany. The recordings have a frame rate of 55 fps, pixel spacing of 1.412 mm, and an image resolution of
136×136 pixels for the 2D images of the vocal tract in the mid-sagittal plane. The corpus contains 38 acqui-
sitions, with a median acquisition time of 81.8 seconds, a minimum of 36.3 seconds, and a maximum of 90.1
seconds. The sentences were selected to provide a phonetically balanced coverage of French, and the whole
dataset comprises 161 570 images. We developed a deep learning automatic tracking of the tongue [9] which
was extended to all the speech articulators [10]. By concatenating those contours, the two edge contours of the
vocal tract Cint and Cext (for inner and outer) are obtained and give the complete 2D geometrical shape of the
vocal tract from the glottis to the lips (see Figure 1).

8066 - 0009 - 0300

Figure 1. Cint and Cext contours of the vocal tract.

Since the shapes used for articulatory synthesis derive from the contours of this dataset through training,
we used them to train and test the acceleration of the centerline determination. Indeed, they cover a substantial
variability of vocal tract shapes. The database is divided into three parts: 104 808 images for the training set,
19 307 images for the validation set, and 37 455 images for the test set. Some images do not correspond to
speech since several images correspond to pauses, breaths, and swallowings.

2.2 Classification approach
This approach converts the centerline determination problem into a semantic segmentation task. The model aims
to determine whether a pixel in a 2D image belongs to the centerline or the background. Once the segmentation
is achieved, a second post-processing step transforms the network’s output into an actual curve.

The network’s inputs are binary images describing the two vocal tract walls (see Figure 1), while the target
is a binary image describing the centerline calculated by the heuristics algorithm. To perform the semantic
segmentation, we chose MobileNetV3 [11] as a backbone CNN to extract features and took advantage of pre-
trained weights provided by the PyTorch [12] framework. However, the architecture of MobileNetV3 does



not enable semantic segmentation directly, and a decoder is thus needed to retrieve the original image size
required to classify each pixel. We stripped the classification layer of MobileNetV3 and added upsampling
blocks composed of an upsampling layer followed by a 2D convolution layer with ReLU activation. A total of
three upsampling blocks are required to obtain the original image size. Finally, we added two convolutional
layers, the last one performing classification. Figure 2 summarizes the neural network architecture used for this
experiment.

Figure 2. Architecture of the neural network used for the semantic segmentation.

The resulting probability map is then post-processed to find the centerline, which amounts to finding the
shortest path between the extremities of the vocal tract (the middle points at the glottis and lips). Those two
extremities are found from Cint and Cext contours. The weight of each point equals 1− p( j, i) where p( j, i)
is the probability that pixel j, i belongs to the centerline. Since the region corresponding to the vocal tract is
given by the two edge contours, the graph can be drastically reduced, guaranteeing that the shortest path, i.e.,
the centerline, is inside the vocal tract.

2.3 Regression approach
The regression approach aims at estimating a function through a neural network. This function uses the contours
of the vocal tract to extract the centerline. The goal is to obtain a function f ′ such that f ′ ≈ f with f being the
existing function to replace. The method can be trained by minimizing the mean squared error (MSE) between
f ′ and f .

The advantages of this solution are:

• Fast: the dimensionality being very low, the number of calculations is limited.

• Simple: the problem consists in approximating a function which is the expected result.

• Direct: there is no need for post-processing since the centerline is directly obtained.

The input corresponds to the two curves Cint and Cext with their normalized coordinates in the interval [0;1].
These two curves are concatenated in a matrix X ∈ R4×N with N the number of points of both curves. It is
important to note that the points of the two contours (inner and outer) are not synchronized, i.e., the i-th point
of the inner contour is independent of the i-th point of the outer contour. The output curve corresponds to the
centerline Ccenter in a form similar to inputs, i.e., a vector of N points.

Figure 3 shows the regression network’s architecture. It uses convolutional layers that allow features to be
extracted and fully connected layers that allow features to be related to each other. After each convolutional
layer, and Dense 1 and Dense 2 layers, ReLU activation function is applied. This architecture enables the
centerline to be obtained at a low computational cost.



Figure 3. Architecture of the neural network used to perform regression.

2.3.1 Loss function
Let the predicted matrix Y ′ ∈ R2×N . The is to minimize the MSE described by Equation 1 and Equation 2.

L(Y,Y ′) =
1
N
×

N−1

∑
i=0

L(Yi,Y ′i ) (1)

L(Yi,Y ′i ) =
1
2
×

1

∑
j=0

(Yj,i−Y ′j,i)
2 (2)

The objective described above does not guarantee the conformity of the predictions to the physical constraint,
i.e., the predicted coordinates must lie between the vocal tract walls. An additional cost was introduced to
penalize the predictions outside the vocal tract for overcoming this. If a point is inside the vocal tract, the sum
of its distance with both contours should be equal to the distance of the two contours at the same position
(illustrated by Figure 4) as written in Equation 3 and Equation 4.

Figure 4. Illustration of the distance property between a centerline point and the nearest vocal tract contours
points.

Lout(Y ′,Cint ,Cext) =
1
N
×

N−1

∑
i=0

Lout(Y ′i ,Cinti ,Cexti) (3)

Lout(Y ′i ,Cinti ,Cexti) = |d(Cinti ,Cexti)−d(Cinti ,Y
′
i )−d(Cexti ,Y

′
i )| (4)

In addition, all centerline points are not equally important. For example, shifting a centerline point near a
constriction gives rise to a more significant acoustic error than when the vocal tract is wider. Thus, the narrower
the vocal tract, the more accurate the centerline at that point should be. The points are thus weighted according
to the inverse of their distance with the vocal tract contours as shown by Equation 5 where ε was set to 10−4.



Weight(Cinti ,Cexti) =
1

d(Cinti ,Cexti)+ ε
(5)

The complete updated loss is given by Equation 6.

Loss(Cint ,Cext ,Y,Y ′) =
1
N
×

N−1

∑
i=0

Loss(Cinti ,Cexti ,Yi,Y ′i ) (6)

Loss(Cinti ,Cexti ,Yi,Y ′i ) = (L(Yi,Y ′i )+Lout(Y ′i ,Cinti ,Cexti))×Weight(Cinti ,Cexti) (7)

2.3.2 Training parameters
The PyTorch library was used to create and train the neural network. Examples are also shifted during training
by a small value to make the network more robust against translation. The Adam optimizer [13] was used with
an initial learning rate of 10−3 which is decayed by a factor of 0.9 after five epochs without validation loss
improvements. We used 500 epochs to train the network.

3 RESULTS
3.1 First results
Figure 5 illustrates some examples of the determination of the centerline by the Regression-B method and
Table 1 shows assessment of both approaches. Regression-A experiment is the version of the regression without
improving the loss function, and Regression-B with the improved loss function. A centerline is rejected as soon
as it lies outside the vocal tract defined by the two contours Cint and Cext . The Classification experiment has no
rejection rate since it decodes the centerline within the vocal tract.

Table 1. Centerline distance and rejection rates for the three experiments.

Regression-A Regression-B Classification

Centerline distance (in mm) 0.56 0.50 0.88

Rejection rate (in %) 36.30 40.75 0

Rejection rate for speech frames without extremities (in %) 10.25 8.86 0

It turns out that Regression-B gives the lowest distance between the reference and computed centerline but
with a rejection rate of 23%. When looking at the results, it turns out that the high rejection rate is mainly due
to the extremities slightly outside the vocal tract without changing the splitting of the vocal tract into tubelets.
When the extremities are not considered, the rejection rate is only 8.86% for vocal tracts corresponding to
speech and 23.07% for non-speech vocal tracts (silences, pauses, breaths, and swallowings). It should be noted
that most rejections corresponding to speech are due to a small error. Concerning the Classification experiment,
the lower accuracy is due to the low resolution of the rt-MRI images (136× 136). The precision could be
increased artificially by re-scaling images to a resolution of 1024× 1024 but this would largely increase the
time to perform inference and post-processing. We, therefore, decided to abandon this avenue.

4 Speed evaluation and improvements
Experiments were done using the following hardware with PyTorch framework:

• CPU: 11th Gen Intel(R) Core(TM) i7-11850H @ 2.50GHz

• GPU: NVIDIA T600



Figure 5. Results of the Regression-B on the test set. In red the vocal tract shape contours. In green the
reference centerline and in blue the predicted centerline.

The Regression method is a lot faster (0.1044 ms with a batch size of 32, and the time used by the rejection
test is negligible) than the Classification (38.57 ms on average, including post-processing). However, the time
required by the Regression method has to consider the rejection cases. Indeed, the initial heuristic algorithm is
used as a fallback solution in case of rejection. The average time required by the Regression method is thus
12.94 ms, approximately 20 times faster than the original solution.

Some of the hyperparameters used in the neural network architecture were set arbitrarily. This means that we
may not have the best combination of feature maps and/or the number of layers. We thus searched for the best
hyperparameters by providing the range of values for the convolution and dense networks in the Tree-Structured
Parzen Estimator (TPE) [14] implemented in the Optuna framework [15].

We found that the best results on the validation test set were obtained with a network using 200 points
for the vocal tract contours and 100 points for the centerline. Also, the optimal convolution sub-network uses
512 initial feature maps and a depth of 5. The optimal dense sub-network uses 256 neurons and a depth of
3. These values are not far from the original network since the new architecture only adds one depth to each
sub-network.

With this network configuration, the rejection rate decreases to 6.18% for vocal tracts corresponding to
speech with an average centerline error of 0.56 mm.

5 CONCLUSIONS
This work thus enables the determination of the centerline of the vocal tract to be drastically accelerated, which
was the objective. Indeed, the results presented above show that the accelerated version is 20 times faster than
the original algorithm while keeping the same level of precision. However, the training database relies on a
heuristic algorithm using "common sense" acoustic criteria to express a cost function. There is no proof that
this heuristic corresponds to the acoustical ground truth. The strength of this approach presented in this paper
is that it can be applied to other centerline determination algorithms or even real data, provided that wave
propagation in the vocal tract can be observed easily.
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ABSTRACT 

Noise degrades speech, leading to the degradation of speech intelligibility and speech quality. We have been 

studying methods for estimating the speech intelligibility of degraded speech. There are two classifications 

of speech intelligibility estimation methods. One is the complete full reference method, which uses both 

degraded speech and the original speech before degradation. The other is the non-reference method, which 

uses only degraded speech. Estimation by speech recognition systems is one of the non-reference methods, 

and in our previous work, we have used GMM-HMM. We simulated JDRT with the system and achieved a 

certain degree of accuracy. However, a model that adapts to each speaker, noise, and noise level is needed. 

For practical use, a robust method that can support unknown speakers and noises is desired. In this research, 

we consider a method using DNN-HMM, which is known to perform significantly better than GMM-HMM 

provided enough data is available for training. The results for the speaker-independent model show correct 

response rates improved by 17% with the original speech and by 20% with 10 dB, relative to the untrained 

GMM-HMM. Additionally, we attempted feature adaptation using VTLN, SS, and CMVN as a 

countermeasure against speaker variation and noise. 

 

Keywords: Speech intelligibility, Speech recognition, Deep neural network (DNN) 

1. INTRODUCTION 

In today's advanced wireless communication systems, people communicate by mobile phone and 

the Internet in noisy environments. It is known that ambient noise and reverberation can significantly 

degrade speech intelligibility. In the design and operation of voice communication systems, it is 

necessary to evaluate speech intelligibility for quality.  Speech intelligibility is one of the speech 

quality scales and measures how accurately words and sentences are conveyed to listeners.  The 

subjective evaluation method by human subjects is highly reliable, but it needs time and cost, and 

there are still issues regarding its stability. On the other hand, the objective evaluation method 

estimates the subjective evaluation based on the physical features of the observed speech signal.  If a 

highly accurate objective evaluation method is developed, the problems with subjective evaluation 

can be solved. Objective evaluation methods fall into two categories.  One is a full reference method 

that uses both the degraded speech to be evaluated and the original speech before degradation.  The 

other is a non-reference method that estimates speech intelligibility only from the degraded speech.  

Although the full reference method is generally considered superior, the non-reference method is 

preferable because clean reference sounds are rarely available in practice.  

Estimation using speech recognition is one method of objective evaluation of non -reference 

methods. Since speech recognition systems convert speech signals into text, they can simulate 

subjective evaluation tests. Recently, it has also attracted attention as a speech understanding process 

that reflects human auditory characteristics well. In our previous paper, Gaussian Mixture Model – 

Hidden Markov Model (GMM-HMM) was used [1]. Although a certain degree of accuracy was 

achieved by speaker and noise adaptation, some issues remain. For example, it is not possible to 

completely reproduce the trends in subjective evaluation, and a model for each speaker, noise, and 
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noise level is needed. In the future, robust models for unknown speakers and noise would be ideal.  

In this paper, we estimate speech intelligibility using a Deep Neural Network – Hidden Markov 

Model (DNN-HMM) speech recognition system. DNN-HMM has been shown to outperform GMM-

HMM in a general speech recognition task. The main reasons for this are the minimization of the 

probability of incorrect answers by the discriminative model and the natural capture of speech by the 

use of high-dimensional features. DNNs are also known to generalize well to unseen environments. 

Thus, we will attempt to improve the estimation accuracy using this higher accuracy speech 

recognition. 

2. SPEECH INTELLIGIBILITY ESTIMATION 

2.1 Japanese Diagnostic Rhyme Test (JDRT) 

The JDRT is one of the subjective evaluation methods to measure Japanese word intelligibility.  

DRT uses word pairs that differ only in the first phoneme. In the test, subjects are given the word pair 

and made to listen to one of the words. The subjects choose the word they hear, and their intelligibility 

is calculated based on the percentage of correct responses. Most Japanese syllables are either a single 

vowel or a vowel-consonant combination. In JDRT, only words with the consonant-vowel 

combinations as the first syllable is used. Word pairs whose first phoneme differs by a single feature 

are selected. For example, the word pair "Zai" and "Sai" differ in the initial consonant by the voiced 

/z/ and unvoiced /s/. There are no other differences in the phonemes following these. Japanese 

consonants are categorized into the following six phonetic feature attributes: 

・ Voicing: Voiced and voiceless.  

・ Nasality: Nasal and oral. 

・ Sustention: Continuant and interrupted.  

・ Sibilation: Strident and mellow.  

・ Graveness: Grave and acute. 

・ Compactness: Compact and diffuse. 

For each attribute, ten pairs are defined. The DRT word list consists of 60-word pairs, for a total of 

120 words. Refer to [2] for a complete word list. 

2.2 Automatic Speech Recognition (ASR) 

ASR consists of two main models: an acoustic model and a language model.  The acoustic model 

estimates phoneme sequences from speech features, and calculates the posterior probability 𝑃(𝑥|𝑤) 
that a speech feature 𝑥 is observed when a text sequence 𝑤 is spoken. Furthermore, by dividing the 

acoustic model into a phoneme model and an utterance dictionary, words that do not exist in the speech 

data can be recognized. Define 𝑝 as the phoneme sequence, and then calculate 𝑃(𝑥|𝑝) for the phoneme 

model and 𝑃(𝑝|𝑤) for the utterance dictionary. The language model defines the probability of the 

occurrence of a word  𝑃(𝑤). When simulating JDRT in a speech recognition system, words are chosen 

from two options, so the output probabilities of words are equal. This corresponds to isolated word 

recognition in the speech recognition task.  Therefore, 𝑃(𝑤) is a uniformly distributed probability and 

can be ignored. From the above, the speech recognition system in this paper can be formulated as in 

Equation (1). The performance difference between recognition and estimation is determined by the 

acoustic model. 

�̂� = 𝑎𝑟𝑔max
𝑤

{max
𝑝

𝑃(𝑥|𝑝)𝑃(𝑝|𝑤)} (1) 

2.3 Feature conversion 

An important factor in improving the accuracy of ASR is to reduce the mismatch between the input 

data and the training data of the model. Therefore, it is necessary to adapt the model itself to fit the 

features or to convert the features to fit the model.  In DNN-HMM, adaptive training of the model 

itself, such as Maximum-Likelihood Linear Regression (MLLR), which was the mainstream method 

in GMM-HMM, cannot be easily applied. Hence, with DNN-HMM, the feature conversion is often 

employed to match the characteristics of the input data to the training data. In this paper, Vocal Tract 

Length Normalization (VTLN) and Spectral Subtraction (SS) are used as feature conversion methods. 

VTLN is one of the speaker adaptation methods.  It transforms the features to compensate for the 

speaker's vocal tract length and the changes in vocal tract shape, which is considered to be equivalent 



 

 

to a warping operation on the frequency axis. SS is the simplest noise suppression method. It subtracts 

the power spectrum of noise estimated from the voiceless segment of the input speech from the noisy 

speech. 

3. EXPERIMENTS 

We will attempt to use feature conversion with the DNN-HMM to estimate the speech intelligibility 

of the JDRT speech, and evaluate its estimation accuracy.  

3.1 Sound Source 

The clean speech of the JDRT word list to be evaluated was recorded by four male speakers and 

four female speakers. The recording conditions were monaural, 16-bit quantization, and 16 kHz 

sampling frequency. Added noises are Gaussian white noise, babble (multi-talker) noise, and pseudo-

noise (white noise filtered with frequency characteristics matching the average multi-talker noise 

spectrum). These three types of noise were added at S/N ratios of +10dB, 0dB, -10dB, and -15dB with 

respect to the original voice. 

3.2 ASR setup 

We used a trained model from the Julius dictation kit ver. 4.5 [3] as the acoustic model. This model 

is a gender-independent (GID) and speaker-independent model. The features are mean and variance 

normalized (Cepstrum Mean and Variance Normalization; CMVN). Each layer of the DNN is 

constructed by initialization using the Restricted Boltzmann Machine (RBM), fine-tuned using the 

cross-entropy criterion, and series training using the state-level Minimum Bayes Risk (sMBR) 

criterion. The decoder is the Julius ver. 4.6 [4]. In addition, several settings were made to simulate 

JDRT. The language model was defined for 60 pairs, limiting the network of grammars to a two-way 

choice. During recognition, the language model corresponding to a word pair is selected. The 

definition of the utterance dictionary includes 120 additional words and their phoneme sequences.  For 

feature transformation, Julius can apply SS and VTLN by applying the options -sscalc and -vtln. The 

parameters were set at static default values in Julius.  

3.3 Evaluation methods 

We simulated the JDRT using the speech recognition system and speech. Recognition rate is 

determined from the output text and the percentage of correct responses is calculated using the 

standard formula (2) used in the DRT.  

𝑆 = (𝑅 −𝑊) 𝑇⁄ × 100[%] (2) 

Here, 𝑆 is the correct response rate (intelligibility), 𝑅 is the number of correct answers, 𝑊 is the 

number of incorrect answers, and 𝑇 is the total number of attempts. The correct response rate is 100% 

for all correct answers and -100% for all incorrect answers. Random responses ideally result in 0%.  

4. RESULTS AND DISCUSSIONS 

Table 1 shows the percentage of correct responses when each feature conversion method is applied. 

In general, speaker adaptation is expected to improve the recognition rate, especially for the original 

speech. Noise adaptation is expected to improve the recognition rate for noisy speech, and decrease 

the recognition rate for the original speech.  

The application of VTLN showed a 1.49% increase in the percentage correct versus the default for 

the original speech, but contrary to expectations decreased for all noisy speech. The application of SS 

showed a 1.92% decrease in correct responses relative to the default for the original speech, but an 

increase when noise was added except for SNR -10 dB. The results of the applying SS showed a 1.92% 

decrease in the percentage correct versus the default for the original speech, and an increase except at 

SNR -10 dB for noisy speech. CMVN+VTLN+SS increased the correct rate by an average of 1.81 

versus the default, but the correct rate for the original speech did not recover, decreasing by 1.5%.  It 

may be necessary to optimize the VTLN application for each speaker. SS ignored not only noise, but 

also important speech features. 

Fig. 1 shows the trend of correct responses by noise type, while Fig. 2 shows the trend of correct 

responses by consonant attribute. The correct response rate for Sibilation was very high for the 

original and SNR 10 dB but decreased rapidly as the noise increased. Since the characteristics of 

phonemes in the sibilation category are similar to those of white noise, these phonemes most likely 



 

 

became indistinguishable from noise. The other consonant attributes showed more than 60% of correct 

responses for the original speech. However, as the noise increases, the degradation is severe, and at 

SNR -10B and -15dB, words were not recognized at all. 

Fig. 3 shows a comparison of DNN-HMM with subjective and GMM-HMM. As can be seen, the 

GMM-HMM with adaptation is very close to subjective intelligibility. DNN-HMM, which does not 

employ adapted models, shows a much lower rate at all conditions but is better at high SNR conditions 

compared to unadapted GMM-HMM. We believe that with model adaptation, DNN-HMM will show 

an accuracy much closer to subjective intelligibility.  

 

 

Table 1 – Percentage of correct responses in applying each feature conversion method 

Condition 
SNR (dB) 

Original Average 
-15 -10 0 10 

CMVN (Default) 1.97 6.07 24.12 54.54 78.23 32.99 

VTLN 2.50 5.03 19.06 50.69 79.72 31.40 

SS 3.32 5.20 28.71 58.80 76.31 34.47 

CMVN+VTLN+SS 3.41 5.75 29.49 58.59 76.73 34.80 

 

 

 

 

Fig. 1 – Correct response rate with DNN-HMM for each noise vs. SNR 
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Fig. 2 – Correct response rate with DNN-HMM for each attribute vs. SNR 

 

 

Fig. 3 – Correct response rate with DNN-HMM, GMM-HMM and Subjective vs. SNR 
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5. CONCLUSIONS 

In this paper, we examined the estimation of Japanese word intelligibility using a speech 

recognition system. To improve the estimation performance compared to previous results using GMM-

HMM, we attempted to use DNN-HMM. First, we simulated the JDRT using the speaker-independent 

model DNN-HMM and obtained estimation results.  The results showed a significant improvement in 

accuracy for the original sound and low noise compared to the unadapted GMM-HMM. Next, VTLN 

and SS, a simple feature conversion method, were used to further improve the original speech 

recognition rate and as a solution against noise. The results showed only a slight improvement overall, 

and the negative effects of each method were also observed. However, full-scale adaptive learning on 

DNN-HMM is also expected to be better than the noise- and speaker-adapted GMM-HMM. 

In the future, we plan to use Kaldi to build a speech recognition system with speaker and noise 

adaptation. We are also interested in recent speech recognition systems, such as the end-to-end (E2E)-

ASR without HMMs and cloud-based ASR. We plan to develop intelligibility estimation using these 

technologies. 
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ABSTRACT 

We develop a vocal-coaching system of disaster prevention broadcasts for people to sense its emergency and 

evacuate immediately, because the people who may announce at the crises in the local area are not 

professional speakers. We have been investigated the instruction words and advices of an professional vocal-

coach. In this research, we developed a vocal-coaching system that implements 1) the order of the instructions 

were considered based on the professional vocal coach and 2) the recorded sound was played after the 

subject’s speech with simulated environmental sound. The instructions were louder, impatiently, clearly, with 

pause and all with “eager to escape”. The simulated environmental sounds have five echo of reflections and 

frequency characteristics of loud speakers.  

Fourteen adults joined the experiment. We expected that instructions and the played sounds might realize 

the subjects to speak louder and articulate precisely. The subjects speak louder and higher fundamental 

frequency, however, the results were not better than the professional vocal-coach’s instructions. We need 

further investigations, i.e., the vocal-coach’s empirical knowledge and skills of the vocal-coaching. 

 

Keywords: Disaster prevention broadcasts, Vocal-coaching system, Feedback of environmental sound 

simulation 

 

1. INTRODUCTION 

Japan is a disaster-prone country, and evacuation announcements from loudspeakers have saved many 

lives. At the same time, it has been also pointed out that some people were not evacuated due to the 

normalcy bias even the hardware worked fine to call their evacuation.  

One of this co-author had built an sound simulation feedback system for announcers to notify that 

the sound in reality with loudspeakers is degraded with noise and echoes, however this system was 

not much used so far (1). 

Many studies have been done on professional speakers’ analysis (2) and synthesized speech for 

evacuation broadcasting (3). We have trained announcers and general person to know the best instruct 

words. We found that effective instruction were; "to be hasty", "in a commanding tone", and "strongly"  

(4),  

On the other hand, the general people's speech improvement is relatively weak, so we decided to 

employed a professional vocal coach. We asked him to train people as his way within ten times without 

any limitations (5). He gives advice for the speaker from the basics in the beginning, and more specific 

one in the latter. His advice by ten times was effective, rather exploring specific words in a random 

order. Therefore we decided to built a simple vocal coaching system based on his advice(5).  

In this research, we investigate the improvements of the instructions mimicking the vocal coach, 

and the effects of the sound simulation of the environment for feedback which was developed 

previously. 

                                                        
1 tsayoko@neptune.kanazawa-it.ac.jp 
2 tsuchida@ neptune.kanazawa-it.ac.jp 



 

 

2. DEVELOPMENT OF THE VOCAL COACHING SYSTEM 

2.1 Training System and the sound analysis 

Our future goal is to build an adaptive vocal coaching system for immediate evacuation, however, 

this system only records the speech sound and gives the determined instructions to the speaker. These 

instructions should be described in an Excel file in advance. They are based on the previous coaching 

experiment from an professional vocal coach, and the effects of these instructions are already 

examined (5).  

In this experiment, five selected instructions are shown in Table 1.  

 

Table 1 – The five instructions in vocal-coaching experiment 

 Instructions in Japanese Translation in English 

1 もっと大きな声で発話してください。 

 

Please speak louder. 

2 いいですね！ 

では、もう少し焦って発話してください。 

 

Very good! 

Now, please be in a hurry. 

3 次は言葉が明瞭になるように注意しましょう。 

 

Next, please speak clearly. 

4 その調子です！ 

さらに、言葉の  間  をとることを意識しましょう。 

Right on! 

Pay attention to the pause between the 

words.  

5 最後です。では、今までのことをふまえて 

逃げる気になるようにアナウンスしてください。 

This is the last recording. 

Please announce  as if people to feel 

“eager to escape”. 

 

The fundamental frequency is calculated, and also the Japanese speech sound are segmented by 

each phonemes. The sound analysis are realized with WORLD by (6. 7) and the values of fundamental 

frequency is exported as CSV format in this system. Also, the automatic segmentation is realized by 

Julius (8). 

The total system arrows the feedback of the sound simulation of environment, such as echo, rainy 

sound, and degradation. The “play” button plays the recorded sound with the 5 delayed sounds, 

recorded rainy sound and frequency response imitating the speaker’s frequency response.  

Inside of the training system is independent from the sound simulation software. The training 

system copies the sound file to the target folder, and the sound simulation software observes the target 

folder every one second. The sound simulation software activates and play with the simulation when 

a new specified file is found.  

2.2 Sound simulation of the environment 

This sound simulation software is built to imitate the disaster prevention loudspeaker and its 

environment echo with rainy sound (1). The interface of this software is named “TRANSIS (previously, 

AEGIS)”, made by Mr. Koyama based on Max 8 (cycling ’74) (1). This software applies the echoes, 

pre-set rainy sound, and a pre-set frequency degradation of the loud speaker. The echoes (delay) can 

be set automatically (random) or manually.  

In this experiment, five independent delayed sound are added; 150 m, 210 m, 390 m, 715 m, and 

1000 m. The speed of the sound is calculated as 340 m/s. 

3. VOCAL COACHING EXPERIMENT 

3.1 Agenda 

The vocal coaching with instructions for five times and the feedback of the sound environment 

simulation will be tested in this experiment. The improvement of the subject s’ speech is evaluated by 

the change of the fundamental frequency. It is known that the relatively higher frequency in the same 

person is judged to be more effective for the evacuation broadcasts based on the production 

experiments and the speech re-synthesis experiments (3). It is probably because the higher tension 



 

 

naturally make the higher expiratory pressure and higher fundamental frequency.    

The fundamental frequency is different from person to person, so the first speech without sound 

simulation of the environment is used for the basis of the each person’s original fundamental 

frequency. 

3.2 Methods 

The vocal coaching system which were described in this paper in the section 2 is used. The settings 

are described above. Each subjects are asked to say “Chikaku no kawaga hanran shimashita. Tadachini 

shiteino syougakkouni hinan shitekudasai,” meaning “A river in your neighbor is flooded. Please 

evacuate an assigned elementally school immediately.”  

The recording were performed in a quiet office. The condenser microphone (NT2-A, RODE) is 

placed about 30 cm from the speaker’s lip. The recordings were 44.1 kHz sampling with 16 bit with 

the system. 

All subjects are asked two conditions, with feedback of the sound environment simulation: ‘Y’(yes), 

and without any: ‘N’ (no). The feedback sound were played by a set of loud speakers (A80, 

AIRPULSE) with comfortable volume. The order of ‘Y’ and ‘N’ were changed for each subject. 

Fourteen male subjects joined the experiment, 

 

The conversions from [Hz] to [cent] 

Each person has different fundamental frequency, also logarithmic unit for the sound perception 

should be used to compare the change of the fundamental frequency. In this paper, the first speech of 

each person’s fundamental frequency without sound simulation feedback is used to for this basis.  

The definition of the musical intervals ‘n’ in cent is described as equation (1).  

𝑛 = 1200 ∙ log 2  (
𝑏

𝑎
)  ≈ 3986 ∙ log 10 (

𝑏

𝑎
)   (1) 

 Where ‘a’ is the each person’s fundamental frequency of the basis, and ‘b’ is the target 

fundamental frequency compared with the value ‘a’. Therefore the first speech without sound 

simulation feedback is value 0 in cent. 

3.3 Results 

3.3.1 Improvement from the instructions 
Ordinarily subjects change their speech reacting to the instructions. One of the easiest value to 

examine the change is fundamental frequency, although the goal is not to produce higher fundamental 

frequency. Unfortunately, one subject did not show any change for his speech sound, probably because 

he did not understand enough the instructions. 

Figure 1 shows the change of the fundamental frequency according to the instructions. The sample 

“0” means the first take without any instructions, and the sample “1” indicates the recording after the 

first instruction and so on. The ‘silB’ and ‘sp’ stands for ‘silent beginning’ and ‘space’.   

 
Figure 1 – One example of the fundamental frequency from a subject 8. 

 

This subject’s speech segmentation was successful, however, the segmentation or extraction of 

the fundamental frequency could fail. We observed and analyzed the least fail words “hanran 

(flood)” for the comparison of the standardization for the next section. 



 

 

 

3.3.2 Effects of the sound simulation of the environment 
The fundamental frequency of each instructions and the feedback of the sound environment 

simulation are compared in a logarithmic unit. The conversion from [Hz] to [cent] is described in the 

method section. All the subjects’ average (except the one subject) is shown in Figure 2. 

 

 
Figure 2 – The change of the fundamental frequency in cent (average of 13 subjects) 

 

Figure 2 shows the average change of the fundamental frequency in cent. The fundamental 

frequency becomes higher from 1st to 5th as described in the previous section. The differences in 

fundamental frequency from the beginning to 5th were about 300 in cent; i.e., about 1/4 octave. 

‘Y’ and ‘N’ stand for with or without the sound simulation feedback, respectively. ‘Y’ is lightly 

higher than ’N’, and these indicate the feedback of the sound simulation slightly effects their speech 

production.  

3.4 Discussions 

The vocal coaching with instructions and the feedback of the sound environment simulation were 

examined. We have been reported vocal coaching with right instructions with right order may 

effective for improvement of the speech sound for evacuation broadcas ts. This effect agreed to elicit 

the better speech. 

In this experiment, also the feedback of the sound environment simulation was examined. The 

feedback of the own voice adding the sound environment simulation is slightly higher than without 

feedback. These mean that the instructions and feedback with sound environment simulation can 

change the speech. Probably people pay more attention for their own voice and they notice that they 

need more effort for their announcement. 

In reality vocal coaching migh rarely give recorded sound, specially for the broadcasts in the air 

with echoes and rainy sound in the air. These environmental sound simulations with own speech 

sound can also help to improve their speech.     

4. CONCLUSIONS 

In this study, we examined the improvements for disaster prevention broadcasting by five selected 

instructions and the effects of environmental sound simulation. The five instructions could have 

changed the fundamental frequency about 1/4 octave higher. Also, the environmental sound simulation 

effected positively. 

In the future, it may be possible to provide appropriate instructions automatically by collecting 

voices in the system, 
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ABSTRACT 
Determining accurate and acoustically meaningful vocal tract geometry directly from speech sounds is a 
classic inverse problem. This problem is further exacerbated by the paucity of data - because the voice, with 
typical frequency >100 Hz, samples the frequency domain poorly, and direct methods of measuring vocal 
tract geometry are mostly invasive, uncomfortable, or slow. In this study, a data-driven approach using 
artificial neural networks (ANNs) is proposed to address the inverse area function problem, i.e., to determine 
the vocal tract geometry from input acoustic impedance spectrum. The vocal tract geometry was modelled 
as a tube of nonuniform cylindrical cross-sections, and four different combinations of cylinders were 
considered. The predicted radii for various cylindrical pipe combinations by ANNs when compared against 
the actual radii were found to have high correlation for all the selected radii in the three- and four-cylinder 
model (Pearson correlation coefficient and Lin concordance coefficient exceeded 95%); however, for the 
subsequent five- and six-cylinder model, the correlations were expectedly lower (Pearson correlation around 
75% and Lin concordance around 69%). Upon standardizing the impedance value and retraining however, 
the correlation between predicted and actual radii improved significantly for all the cases (Pearson correlation 
and Lin concordance exceeded 90%). 
 
Keywords: Vocal tract, Area function, Inverse problem, Artificial neural networks. 

1. INTRODUCTION 
Determining accurate and acoustically meaningful vocal tract geometry information directly from 
speech sounds is a classic inverse area function problem in speech science. Further, understanding 
how the shape of the vocal tract (its articulation) influences the output speech sound (from the lips) 
generated by an acoustic current (made at the glottis) is crucial to vocal tract acoustics and voice 
research. X-ray radiography, computed tomography, and magnetic resonance imaging (MRI) are some 
of the direct methods for determining the geometry of the vocal tract [1], [2] . The techniques are 
unsatisfactory because they are either highly invasive (endoscopic study: anaesthetics are required, 
and the probe must pass through the velum), expensive and potentially harmful (x-ray fluoroscopy), 
poorly resolved/difficult to interpret (ultrasound imaging), or unnatural (MRI: subject lies supine, 
often long measurements, and very noisy). The audio output (voice) has been used in studies 
employing indirect measurement methods to elucidate the vocal tract geometry [3], [4]. Another 
indirect method is to use the acoustic impedance of the vocal tract [5], [6], which could be measured 
directly at the lips and provides highly resolved frequency information in a non-invasive manner.
 In this investigation, a data-driven approach using artificial neural networks (ANNs) was 
employed to sidestep the inverse area function problem while determining the non-linear relationship 
between vocal tract impedance (output) when compared with its corresponding vocal tract geometry 
(input). The vocal tract was approximated using concatenated cylindrical pipes (See Figure 1) and the 
resulting impedance at the glottis is determined analytically [7]. Altogether four different 
combinations of cylindrical pipes were considered in modelling the vocal tract [8]. The distance from 
lips for all the four combinations are also shown in Figure 1.  
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Figure 1Vocal tract combinations modelled (a) three-cylinder approximation (b) four-cylinder approximation (c) five-

cylinder approximation (d) six-cylinder approximation ([8]). 

In three-cylinder approximation, the radii of first two sections (𝑆!, 𝑆") closer to the lips (i.e., 𝑎! 
and 𝑏!) vary from 2 mm to 25 mm and 2 mm to 20 mm, respectively, in steps of 1 mm. The radius of 
the final section 𝑆# (i.e., 𝑐!) varies from 5 mm to 12 mm, in steps size of 1 mm (See Figure 1(a)). 
The radii of four-cylinder approximation (i.e., 𝑎", 𝑎"$,𝑏" and 𝑐") are varied similar to 𝑎!,𝑏! and 𝑐!. 
Finally, for the five- and six-cylinder approximation, the radii of sections are varied across the same 
range as that of the earlier three- and four-cylinder approximations, however, with a slightly lower 
resolution (i.e., with a slightly larger step size of 1.5 mm compared to 1 mm in five-cylinder and 2 
mm in six-cylinder) [8]. The radii combinations for the various cylindrical pipe sections were selected 
in accordance with [9], [10]. 

A deep neural network (DNN) was developed using the keras machine learning package to estimate 
the radii of voice tract section approximated as a combination of cylindrical pipes. DNN with six 
layers was deployed in this investigation [11], [12]. Except for the final hidden layer, which has 16 
neurons, each hidden layer has 100 neurons. With different cylindrical combinations, the number of 
neurons in the output layer varies (from 3 to 6), and this final layer predicted the regressed radii. Each 
hidden layer in this model has a rectified linear unit (ReLU) as an activation function, followed by a 
linear activation unit in the output layer. To stochastically optimize the weights of neurons in hidden 
layers, the 'Adam' optimization method was applied.  

With different cylindrical models, the number of combinations for radii length and the resulting 
acoustic impedance vary.  For instance, in a three-cylinder model, 3648 input-output vector pairs 
were generated and for the four-cylinder model, there would be a total of more than 80 000 
combinations; similarly, increasing larger datasets for five-/six-cylinder models were created. As this 
would lead to an impossibly large number of combinations to examine for latter two, a subset of ‘only’ 
100 000 randomly selected combinations and their impedances was chosen; 70% of the combinations 
of all cylindrical model was used for training the deep neural network and then tested on the remaining 
30%. The maximum-normalized impedance vectors along with the radii values are used to train the 
neural network to solve this vocal tract area-function inverse problem. 

Pearson's correlation coefficient 𝜌  and Lin's concordance coefficient 𝜌%  are estimated for 
deriving the model prediction accuracy. 𝜌 and 𝜌% can take values between [-1, +1]; the coefficients 
are measures of closeness of the prediction (the higher the coefficient, the better is the prediction 
accuracy) to the actual value [13][14]. 



 

 

2. Result and Conclusions 
The predicted and actual radii for various cylinder combinations were compared, and the resulting 

𝜌  and 𝜌%  are shown in Table 1. The effect of input standardization on prediction accuracy was also 
explored, which was accomplished by changing the distribution of max-normalized impedance values 
to have a zero mean and unit standard deviation. As can be seen, 𝜌% was always less than 𝜌, which is 
to be expected. The 𝜌 and 𝜌% were found to be high for all selected radii combinations in the three- 
and four-cylinder approximations; however, the correlation declined in the five- and six-cylinder 
approximations. But with the standardization procedure, the correlation in the prediction accuracy 
improved for all radii and especially for 𝑎& in which improvement is by almost 25% suggesting the 
procedure has a positive impact on the prediction accuracy. In conclusion, our predictions using a 
data-driven approach with or without standardization in place had resulted in similar or better 
predictions for most of the simulated cases when compared against predicted vocal tract shape 
reported in [9] where their fitting predicted vocal tract shape to a resolution of about a centimeter. 

Table 1Resulting prediction accuracy with out and with standardization in place. 

Simulation Radius Symbol Without Standardization With Standardization 
𝜌 (%) 𝜌% (%) 𝜌 (%) 𝜌% (%) 

Three-cylinder 
Approximation 

𝑎! 98.2 96.6 99.8 99.8 
𝑏! 99.2 99.2 99.9 99.9 

𝑐! 97.9 97.4 99.5 99.4 

Four-cylinder 
Approximation 

𝑎" 95.1 94.9 98.6 98.5 
𝑎"$ 99.5 99.4 99.9 99.9 

𝑏" 99.8 98.6 99.9 99.9 

𝑐" 99.3 99.3 99.9 99.9 

Five-cylinder 
Approximation 

𝑎# 87.7 86.6 96.9 96.7 

𝑎#$ 92.1 91.7 99.0 98.9 

𝑏# 98.7 98.6 99.9 99.9 

𝑏#
$ 99.8 99.8 99.9 99.9 

𝑐# 99.2 97.6 99.9 99.9 

Six-cylinder 
Approximation 

𝑎& 73.1 69.4 92.8 92.7 
𝑎&$ 87.0 86.2 97.3 97.1 

𝑏& 98.1 98.1 99.7 99.7 

𝑏&
$ 99.9 99.9 99.9 99.9 

𝑐& 99.5 99.5 99.9 99.9 

𝑐&$ 98.6 97.6 99.9 99.9 

Although not strictly physiological, this proof-of-concept approach strategically complemented recent 
studies applying similar deep neural network techniques to address other intractable inverse problems 
in voice science such as vocal fold mechanics, subglottal pressure, and other physiological control 
parameters [15]–[17]. This unified insight could pave the way to meaningfully resolve fundamental 
questions of vocal tract geometry, articulatory conditions, and voice mechanics for both speech and 
singing, and thus offers the potential of a diagnostic voice tool for applications in vocal disorders, 
speech pathology, voice therapy, and language pronunciation training in a natural, ecological, and 
non-invasive context. 
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ABSTRACT 

The finite element method (FEM) was used to derive the acoustic impedance spectra of the vocal tract where 

the vocal tract is modelled as a combination of elliptical cylinders with different ellipticity factors (EF). A 

data-driven approach is then developed to get around the inverse problem of estimating the geometry of the 

vocal tract. In this study, a deep neural network is trained with the impedance data from the FEM generated 

models for three-cylinder approximation of the vocal tract. Earlier efforts to model the impedance of vocal 

tract was limited simply to circular cross-sections, but FEM provides the flexibility to model complex shapes 

of the vocal tract, making it closer and more realistic to the actual shape. Accordingly, a comparison of 

elliptical and circular cross-sections of cylinders is performed to examine the differences in the corresponding 

impedances of the vocal tract. The effect of the number of cylinders and the different EF are explored to 

better approximate and understand the benefits and difficulties of such a data-driven approach, opening new 

avenues for approaching other similar inverse problems in acoustics. 

 

Keywords: Vocal Tract, Impedance, Elliptical-cylinders 

1. INTRODUCTION 

Elliptical cylinders have been shown to be closer in approximation to the realistic vocal tract 

geometry for speech and voice production models [2-4]. A data-driven approach on the classic inverse 

problem of predicting the geometry of vocal tract from acoustic response spectra based on the area 

function of a circular-cylindrical geometry for vowel ‘ə’ has been addressed earlier by Balamurali et 

al. [2]. In this work, we use elliptical-cylinders to model the vocal tract geometry. We refer to the term 

ellipticity factor (EF) as the aspect ratio of major and minor axes of the ellipse.  

The data generated for the numerical model was using a three-dimensional finite element method. 

The vocal tract is modelled as a series of three straight elliptic cylinders. The walls of the cylinder are 

modelled as sound-hard (or sound reflecting). The aim of this work is to be able to predict the 

geometry from the input impedance, measured at the glottis. The radiation load at the lips is modelled 

by a hemisphere.  

The vocal tract is modelled as a simplified elliptical tube constituting of three sections: the oral 

region (40 mm long), second section (60 mm long), and a pharyngeal region (70 mm long) [2]. The 

area of all three elliptic cylinders are constant. Keeping the lengths of the three sections fixed, and 

the cross-sectional area of the ellipses equal, the parameter for which we train the machine learning 

model is ellipticity factor. The neural network is trained on the input acoustic impedance spectra (at 

the glottis) of the vocal tract models.  

Amongst the different machine learning models tried in this investigation, Convolutional Neural 

Networks (CNN) was found to outperform others. CNN are a class of deep neural networks which are 

very helpful at identifying spatial features and non-linear relationships. 

2. RESULTS 

In the three-cylinder model, EF1, EF2, and EF3 are the ellipticity factors of the first, second and 

third elliptic-cylinder, respectively. The predicted EF when compared against the actual EF, exceeded 

99% accuracy for both Pearson correlation and Lin concordance coefficients . These denote high 

accuracy. This observation was consistent for all three elliptic cylinders.  

As shown in Figure 1, the Pearson Correlation for Predicted EF1 vs Actual EF1 is 0.9984, for 



 

 

Predicted EF2 vs Actual EF2, is 0.9980, and for Predicted EF3 vs Actual EF3, is 0.9980, respectively.  

As shown in Figure 2, the Lin Concordance for Predicted EF1 vs Actual EF1 is 0.9980, for 

Predicted EF2 vs Actual EF2, is 0.9972, and for Predicted EF3 vs Actual EF3, is 0.9972, respectively.  

 

 

Figure 1 Pearson correlation coefficients 

 

Figure 2 Lin concordance coefficients 

2.1 Machine Learning model  

As shown in the network architecture in Figure 3, we train embedding that returns higher 

dimensional input to the convolutional layers based on the dictionary size of 1000X801X300. The 

total number of cases in the dataset was 1114. The train-test split was 75/25, with the data shuffled at 

each epoch. The batch size was 835. A preliminary grid-search was conducted to find the optimal 

model size between wide and shallow, square, triangular, and diamond-shaped dense layered network. 

The narrow network returned a preliminary low mean square error (MSE) value of 0.6, compared to 

the other models which returned >1.5. Optimizer: we trained the model for 2000 epochs; the first 1000 

epochs were trained at every 200 intervals, which was then progressively scaled for the learning rate 

to decrease from 1e-2 to 1e-7, in which the power term was scaled logarithmically. Our loss function 

was mean squared error.   

  



 

 

 

Figure 3 CNN model architecture 

3. CONCLUSION AND FUTURE WORK 

We proposed an efficient CNN algorithm to find the elliptical geometry from the acoustic response 

of a three-cylinder model. A data-driven approach using CNNs was used to solve the inverse area 

function problem to derive the non-linear relationship between the vocal tract impedance and the 

corresponding vocal tract geometry. A narrow but deep neural network was trained using acoustic 

impedance spectra, and the predicted radii, associated with the vocal tract geometry approximated 

using cylindrical tubes, were found to be highly correlated with the actual radii, showing reasonable 

agreement. This preliminary investigation while keeping area and lengths of cylinders fixed, while 

only varying the EF opens doors for further investigation of a combination of lengths and area 

functions. 
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ABSTRACT 

With the advance of deep learning technologies, medical image analysis using deep neural networks is 

achieving very high performance. On the other hand, while sounds contain medical information just as images, 

medical sound analysis such as automatic identification of adventitious respiratory sound has still been a 

challenging problem. Most of previous studies for automatic identification of adventitious respiratory sound 

mainly focused on applying various deep neural networks to the respiratory sound classification using the 

features developed for automatic speech recognition. In this paper, after the close analysis of adventitious 

respiratory sounds, we propose to consider a multi-resolution feature to capture the characteristics of widely 

varying adventitious respiratory sounds. The efficiency of the proposed method is evaluated using the 

International Conference on Biomedical and Health Informatics (ICBHI) 2017 dataset. 

 

Keywords: Respiratory sound classification, Multi-resolution, Deep neural network 

1. INTRODUCTION 

Automatic detection of problematic respiratory sounds can be used for pre-filtering, greatly 

reducing the burden on experienced professionals at a very low cost. Previous work on automatically 

detecting respiratory sounds deals with feature extractions, classification models, and data 

augmentations. The features used for respiratory sound recognition includes mel -frequency cepstral 

coefficient (MFCC), inverted MFCC (IMFCC) (1), power spectrogram (2), and log mel -spectrogram 

(3, 4). Combining multiple features is also studied, as in (5, 6, 7). For classification models, random 

forest (8), convolutional neural network (CNN)-based model (9, 10, 11), VGG16-based model (3), 

and ResNet-based model (2) have been proposed. Combining several models as in (4, 12), using time 

delayed neural network (TDNN)-based models (1), BiGRU-attention-based models (13) have also 

been proposed. In (14), various models such as VGG16, ResNet50, and AlexNet, and various features 

such as spectrogram, scalogram, mel-spectrogram, and gammatonegram were compared. In (15), 

various fusion methods based on InceptionV3 were explored. The data augmentation aimed at 

increasing the size of the training datasets includes concatenation-based method (4), time domain and 

time-frequency domain methods (16), vocoder-based method (13), spectrogram cropping method (9). 

In (4), which is based on ResNet50, the performance was increased through data augmentation and 

fine tuning on the recording devices. 

In this work, we focus on the frame length in the spectral feature analysis. That is, the conventional 

frame window size of about 25 ms has been tuned to process human speech composed of vowels and 

consonants. On the other hand, respiratory sounds have different duration and spectral characteristics 

from human speech, so that different feature extraction hyperparameters are required. Rather than 

finding the optimal window size for respiratory sound recognition, we propose using multi -resolution 

spectral analysis ranging from 20ms to 120ms and combining them to have achieve high accuracy.  

2. METHOD 

Figure 1 summarizes the extraction process of various features used to classify respiratory sounds 

in this work. A short-time Fourier transform (STFT) is performed on the raw wave to produce a 

spectrogram. Applying mel-filterbanks to a spectrogram produces a mel-spectrogram. Additionally, 

applying a discrete cosine transform (DCT) and logarithm to the mel-spectrogram produces a mel-

frequency cepstrum (MFC). The spectrogram and mel-spectrogram can be converted to log 

spectrogram and log mel-spectrogram, respectively, after applying logarithms. As a baseline 

experiment, deep neural network (DNN) models are trained and evaluated over various window length 



 

 

to find the best window length for each type of features. For each best case, performances of those 

with and without the first-order and second-order time derivatives of the features are also compared. 

 

 
Figure 1 – Feature extraction process for respiratory sound classification 

 

There is a trade-off between time and frequency resolutions for frame window sizes. Therefore, 

combining the various window sizes can help to increase the classification accuracies. Combining 

these different features can be accomplished in several methods. First, all features are combined into 

a single input feature which a single classification model uses. This is similar to the multi -resolution 

feature map approach in (14) developed for anti-spoofing. Second, each feature is trained separately 

with a corresponding classification model, and the outputs of these models  are collected to produce 

final results. Combining the outputs of each model can be done by voting, applying a softmax function 

to the outputs, or utilizing a simple multi-layer perceptron (MLP) that accepts the classification 

models’ outputs as inputs. Figure 2 summarizes the proposed method of utilizing the multi -resolution 

features. 

 

 
Figure 2 – Overview of the proposed multi-resolution classification. (a) a single classification model 

combines all features extracted with various window sizes and uses it as a single input feature (b) each 

classification model is trained for a given window length and the outputs of these models are collected by 
voting, softmax, or MLP. 



 

 

3. EXPERIMENTS 

3.1 Data 

The International Conference on Biomedical and Health Informatics (ICBHI) 2017 dataset (17) 

was used in the experiments. It consists of 6898 labeled instances of four categories: “normal,” 

“crackle,” “wheeze,” and “both” (which indicates that crackle and wheeze occur simultaneously in an 

instance). For training, we split the official training data in the ICBHI 2017 dataset into a training set 

and a development set in a ratio of 4:1. Table 1 summarizes the number of instances in the training, 

development, and test sets. We trained the models using the training set and selected the optimal 

hyperparameters based on the classification result of the development set. 

 

Table 1 – Number of instances in the training, development, and test sets  

 Training Development Test Total 

Normal 1651 412 1579 3642 (53%) 

Crackle  972 243  649 1864 (27%) 

Wheeze  401 100  385  886 (13%) 

Both  291  72  143 506 (7%) 

Total 3315 (48%) 827 (12%) 2756 (40%) 6898 (100%) 

 

Table 2 summarizes the lengths of the shortest and longest instances in each class. As shown in 

Table 2, the length of each instance varies from 0.20 seconds to 16.16 seconds. We used 10 seconds 

of audio segments as the input to the classification models. For the instances of which length is less 

than 10 seconds, we repeated the audio segments to make a fixed size model input.  

 

Table 2 – Length (in seconds) of the shortest and longest instances in each class 

 Shortest Longest 

Normal 0.20 16.16 

Crackle 0.37  8.74 

Wheeze 0.23  9.22 

Both 0.57  8.59 

 

For the input feature, we used three most widely used features for respiratory sound classification: 

log spectrogram, log mel-spectrogram, and MFC. We fixed the hop size to 10 ms and used window 

sizes of 20, 40, 60, 80, 100, 120 ms. The first-order and second-order time derivatives of the original 

features, i.e., the delta and accel features, were also evaluated. For the number of input channels, we 

used a value of 1 for single-resolution tasks and a value of 6 for multi-resolution tasks. Resnet50 (18) 

was used as the classification DNN model. 

3.2 Results 

Table 3 summarizes the classification accuracy of three input features with various frame window 

lengths on the development data. Log spectrogram, log mel-spectrogram, and MFC achieved best 

accuracies at 20 ms, 60 ms, and 120 ms, respectively. 

 

Table 3 – Classification accuracy (%) of three input features: log spectrogram (LS), log mel-

spectrogram (LMS), and mel-frequency cepstra (MFC), with various frame window lengths 

Window length LS LMS MFC 

 20 ms 77.4 77.3 65.5 

 40 ms 75.6 77.1 67.5 

 60 ms 75.2 80.3 73.6 

 80 ms 70.7 77.4 71.6 

100 ms 70.0 78.7 72.9 

120 ms 69.6 76.2 75.7 

 



 

 

We performed first-order time derivative (delta) and second-order time derivative (accel) feature 

experiments for each best case, which are summarizes in Table 4. The results confirm that dynamic 

features such as delta and accel do not improve the performance.  

  

Table 4 – Effect of dynamic features: first-order time derivatives (delta) and second-order time 

derivatives (accel) 

Feature Accuracy (%) 

LS (20 ms) 77.4 

+Delta 78.1 

+Delta+Accel 77.8 

LMS (60 ms) 80.3 

+Delta 78.1 

+Delta+Accel 80.2 

MFC (120 ms) 75.7 

+Delta 74.1 

+Delta+Accel 71.6 

 

Since the log mel-spectrogram has generally shown better accuracies than log spectrogram and 

MFC, we used the log mel-spectrogram as the feature for the following multi-resolution experiments. 

Table 5 summarizes the results of the multi-resolution methods, described in the previous section, 

where the single-resolution method using log mel-spectrogram with 60 ms window size is also 

included for comparison. It can be seen that the output combining methods generally have higher 

accuracies for the development data, but input combining method has greatly improved the accuracy 

for the test data. In the experiments so far, the performance improvement for the development data 

and test data showed quite different trends. Though we selected the best hyperparameters based on 

the development data, those were not always best for the test data. We suspect that the characteristics 

of the official training data and test data of the ICBHI 2017 dataset are quite different. 

 

Table 5 –Classification accuracies (%) of various multi-resolution methods, on the development and 

test data 

Fusion level Development data Test data 

Single-resolution 80.3 45.2 

Input 77.8 53.3 

Output: voting 81.1 47.3 

Output: softmax 81.6 45.2 

Output: MLP 81.1 45.9 

 

Since the development data and test data showed quite different results in multi -resolution fusion 

methods, we analyzed each result using confusion matrices. Table 6 shows the confusion matrices of 

the single-resolution and multi-resolution methods, respectively, on the development data. By 

observing the diagonal components in Table 6, it can be seen that the improvement mostly comes from 

correctly classifying normal sounds. 

 

Table 6 – Confusion matrices for the single-resolution method (LMS 60 ms) and the multi-resolution 

method (output softmax), respectively, on the development data. 

 Normal Crackle Wheeze Both   Normal Crackle Wheeze Both 

Normal 351  49  9  3  Normal 359  45  5  3 

Crackle  42 190  1 10  Crackle  46 192  1  4 

Wheeze   9   4 73 14  Wheeze  12   3 74 11 

Both   0   7 15 50  Both   1   7 14 50 

(a) Single-resolution method  (b) Multi-resolution method 

 



 

 

Table 7 shows the confusion matrices of the test data for the baseline log mel-spectrogram using a 

60 ms window size and the multi-resolution method using input fusion, respectively. By observing the 

diagonal components in Table 7, it can be seen that the proposed input fusion method greatly improved 

the accuracy of normal and crackle sounds. The amount of mistaking crackle sounds as normal sounds 

has been greatly reduced, while misidentifying wheeze sounds as normal sounds has been slightly 

increased. 

 

Table 7 – Confusion matrices for single-resolution method (LMS 60 ms) and multi-resolution 

method (input fusion), respectively, on the test data 

 Normal Crackle Wheeze Both   Normal Crackle Wheeze Both 

Normal 824 352 310 93  Normal 999 265 255 60 

Crackle 352 232  35 30  Crackle 323 293  21 12 

Wheeze 101  74 143 67  Wheeze 151  47 147 40 

Both  39  24  33 47  Both  49  26  39 29 

(a) Single-resolution method  (b) Multi-resolution method 

 

4. CONCLUSION 

In this study, we proposed the multi-resolution methods for respiratory sound classification. While 

the conventional window size of about 25 ms has been adjusted to handle human speech, respiratory 

sounds require different feature extraction hyperparameters since their duration and spectral 

characteristics are different from those of human speech. Rather than finding the optimal window size 

for respiratory sound classification, we proposed to use multi-resolution spectral analysis using 

various frame window sizes ranging from 20 ms to 120 ms. We also analyzed how to combine the 

multi-resolution features. Since the proposed methods do not depend on the choice of classification 

model, DNN models other than ResNet50 can also be used. Also, various data augmentation methods 

can be combined with the proposed methods. 
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